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A B S T R A C T

Obesity is an important concern in public health, and Body Mass Index is one of the useful, common and
convenient measures. However, Body Mass Index requires access to accurate scales and a stadiometer for
measurements, and could be made more convenient through analysis of photographs. It could be applied to
photographs comprising more than one individual, leading to population screening. We use Convolutional
Neural Networks to determine Body Mass Index from photographs in a study with 161 participants. The
relatively low number of participants in the data, a common problem in medicine, is addressed by reducing the
information in the photographs by generating silhouette images. We successfully determine Body Mass Index
for unseen test data with high correlation between prediction and actual values, with correlation measurements
of greater than 0.93 and a mean absolute error of 1.20.
1. Introduction

Obesity results in increased morbidity and mortality [1] due to
its association with a number of diseases such as hypertension, type
2 diabetes, coronary artery disease, dyslipidaemia, various cancers,
asthma, and non-alcoholic steatohepatitis [2]. Obesity is therefore a
major public health concern, with an increasing prevalence in both low-
and-middle income and high income countries [3]. The accurate assess-
ment of obesity levels in populations is therefore vital for monitoring
prevalence and incidence and for the assessment of population-level
interventions. It will also allow for the allocation of funds and re-
quired infrastructure to areas with high levels of obesity and associated
co-morbidities.

The most commonly used measure of total body fat mass is body-
mass index (BMI). This is a convenient measure which uses body weight
and height and is expressed as kg∕m2, with obesity being defined as
a BMI ≥ 30 kg∕m2. Current methods of obtaining this data require
appropriately calibrated measurement equipment and can be time-
consuming when applied to large numbers of participants. There is
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therefore a need for alternative, rapid, and accurate techniques for
measuring BMI that can be easily applied to large population surveys.

A possible alternative to the physical measurement of weight and
height would be the assessment of these measures from photographs.
This is likely to be more convenient (as indicated in [4]), allowing
individuals to use cell phone-based cameras for obtaining images for
further processing. The aim of the current study was therefore to
generate BMI data from simple photographic images using machine
learning.

2. Background

Body mass index (BMI) is one of the easiest and most commonly
used methods for assessing obesity despite some shortcomings [5].
Other anthropomorphic measurements, such as waist circumference,
is another important indicator of disease and is of clinical importance
when considering cardiovascular outcomes [6,7]. Other studies have
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Fig. 1. An arbitrary set of four anonymised full colour photographs from the 161 study participants.
Fig. 2. The preprocessing performed on the hand-generated image set.

shown that neck circumference is another useful important anthropo-
morphic measurement [8–11]. Nonetheless, BMI remains a widespread
and important clinical indicator despite the shortcomings [12], and is
simple to calculate [13].

Population surveys assessing the prevalence of obesity measure BMI
using calibrated weight scales and stadiometers, or participants are
contacted telephonically and asked about their weight and height [14].
These methods may be relatively costly and are time consuming and
prone to error, particularly the latter. There is therefore a need for
alternative methods of measuring BMI that use techniques that are
accurate and quick and can be applied to large sample sizes. One such
method would be extracting anthropometric data from photographic
images. In this regard, one study has used human silhouettes generated
from dual-energy X-ray absorptiometry (DEXA) whole body scans to
calculate total body fat mass using active shape modelling (ASM)
techniques [15]. In addition, methods using 3D whole body surface
2

scanners and the generation of multiple point cloud images have been
used to calculate various anthropometric measures [16].

A similar study used a Kinect system to obtain data [17]. These
procedures require specialised imaging technology however, there is
a study using face photography as a proxy to determine BMI with deep
learning [18]. Recent improvements on these results from full body
photographs have been obtained [4], but this method uses machine
learning in the form of body contour generation and skeleton markers,
rather than learning from the source image alone.

3. Methodology

We utilise silhouette images to determine BMI of participants us-
ing imagine processing and machine learning (Convolutional Neural
Networks).

Deep learning generally requires large data sets in order to learn
effectively [19]. In this study, however, data was constrained due to the
number of participants. To enhance the efficacy of the small data set,
silhouette images were generated from the original photographs. This
substantially reduces the information and complexity of the images,
allowing for a binary image as the basis for generation.

In this section, we consider the data set and approach taken in
order to generate an estimation of BMI from silhouette images. We
then consider the machine learning approach used to generate the BMI
estimate.

3.1. Participants

Anthropometric data and full colour images were gathered from 161
(79 female) Cameroonians and Senegalese participants. Participants
were selected who were of reproductive age, but not pregnant, and
were chosen from two ancestory groups based on differing macroscopic
phenotypes based on environment, and differing genotypes [20].

Several full colour front-facing photographs were available for each
participant. Fig. 1 presents a sample of the source photographs used
in the study. While attempts were made to achieve uniformity for
the photographs, variations in lighting, colour, position, and other
differences are evident. For this study, only single front-facing images
were used.

3.2. Image preprocessing and silhouette generation

Owing to the low number of participants, it was necessary to further
reduce complexity by standardising the silhouette images as far as
possible, as a preprocessing step to machine learning. This process
simplifies the machine learning problem as there are fewer parameters
to learn, thus enabling us to leverage a smaller dataset more effectively.

Images of the outlines of the 161 participants were manually gen-
erated by marking images by hand (white background, black outline
of participant). These hand generated images were non-uniform and
contained artefacts (such as the tape markings on the ground; vari-

ation in participant shadows; the edge of blue floor boundary; and
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Fig. 3. A random sample of four silhouette images from the 161 study participants.
Fig. 4. A random sample of four preprocessed, automatically generated silhouette
images from s2 (slightly scaled up, actually 64 × 64 pixels).

the shadows in the curtains). Despite the controlled conditions in
which the images were taken, segmentation proved challenging due to
the boundary between clothes and skin; the pattern of the backdrop;
and the aforementioned artefacts. There was also variability between
photography which were taken under various lighting conditions, with
differing zoom, and blurriness. There is also variations in the clothing,
positioning, and lighting of a participant during photography. Further-
more, participants were photographed in two controlled environments
which differed from each other. As the images were from an existing
study, repeating the imaging under more uniform conditions was not
possible. Critically, due to the constrained number of participants, we
did not wish to discard any of the source data.

Our method ultimately allowed for the extraction of useable data
despite all of the variability described above. In order to achieve this,
the images were thus manipulated as described below. This process is
presented in Fig. 2. Note that the images do not reflect the size/detail
and are shown for illustrative purposes (for instance, artefacts cannot
be observed).

The images of all participants, male and female, were combined
together. Images were converted to PNG format at a uniform resolution
of 150 × 150 (the lowest common resolution in the set), and were
thresholded at 20% to reduce artefacts. The images were converted
to greyscale with average and separate filters. The grey channel images
were then negated to invert them (black background, white silhouette).
3

Four randomly chosen silhouette images are shown as examples in
Fig. 3.

Owing to artefacts, the images were then cropped (in a script) to
remove surrounding empty space. Following this, images were mod-
ified to a fixed height of 1864𝑝𝑖𝑥𝑒𝑙𝑠 (the lowest common height in
the images) while maintaining the aspect ratio. Finally, the resulting
uniform, greyscale images were padded with black to produce an image
sized 2000 × 2000 which has a bounding box. Finally, these images
were reduced to 64 × 64 to generate the set used, 𝑠. A sample of four
silhouette images selected randomly from 𝑠 is presented in Fig. 4.

3.3. Composition of the dataset

In many machine learning applications, outliers are removed [21]
or replaced [22] to produce better predictive results. This is not done in
the current study for three reasons: first, outliers in this case are valid
in the domain (in fact, one can argue it is more valuable to detect a
high or low BMI clinically than one falling into the statistically ‘‘nor-
mal’’ range); second, there are not many images available; and third,
great care was taken in validating the source data collected [20]. For
these reasons, data are not manipulated or pre-processed to improve
predictive performance, apart from standardisation with the extremes
intact.

The data used in this study were collected for the purpose of
generating body scales, and so many participants were required with
a BMI between 20 and 30. There is inherent bias in the dataset, in that
the BMI data follows a skewed distribution that is reflective of BMI
within this general population [23]. In order to illustrate the bias in
the dataset, Fig. 6 presents a distribution plot of the BMI data which
shows that the majority of the participants had BMI within the normal
range (18.8–25.0). Fig. 5 presents a cumulative distribution plot of the
full data set (with the full 160 participants). The plot shows a sharp
Fig. 5. Cumulative Distribution Plot with highlighted BMI regions as per the six categorical definitions in Table 6.
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Fig. 6. Histogram representing the distribution of BMI in the dataset.

radient (faster rise) in regions where there are more data. The plot
herefore shows that the majority of the participants’ BMIs fall between
0 and 30 (approximately 85%). There are approximately 20% of cases

with BMI > 30, and fewer than 10% of the examples with a BMI < 20.

3.4. Machine learning

The processed silhouette images and ground-truth BMI data were
imported as the working dataset with the former being the input into
the system, and the latter being the output (target).

Deep learning generally requires large amounts of data. In recent
years, image data has been used to generate Convolutional Neural
Network (CNN) classification algorithms (such as in [24,25]). Creating
binary silhouette images dramatically reduces the information content
required for processing.

Optimisation was performed to maximise the test set while main-
taining a validation set size sufficient to allow for early stopping and for
sufficient testing. For the purposes of presenting results, an appropriate
heuristic split (with a random seed) is applied with 60% (96 partic-
ipants) of the data being split for training, 20% (32 participants) for
validation, and 20% (33 participants) for testing.

Multiple variations of this split were also tested. There is a variance
of results dependent on the random subset sample. The minimum
training size with reasonable performance (based on a validation error
of less than 0.2) were found, at minimum, to be approximately 50
participant images for training (participant to the drawn sample being
representative), and the remainder making up the validation set.

The BMI data were normalised using standard scaling (𝜇 = 26.40, 𝜎 =
5.75), which was observed empirically to show improved performance
over a robust scaler and regular normalisation.

3.5. Feature selection with classical machine learning

Machine learning models are built with differing feature selection
algorithms - a Gabor filter (Gabor), and a Histogram of Gradients
(HOG). Both feature sets are then used to train and test a Random
Forest (RF) [26], XGBoost (XGB) [27], and Support Vector Machine
(SVM) [28] regressors. This produces a permutation of six models
which are evaluated, namely Gabor-RF, HOG-RF, Gabor-XGB, HOG-
XBG, Gabor-SVM, and HOG-SVM. This approach makes use of more
classical machine learning, and the feature extraction through Gabor
and HOG generates a feature vector which is useful for the model.
Gabor filters are commonly used for feature extraction in various com-
puter vision applications [29–32], while HOG has shown great utility
in human detection [33], and are useful in medical image processing
applications [34].

Each of the parameters used for feature generation were chosen by
generation, inspection, and selection. We used a fairly wide variety
4

Table 1
Gabor filter parameters for feature generation for
Gabor-RF.

Parameter Values

ksize [2, 4, 6, 8]
𝜎 [2, 5, 8]
𝜃 [0, 𝜋

4
, 𝜋
2
, 3 𝜋

4
]

𝜆 [0, 𝜋
4
, 𝜋
2
, 3 𝜋

4
]

𝛾 [0.05, 0.5]

Table 2
HOG parameters for feature generation for HOG-RF.

Parameter Values

Orientations 4
Pixels per cell (4, 4)
Cells per block (1, 1)

of variables in the case of the Gabor filter to attempt to generate
optimal features as part of the set. The following sections describe the
parameters for feature generation for each.

3.5.1. Gabor filters for feature generation
The first considered model consists of the Gabor Filter (applied to

the original images for feature generation).
The Gabor Filter was implemented by generating training, vali-

dation, and test sets, in a single feature vector, with the full set of
parameters in Table 1 generated for each image.

3.5.2. Histogram of gradients for feature generation
Parameters used for HOG feature generation are given in Table 2.

3.5.3. Optimisation
The respective feature vector generated by Gabor and HOG were

used to train and test a different regressor for each of the six permu-
tations of the models. An optimisation process leveraged a randomised
search on the hyperparameters through between one and five rounds
of optimisation for each model resulting in the parameters for each
model. In each optimisation, 40 iterations ran with 2 cross validations
for each. During each round of optimisation, the hyperparameter search
space was narrowed to find the most optimal hyperparameters for each
model. Each model was optimised using the validation data set, so as
not to bias the comparative analysis in Section 4 by exposing one model
to more data than the others. The model was then trained using the
training data set, and tested with unseen test data.

3.5.4. Convolutional neural network
A two dimensional Convolutional Neural Network (CNN) is imple-

mented in Keras using TensorFlow to perform deep learning on the
model.

We use a modified MiniVGGNet, which is a smaller version of VG-
GNet, originally proposed by [35]. This is based on the implementation
in [36]. VGGNet and MiniVGGNet have been successful in a variety of
image processing applications [37] including medical [38–40].

Through empirical measurement of validation performance some
changes were made to the architecture presented in [36]. These changes
were:

• reducing the number of filters from three to two, and reducing
the filter size to (4, 8)

• modifying the output layer to include an additional four node
linear layer prior to the single output node

• modification to perform the regression task by collapsing the
dense nodes to a single output (from which the regression is
taken). As most applications of CNNs are classification tasks with
a softmax classifier [41], this modification as per [36] allows
regression from this architecture.
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Fig. 7. Model architecture.
Table 3
Comparisons between the various models tested for the purposes of predicting BMI on unseen (test) data.

Metric Gabor-
RF

HOG-RF Gabor-
XGB

HOG-
XGB

Gabor-
SVM

HOG-
SVM

CNN

Mean Squared Error 15.35 21.97 19.43 24.55 12.21 12.28 7.35
Maximum Error 13.65 15.73 11.85 13.39 11.77 10.35 9.15
Co-efficient of
Determination (𝑅2)

0.66 0.52 0.57 0.46 0.73 0.73 0.70

Explained Variance 0.66 0.52 0.59 0.46 0.73 0.73 0.73
Pearson’s Correlation
Coefficient

0.86 0.75 0.77 0.68 0.88 0.86 0.88
The architecture leverages two CONV => RELU => BN => POOL
layer following the initial input filters. The implementation also differs
from the original VGGNet [35] due to the addition of the Block Nor-
malisation layers advocated for by [36]. The architecture then flattens
the volume, followed by FC => RELU => BN => DROPOUT, followed
by another FC => RELU layer. Finally, the model caters for the custom
two-stage regression used in this implementation. The CNN architecture
and model structure export is presented in Fig. 7. The model accepts
images as inputs (of size 128 × 64).

Variations on this final architecture (such as changing the size
of convolution windows, the number of dense nodes, and dropout
ratios) were evaluated. Sufficient performance was achieved and model
structure search was therefore non-exhaustive. The model uses a Mean
Squared Error (MSE) loss function.

GridSearch allows for the optimal selection of hyper-parameters for
training, and the learning and decay rate make a substantial difference
to whether or not the algorithm converges. The optimal parameters
were found to be the Adam algorithm with a learning rate of 0.01, and
decay of 1 × 10−5.

Training was performed using source images and the target of
normalised BMI between zero and one.

3.5.5. Data augmentation
The CNN is trained using a flow of generated images (which mix

in original images and augmented images), and no strict ratios were
enforced in terms of the split between original and augmented images.
Augmented images are generated in real-time during training, with
no upper limit on how many images are generated: training ceases
when the mean squared error validation loss is minimised for sufficient
training epochs (in this case, the patience criterion is set at 30 epochs).
Training was done with a batch size of 80, steps per epoch of 0.25×
the length of the training set, and a maximum of 200 epochs. However,
training terminates earlier due to early stopping based on the validation
of data performance.

Data augmentation parameters were optimised using the Basin-
hopping algorithm [42] so as to maximise the usefulness of the data
augmentation process. The Basin-hopping algorithm was setup using
at first a wide array of parameters, which were gradually decreased
5

through rounds of testing. The algorithm called an optimisation fitness
function which varied the rotation and width shift range with the ob-
jective of minimum validation loss. The fitness function was repeatedly
called with new values, and the CNN was trained and validation loss
measured and optimised. This process resulted in low parameters of
rotation (2◦) and translations in width 0.02 (these values happen to be
similar to variations in the original image set), and horizontal image re-
flections. Augmentations larger than a 3◦ of rotation, or augmentations
such as height changes, reduce performance.

Model convergence does occur even in the absence of augmentation.
However, due to the paucity of data, the implementation of augmen-
tation results in variable, but usually marginal improvement in error,
depending on the data split.

4. Results

We implement and test the classical machine learning model per-
mutations and CNNs to compare the ability of each machine learning
pipeline to represent the data.

4.1. Comparing the models

The results in Table 3 demonstrate that the CNN is the optimal
model of those implemented and tested. It performs better by a factor of
more than 2x on the Mean Squared Error, produces a lower maximum
error, and performs better on the fit metrics such as the Co-efficient of
Determination (𝑅2). As such, the rest of the study leverages the CNN
model for the analysis.

4.2. K-fold cross validation

We implement K-fold Cross Validation [43] in order to test the
models utilising the full dataset, rather than a held back subset, which
is considered in Section 4.3. The results present the Mean Squared
Error (MSE) averaged across the folds utilised. As shown in Table 4,
Gabor features slightly out-performs HOG features on average, but the
results are similar. Of the classical models tested, SVM performs best,
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Table 4
K-fold Cross Validation results for the various considered models.

Model 5 Fold Cross Validation
Mean Error

10 Fold Cross Validation
Mean Error

Gabor-RF 0.29 0.26
HOG-RF 0.38 0.37
Gabor-XGB 19.78 10.27
HOG-XGB 7.56 0.66
Gabor-SVM 0.20 0.26
HOG-SVM 0.29 0.32
CNN 0.017 0.021

Table 5
Results of BMI prediction performance over 100 training and test cycles with sets split
with the same random seed (30).

Metric Mean result Best result

Validation Loss 0.124 0.0625
Pearson’s Correlation Co-efficient 0.928 0.976
Mean absolute error (MAE) 1.66 1.20
Root Mean Square Error (RMSE) 2.16 1.52

Fig. 8. Scatter Plot of Predicted vs Actual BMI for unseen data.

with the best of the classical machine learning models being Gabor-
SVM. XGB performs poorly due to one to two very large deviations in
regression outputs which impact the performance results. CNN greatly
outperforms the other models by approximately an order of magni-
tude. Therefore the CNN approach generates significant performance
improvement over the other approaches, and thus CNN forms the basis
for further investigation.

4.3. Detailed CNN results

The system allows BMI to be predicted with a Pearson Correlation
Coefficient of above 0.928 on average across 100 runs between the
test values and the predicted test values, and is higher than this for
many training/testing cycles. Sufficiently low validation performance
(0.2 and below) is a signal of model convergence, and robust prediction
results follow. On some runs, we achieved a validation performance
below 0.05, and particularly when more training data are allocated.
This, of course, represents a trade-off with the number of validation and
test data samples. Aggregated performance results across a few metrics
is presented in Table 5.

Fig. 8 presents the predictive performance of the model.
Fig. 9 presents the mean difference plot for the actual vs. predicted

BMI data, depicting that the mean difference is −0.05 (below one in the
majority of test runs), though the 1.96 standard deviation bands differ
depending on the run.

As a test of validity, we performed arbitrary rotations of test data for
three randomly chosen participants, and plotted the predicted model
output for the rotated inputs for three participants. The results of the
test (unseen) image rotations are presented as Fig. 10, and indicates the
6

actual participant BMI as a straight line. The estimated BMIs match the
Fig. 9. Mean-difference plot for given model’s results and actual data. The identity
line represents perfect agreement between predicted and actual BMI values, and the
Deming Regression is determined from results.

Fig. 10. Model’s predicted output for rotations of test input images with 5◦ rotations.

Table 6
Categories of obesity as per [44].

Category BMI range Definition

1 BMI < 18.5 Underweight
2 18.5 ≥ BMI < 25 Normal Weight
3 25 ≥ BMI < 30 Overweight
4 30 ≥ BMI < 35 Class I Obesity
5 35 ≥ BMI < 40 Class II Obesity
6 40 ≥ BMI Class III Obesity

actual data well at 0◦ and 360◦ (as expected). Outside of these, there is
enerally poor output outside of the ordinary range of reasonable BMI
alues, where the silhouette appears at some angle. There is a region
round 180◦ where the values normalise back to a reasonable range

(as these are likely recognised as broader participants). Interestingly,
the rotations show an increased expected BMI as an image rotates, a
finding that is consistent with intuition of BMI appearing to increase
with rotation.

The definitions of the six categories used is this categorical analysis
is as per [44] and is presented in Table 6. A confusion matrix for the
test data for a given run is presented in Table 7. Most of the values
fall on the diagonal, with some spill-over into adjacent categories. The
estimates are close, however, and we see this given that the category
six analysis utilises firm numerical boundaries.

4.4. Male & female analysis

The CNN regression performance is considered by grouping male
and female participants by running 100 trials. In each trial, training
and test data are randomly split with no seed (in the same proportions,
60% training, 20% validation, 20% testing). A new CNN is trained
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Table 7
Confusion matrix for prediction test data for the given modelling run.

Category 1 2 3 4 5 6
Prediction

1 1 0 0 0 0 0
2 2 7 2 0 0 0
3 0 2 7 3 0 0
4 0 0 0 8 0 0
5 0 0 0 0 0 0
6 0 0 0 0 1 0

Table 8
CNN regression performance separated by male and female participants averaged across
88 valid trials.

Metric Female participants Male participants

Number of participants 16.10 16.90
Pearson’s Correlation Coefficient 0.90 0.85
Explained Variance 0.77 0.68
Maximum Error 7.51 5.68
Mean Squared Error 10.33 7.44
Co-efficient of Determination (𝑅2) 0.73 0.61

until the validation error is minimised, with a patience of 30. The
results across a number of metrics are obtained and averaged over the
100 trials. Averaging the results is necessary due to the relatively low
number of instances, as an outlier in either group in a trial creates a
significant impact on the results. Models which produced 𝑅2 values
< 0 are deemed invalid and excluded as these models are arbitrarily
worse and indicated a failure during the training process. 88 valid
runs remain, and the average values of the metrics evaluated are
presented in Table 8. It is evident that performance is relatively similar,
but the model’s predictive performance for males is slightly worse
across a number of metrics, including Pearson’s Correlation Coefficient,
Explained Variance, and the 𝑅2 value. The error metrics are higher
in females. We hypothesise this set of results can be explained by the
variance, as in the full dataset, the BMI variance for females is 40.26,
whereas for males it is 23.16. Therefore, the error potential is larger as
there is greater spread, but the predictive ability is greater as the model
is more able to represent the greater variance across BMI represented
in images.

5. Discussion

We present an approach based on images of individual participants
that were taken in a somewhat standardised environment. We antici-
pate that it may be possible to adapt these techniques for large groups
of people in a single photograph, and for individuals who are imaged
in non-ideal and settings which are not as standard (such as simple
photographs from a cell phone). Furthermore, if participants were not
in the uniform tightly adhering stocking clothing, it would obfuscate
elements of their anatomy, and thus make BMI prediction/inference a
harder problem. This problem would require the use of many more
images, so that the variation in clothing can be taken into account
to the extent possible. The controlled nature of the participants’ dress
in this study was an enabler of simplicity in BMI detection using
photographs. Further study into this is required, such as the study
across a much wider dataset of real-world images [4]. With enough
variability in the input data, and with utilising information in the face
of participant (as is utilised in the study in [18]), the problem of
clothing is likely to be soluble albeit perhaps with less accuracy.

With large data sets and modern image processing, it may be fea-
sible to extend these principles into the general public health domain.
Looking at multiple participants in a single photograph, the ability to
rapidly measure the extent of obesity in populations would constitute
a valuable tool for public health research.

Other anthropometric measures, such as, but not limited to, waist
circumference, can also be inferred from photographs, as some of these
7

measures are better predictors of disease than BMI [45].
5.1. Recommendations for future work

The number of participants for which photographic images were
available was low, resulting in a limited test set. This is consistent with
the aforementioned challenge of obtaining data. Therefore, work needs
to be done to obtain more test images, or alternatively to leverage the
data in such a way as to generate more training data, and therefore
free up legitimate data for testing. Data augmentation does achieve
this to a marginal extent, improving the validation error somewhat and
therefore improving the BMI prediction performance.

The study performed is specifically scoped to BMI. There is a lot of
opportunity to extend the work to other anthropometric measures [16],
but this proof-of-concept work indicates that the requirement for spe-
cialist equipment used in the field of study at present [15,16] may not
be necessary.

The source data images would ideally be re-taken while reducing
artefacts (such as the tape markings on the ground; ensuring consis-
tency with or absence of shadows; the edge of blue floor boundary; and
the shadows in the curtains), under more standard conditions (more
consistent lighting; the same background). The images did present some
challenges in image processing due to the variability and issues de-
scribed. Correcting these would enable a single segmentation algorithm
to more easily be applied to identify the outline of each participant.

There is a level of error associated with estimation, which does
mean that misclassification of the BMI categories shown in Table 2, can
occur. With more data, however, the system can be made more robust
to variation and we can expect the error to decrease. In future work,
adjustments can be made for well-characterised error such as systemic
error.

6. Conclusion

The ability to rapidly measure the extent of obesity in large popu-
lations would constitute a valuable tool for public health research and
in public health screening.

We have successfully implemented a system to predict BMI from
a small data set of photographic images of participants. We reduce
complexity in the images by creating silhouettes from photographs,
and this enables us to obtain accurate prediction of BMI using CNNs
in deep learning from a relatively small dataset. This approach may
lead to a public health screening tool to assist in supporting/measuring
health initiatives in areas of endemic obesity or malnutrition. The use
of silhouettes in our process offers the additional benefit of anonymity.

There is increased interest in utilising alternative sources of infor-
mation for convenient, rapid, and inexpensive assessment of anthro-
pometric variables. We have demonstrated the use of photographs to
determine BMI using machine learning, and believe that this method
can be easily applied to other body measurements.
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