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Abstract

Computer vision has the ability to provide an abundance of environmental information
to a robotic system, which makes perception and interaction with a dynamic world
possible. In this research report the problem of real-time ball tracking in the context
of simulated RoboCup soccer is considered. A tracking-by-detection framework is uti-
lized to take advantage of the high performance of modern neural detection techniques
as well as the use of neural assisted Kalman filtering for tracking which strikes a bal-
ance between the ease of interpretation of the traditional model-based approach and
the ability to learn complex dynamics using neural networks. The results show that
a modern keypoint based detector can outperform established real-time RoboCup ball
detection techniques such as traditional Viola-Jones based detection as well as popu-
lar anchor based detection approaches, in the context of simulated RoboCup soccer.
Further, a neural approach to Kalman filtering is able to outperform the popular ex-
tended Kalman filter for simulated RoboCup soccer kick tracking by implicitly learning
the system dynamics.
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Chapter 1

Introduction

Object tracking is an important practical topic in the domain of robotics. The ability of
an agent to identify, localize and capture the state of objects is an essential task required
for perception of and interaction with a dynamic environment. A variety of methods
are possible for capturing the state information of a target object – with some examples
being: mechanical trackers which consist of sensorised linkages connecting an object
to a frame of reference, inertial trackers such as accelerometers which measure the
rate of change of velocity, as well as vision based systems that optically capture a scene
and use processing to extract relevant information [Stamou et al. 2005]. Compared to
techniques that measure the object state directly, vision can capture vast additional in-
formation such as multiple objects, position, pose, and context as well as being versatile
in the sense that it does not intrinsically depend on material properties or the addition
of sensors to a tracked object. However, extracting information accurately with real-
time performance using a computationally and memory constrained device remains an
inherent challenge in robotics [Gholami et al. 2021; Revach et al. 2022].

Modern computer vision is dominated by deep learning approaches. Traditional com-
puter vision utilizes pipelines with hand-crafted feature extractors and shallow machine
learning algorithms to perform tasks like classification and regression. The effectiveness
of deep learning techniques over traditional techniques results from the ability to learn
feature extraction from training data as well as introducing end-to-end learning which
facilitates simultaneous optimization of the entire architecture [Mahony et al. 2019].
Traditional approaches are still useful in certain contexts, typically providing intuitive
and interpretable solutions and often requiring less data, memory and training.

More formally, in visual object tracking, the aim is to use a sequence of image frames to
robustly estimate the motion state of a target object [Li et al. 2013]. Many different vi-
sual object tracking paradigms are possible, with some popular traditional approaches
being tracking-by-detection, optical flow, silhouette tracking and discriminative correla-
tion filters to name a few [Zhang et al. 2022]. During initialization of any object tracker
– unless manually targeted – objects must first be selected using an object detector [Yil-
maz et al. 2006]. One might question then, why not always just apply object detection
on each frame (as is done in tracking-by-detetion) to track an object? According to
Bolme et al. [2010] tracking is less demanding than detection since tracking algorithms
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can use fewer computational resources than running an object detector on every frame.
Modern approaches to tracking include applying CNN feature extraction to traditional
tracking frameworks and end-to-end deep learning where a variety of network architec-
tures have been used including convolutional neural networks (CNN), siamese neural
networks (SNN), recurrent neural networks (RNN) and generative adversial networks
(GAN) [Li et al. 2017]. With the advancement of modern object detection methods for
real-time operation, such as You Only Look Once (YOLO) [Redmon et al. 2015], it be-
comes interesting to apply these effective models to a tracking-by-detection framework.
According to Wojke et al. [2017], this approach has become the leading paradigm for
object tracking.

Object detection is a computer vision task where objects are identified (classification)
and localised in an image (regression). From a single frame it is possible to determine
position (and other states such as pose), however, without establishing correspondence
within an image sequence time-dependent states such as velocity cannot be computed
and the state estimate lacks robustness. Here robustness means that noise such as
misclassification is attenuated as well as providing instance identification and resilience
to occlusion. These can be achieved by linking the frames of the image sequence (also
known as data association). Yilmaz et al. [2006] states that the nearest neighbour
approach is the simplest method to perform correspondence.

A downside of deep learning approaches is that they demand a significant amount of
training data in order to achieve useful results. Accurately labeled real world training
images often come at a labour cost, which makes the use of a simulated environment
an efficient choice. This approach is still practical for application in the real world as
advances in domain adaptation have shown significant success in mapping a simulated
environment to a physical environment [Zhang et al. 2018]. Additionally, photo realis-
tic rendering can also be applied [Müller et al. 2018]. These topics will however not be
investigated in this research. In this research, visual ball tracking is investigated in the
context of 3D simulated RoboCup soccer, which is an international robotics competition
that has been entered by the Robotics, Autonomous Intelligence and Learning (RAIL)
Lab from the School of Computer Science and Applied Mathematics at the University
of the Witwatersrand [Ingram et al. 2021]. Although the current focus of the team is
the 3D simulation league, physical leagues are in consideration for the future.

The research report continues as follows. Firstly in the introductory chapters, a back-
ground section is presented (Chapter 2) which gives relevant context with regards to
the research problem and the chosen techniques. This is followed by a related work
section (Chapter 3) which presents a selection of published work, in a similar problem
space, where some of the important methods and results that are considered in this
work are summarized. Then, the research problem is outlined (Chapter 4) prior to pre-
senting the research methodology (Chapter 5). Continuing to the central chapters, the
investigations focusing on object detection (Chapter 6) and object tracking (Chapter 7)
are presented respectively. Finally, a concluding chapter is presented (Chapter 8).
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Chapter 2

Background

In this section, an overview is given of some of the underlying topics relevant to ball
tracking. Firstly, the object tracking problem is considered (Chapter 2.1). It is found
that a tracking-by-detection approach can be used to produce state-of-the-art results
by taking advantage of the progress made in the popular object detection problem
space. Further, the intuitive Kalman filtering algorithm is found to still be relevant in
the modern tracking context and a recent approach to improve its results for complex
systems by incorporating a neural-based step is discussed. Following on, the object
detection problem is considered (Chapter 2.2) and modern approaches are addressed.
The RoboCup Soccer background of the research is introduced (Chapter 2.3).

2.1 Object Tracking

Object tracking describes the problem of estimating the trajectory of an object as it
moves around the scene. Object tracking can be divided into offline (also known as
batch) and online problem spaces. In the offline problem a complete image sequence
can be used, whereas in online problems only the images of the previous time steps
are available [Zhang et al. 2022]. Real-time tracking is online by definition. Some
of the challenges include object occlusion, objects going out of frame, complex object
motion, background clutter, dynamic backgrounds, imaging noise, motion blurring,
illumination changes, object deformation, multiple instances, monocular vision and
real-time processing requirements [Yilmaz et al. 2006].

A visual object tracker can be understood using the general framework suggested by
Wang et al. [2015] where the authors have decomposed and studied the object tracking
problem in its constituent parts. Figure 2.1 provides a representation of a generalized
tracking process. Here it is assumed that an ensemble model is not utilized, this is
because an ensemble is often avoided in real-time applications due to an increased
computational demand. The modeling of the object’s motion and appearance aids with
data association as well as improving trajectory estimation [Bewley et al. 2016].
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Figure 2.1: Generalized tracker flowchart (Redrawn from Wang et al. [2015])

The components are described as follows:

• Initialization – An object to be tracked is selected manually or by detection.
• Motion model – Generates candidates that may contain the tracked object.
• Feature extractor – Acquires a representation of the objects in the image.
• Observation model – Classify if is the tracked object. Assigns detection to target.
• Model Updater – Adaptation of the observation model.

It is understood that not all components have equal importance, which is useful insight
when real-time performance is desired. Wang et al. [2015] report that contrary to
popular belief, it turns out that the observation model (which is the focus of many
papers on visual tracking) does not play as important role as often thought in a tracker.
Feature extraction is found to affect the performance most, which is a task that CNNs
excel at. This has been exploited in the popular “Simple Online and Real-time Tracking”
(SORT) object detection algorithm of Bewley et al. [2016].

2.1.1 SORT

SORT is a visual object tracking technique that is based on the Kalman filter [Kálmán
1960] and Hungarian method [Kuhn 1955]. A Kalman filter is a recursive state estima-
tor that fuses a motion model and measurement to predict the motion state of a linear
system [Porikli and Yilmaz 2012].

Kalman filtering

In this model, object motion is described by a discrete linear time invariant (LTI) state-
space process which defines the evolution of the state from time t− 1 to time t as:

xt = Fxt−1 +But + wt (2.1)

where xt is the object state at time t, F is the state transition matrix (from a system
dynamics model) which describes how the state evolves between time t and t− 1, B is
the control-input matrix and u is the control vector which models the effect of control
signals into the system. w is the process noise vector which is normally distributed
about a mean of zero with process error covariance Q which accounts for neglected
and uncertain modeled behavior. By definition, the system’s properties and behavior
remain consistent over time.
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An observation model describes the relationship between the object state and the mea-
surement at the current time step:

zt = Hxt + υt (2.2)

where zt is the measurement vector at time t, H is the measurement matrix which
maps measurements to the object state and υ is the measurement noise vector which
is normally distributed about a mean of zero with covariance R which accounts for
measurement uncertainty.

The Kalman filtering algorithm is then performed for state estimation as follows. The
“prediction step” is computed as:

x̂t|t−1 = Fx̂t−1|t−1 +But|t (2.3)

P̂t|t−1 = FP̂t−1|t−1F
T +Q (2.4)

where x̂t|t−1 and P̂t|t−1 are the state and the covariance predictions at time t.

The “correction step” is then computed as:

K = P̂t|t−1H
T (HP̂t|t−1H

T +R)−1 (2.5)

x̂t|t = x̂t|t−1 +K(zt −Hx̂t|t−1) (2.6)

P̂t|t = (I −KH)P̂t|t−1 (2.7)

K is known as the Kalman gain which, for linear systems with Gaussian noise, can be
optimally computed for mean-square error to apply a correction based on the relative
uncertainty between the process and measurement. This can be understood as a trade-
off between the model predicted state and the measurement. In typical usage, P̂0 is
initialized to a relatively high value which has the impact of the system favoring the
measured state while the state estimate is very uncertain.

In the case of a nonlinear state transition or measurement mapping, object motion can
be modeled more generally by:

xt = f(xt−1, ut) + wt (2.8)

zt = h(xt) + υt (2.9)

Systems with nonlinear state transition or measurement mappings can be linearized at
each time step, using the Taylor series expansion, and used in the standard equations
to obtain the Extended Kalman Filter (EKF) [Porikli and Yilmaz 2012]. The resulting
matrices can each be computed as the Jacobian matrix (first-order partial derivatives):

Ft =
∂f(xt−1, ut)

∂xt−1

(2.10)

Ht =
∂h(xt)

∂xt
(2.11)

The EKF is non-optimal however remains a powerful and popular tracking algorithm.
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SORT algorithm

With real-time performance being a crucial component of online tracking, the light
weight and minimalist nature of the SORT algorithm supports rapid update cycles. De-
spite its simplicity, it performs exceptionally well. Bewley et al. [2016] state that this
approach achieves an accuracy comparable to state-of-the-art online trackers. Further-
more, due to the computational simplicity of their method, the algorithm achieves a
rapid update rate of 260 Hz which is quoted to be over 20x faster than other state-of-
the-art trackers and certainly exceeding real-time requirements.

SORT comprises of the following components:

• To model the states of a tracked object, a first order Kalman filter is used with
a linear constant velocity assumption. Without a detection associated with the
object, its state is simply predicted without correction using the linear velocity
model. With an associated detection, the predicted bounding box (BB) can be
used to update the object states using the Kalman filtering algorithm.
The state of each object is modelled as:

x = [u, v, s, r, u̇, v̇, ṡ]T (2.12)

With u and v representing the horizontal and vertical location of the center of the
object and the area (s) and aspect ratio (r) of the target’s bounding box.

• For feature extraction, the original implementation uses an object detector known
as “Faster R-CNN”, however, since SORT utilises only bounding box position and
size for both motion estimation and data association it is possible to evaluate and
choose any sufficiently performing object detector [Bewley et al. 2016].

• To assign detections, each object’s expected bounding box is predicted for the
current time step. The IoU score (see object detection) is then computed between
each detection and all predicted bounding boxes. The association problem is then
solved optimally using the Hungarian algorithm [Kuhn 1955].

Bewley et al. [2016] reiterate the strong influence of object detector performance on
overall tracking results. Further, the relevance of the Kalman filter is reaffirmed in
modern tracking applications. More recent work by Salscheider [2021] shows that a
constant velocity model with a Kalman filter and Hungarian method is still a powerful
tracking approach. For robotics applications, Pereira et al. [2022] states that SORT
trackers are still achieving state-of-the-art results with a high frame rate.

2.1.2 Deep SORT

As an extension to the SORT algorithm, Deep SORT (Simple Online and Real-time
Tracking With a Deep Association Metric) has been introduced by Wojke et al. [2017].
In this extension, appearance information is included in the observation model in an
attempt to improve the performance for multiple objects. The addition is effective at
reducing the number of object instance identity switches, which permits longer periods
of occlusions, however, at a cost of real-time performance. Therefore in the case of
real-time single object tracking, it does not provide sufficient benefits over SORT.
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2.1.3 KalmanNet

The Kalman filter remains an effective and popular tracking algorithm that finds itself
in common use in computer vision and robotics [Urrea and Agramonte 2021]. A down-
side of motion model based methods is that performance relies on accurate knowledge
of the underlying dynamics – which typically requires domain knowledge and valid as-
sumptions. Modern data driven approaches try to learn entirely from data, however,
they have many parameters, require significant amounts of data and lack intuition,
which ultimately prevents their application in embedded systems [Revach et al. 2022].

Revach et al. [2022] propose a hybrid data-driven and model based approach to real-
time Kalman filtering, where the underlying state space model is non-linear and accu-
rate knowledge of it is unavailable. In this approach a recurrent neural network (RNN)
(more specifically a Gated Recurrent Unit (GRU) variant) is trained on representative
data in order to predict the appropriate Kalman gain at each time step (see figure 2.2).
Compared to “traditional” feed-forward neural networks where fixed length input data
simply flows through the network to compute an output, in an RNN the input as well
as a hidden state (which represents the history) are fed back into the network – which
allows a series of temporal information to be processed (see figure 2.3).

Figure 2.2: KalmanNet block diagram [Revach et al. 2022]

In this manner, KalmanNet aims to remove the dependency on accurate knowledge
of the underlying process and measurement noise and facilitates a partially known
or approximated underlying state space model from a system dynamics model. The
model can be trained end-to-end which means that the Kalman filter is embedded in
the network and a loss function can be formulated to evaluate the tracking performance
directly, rather than by training intermediate subcomponents and creating a pipeline.

The interpretability of the original algorithm can be retained whilst potentially learn-
ing complex dynamics implicitly, reducing the need for domain knowledge and model
assumptions that are needed to accurately characterize a complex system as a tractable
state space model. According to Revach et al. [2022], KalmanNet is shown to converge
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Figure 2.3: KalmanNet RNN [Revach et al. 2022]

much faster compared with purely data driven systems, while outperforming the model
based Extended Kalman filter, Unscented Kalman filter and particle filter, when facing
model mismatch and dominant non-linearities. This data driven approach to Kalman
filtering has recently found other robotics applications – replacing the extended Kalman
filter for online Simultaneous Localization And Mapping (SLAM) – a crucial task for
robotic systems where a map of an environment is simultaneously constructed while
localizing the position of an agent [Choi et al. 2022].

2.1.4 Performance measures

A useful performance measure used for evaluating state estimators is the Root Mean
Square Error (RMSE) – which can be considered as the standard deviation of the dif-
ference between the predicted state and the ground truth [Havĺık and Straka 2015].

RMSE can be computed as follows:

RMSE =

√√√√ 1

M

M∑
i=1

ε2i (2.13)

where εi is the error for the ith sample which is the difference between the predicted
and ground truth state. RMSE is often used as a statistical design criterion for noisy
systems as it prescribes a soft bound based on probability (for true Gaussian noise it is
by definition that 99.7% of samples will occur within three standard deviations).
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2.2 Object Detection

Object detection is one of the oldest and most fundamental computer vision problems.
Within this scope are facial recognition, pedestrian detection and multi-class image
classification which have historically received significant attention in various competi-
tions and the establishment of various datasets such as Caltech pedestrians [Dollar et
al. 2009], PascalVOC [Everingham et al. 2010] and Microsoft COCO [Lin et al. 2014].

2.2.1 Traditional object detection

With the most successful approaches being based on discriminative models – a tradi-
tional object detector can be considered in general to have the following components:
Region selection, feature extraction and classification [Zhao et al. 2019]:

• In region selection, different sub-windows are considered at various scales and are
passed into the detector window. This may be by region proposal or by scanning
the entire image at different scales. This approach is less complex than processing
the entire image in a single pass and allows a single detector to be trained and
applied throughout the image, but is computationally expensive.

• Feature extraction attempts to capture patterns in the image that represent an
object or provide semantic information. Low-level features (textures, edges, etc.)
may be combined with spatial information into a single feature descriptor.

• A classifier predicts the presence of an object class in the window given the ex-
tracted features. The decision boundary (which is an n − 1 dimensional surface
in an n dimensional domain) is learned using training examples. For a positive
detection, the current window is returned as a bounding box. Since multiple win-
dows will return positive for the same object, techniques such as non maximum
suppression can be used to isolate a single prediction.

Some of the criticisms of traditional strategies are:

• Generating bounding boxes with a sliding window strategy is inefficient and the
localization is often inaccurate (loose fitting bounding boxes).

• Using hand crafted low-level features it is difficult to adequately capture the se-
mantics of the image.

Traditional object detectors that had relative success and some real-time applications
include the Viola-Jones algorithm [Viola and Jones 2001] as well as the HOG features
and SVM classification based D&T detector [Dalal and Triggs 2005].

Viola-Jones detection

The Viola-Jones (VJ) detector [Viola and Jones 2001] was a breakthrough algorithm
that was considered to be the first viable real-time object detector still maintaining
state-of-the-art accuracy. Although targeting face detection, it can be equally applied
to different object classes. The VJ detector uses a sliding window detector with a fixed
step size. A scaling factor can be applied to the window which increases the filter size
proportionally after each complete image traversal in order to search for larger faces.
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Firstly considering feature extraction, an observation can be made that classes of ob-
jects, such as faces, have a typical layout that can be approximated by patterns of
adjacent lighter and darker regions. These “Haar-like” features (figure 2.4a) are ap-
plied to a gray-scale image to capture the differences in regions with a single number.
Filters of pattern A and B respond to edges, filters of pattern C respond to lines and
filters of pattern D respond to diagonal features. During training, an exhaustive search
for features is performed where all possible scales, aspect ratios and positions of the
filters in the detection window are considered for each training face example – in the
case of a 24x24 window approximately 180k features exist in each detection window.

Figure 2.4: Haar features [Viola and Jones 2001] (Left) and strong responses (Right)

Viola and Jones (2001) introduce an elegant approach to evaluate these features rapidly
by precomputing an intermediate “integral image” which allows the subsequent com-
putation of a region in constant time as it only has to be evaluated once per image and
can then be used for each feature.

In order to classify each window, there are a significant number of Haar-like features to
consider at each window. An efficient approach to classification, based on the AdaBoost
machine learning algorithm, is used as a “feature selection” process by training and
selecting a subset of weak classifiers that can be combined into a strong classifier. The
set of “cascading classifiers” is arranged as a degenerate decision tree, where each
node is a stage of increasing complexity. Negative classifications cause an early exit
from the cascade, therefore background regions are usually rejected quickly and more
computation is spent on distinguishing complex regions. Multiple stages may be used,
which are progressively more “difficult” to pass – candidates who pass all stages in the
cascade are classified as the target object.

The speed of processing an image is therefore impacted by the complexity of the image
(complex backgrounds can slow it down). Using fewer stages and features can result in
faster computing times. Faster speeds can also be achieved by increasing the step sizes
and scaling factor. Models that are under-trained tend to focus on background areas
which can lead to impractical inference times.
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2.2.2 Modern object detection

Before the dramatic growth and change of focus towards modern computer vision tech-
niques, traditional object detectors were reaching saturation. Girshick et al. [2014]
writes: “Object detection performance, as measured on the canonical PASCAL VOC dataset,
has plateaued in the last few years. The best-performing methods are complex ensemble
systems that typically combine multiple low-level image features with high-level context”.

Deep learning approaches are considered to have become the state of the art since
the year 2012 with AlexNet becoming the first CNN to lead the ImageNet Large Scale
Visual Recognition Challenge (ILSVRC) [Krizhevsky et al. 2012]. The first widely pop-
ularized object detector to make use of CNNs is R-CNN (Regions with CNN features)
[Girshick et al. 2014], which uses CNNs for feature extraction but otherwise retains a
traditional detector pipeline with region proposal. CNN based detectors which utilize
a region proposal stage are known as two-stage detectors [Arani et al. 2022]. Modern
object detectors are able to achieve near perfect results on datasets where traditional
architectures fail to achieve any useful performance. This can be seen in the bench-
marking of the You Only Look Once (YOLO) object detector (see figure 2.5) [Redmon
et al. 2015] versus the famous “D&T” detector of Dalal and Triggs [2005].

Figure 2.5: YOLO precision-recall curve (Picasso Dataset) [Redmon et al. 2015]

Modern object detectors utilize deep CNNs in order to learn feature extraction. CNNs
are based upon the mathematical operation of convolution, where a matrix of trainable
weights called a filter kernel is swept across an image. CNNs take advantage of the spa-
tial context of an image and are able to extract both low-level and high-level contextual
features due to a hierarchical network structure, often referred to as the backbone of
the network. The networks can be trained by minimizing a loss function that combines
the regression and classification performances by using an algorithm known as back
propagation to search for optimum kernel weights. The object detection problem can
be considered as the combination of both classification and regression tasks. A loss
function is a measure of the error of the prediction for the considered task and the aim
of training is to find a local minimum of this objective.
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Least square error (L2 loss) is a common choice for regression loss when considering
continuous variables:

Lregression =
∑

(yi − ŷi)
2 (2.14)

where yi is the ground truth.

Categorical cross-entropy loss is a popular choice for classification tasks when categor-
ical variables are considered, as it is readily differentiable for back-propagation:

Lclassification = −
n∑
i=1

tilog(pi) (2.15)

with ti being the ground-truth and pi being the softmax probability for the ith class.

More recent architectures have seen great success by encouraging models to learn from
more challenging examples, rather than focusing on “easy” examples, by adding an
additional factor that reduces the weighting of easy cases. Such a loss function is
known as a “focal loss” [Lin et al. 2018]:

Lfocal = −
n∑
i=1

(1 − pi)
γlog(pi) (2.16)

where γ is a tuneable variable known as the focusing parameter.

Various loss functions can be combined into a multipart loss function which is engi-
neered to achieve a certain behavior.

YOLO

A breakthrough for real-time object detection was achieved with the introduction of the
one-stage (AKA single-shot) detector YOLO by Redmon et al. [2015], which achieved
real-time speeds whilst remaining competitive with state-of-the-art detectors. The speed
of single stage detectors is in general considered to be faster than that of two-stage de-
tectors – but at a cost of accuracy. According to Carranza-Garćıa et al. [2021] regarding
two stage detection: “This architecture can achieve more reliable detection, but increases
the required computation, hence being less convenient for real-time applications”.

Figure 2.6: YOLO object detection [Redmon et al. 2015]
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In the basic YOLO architecture by Redmon et al. [2015], the image is divided into an
S×S grid. Each grid cell is used to predictB bounding boxes with associated confidence
scores and C class probabilities which is demonstrated in figure 2.6. This is done
by passing the output of the backbone into fully connected layers with output nodes
representing each cell. Redmon et al. [2015] considers disadvantages of this approach
to be a sensitivity to hyper-parameters, difficulty detecting objects much smaller than
the anchors as well as suffering localization error: “While it can quickly identify objects
in images it struggles to precisely localize some objects, especially small ones”.

To improve performance, the YOLOv2 architecture by Redmon and Farhadi [2016] in-
troduces (besides other incremental improvements) the usage of predefined bounding
boxes which are used as initial guesses to facilitate the model learning more diverse
object sizes and aspect ratios. These are known as “anchor” boxes, with the tech-
nique dubbed an anchor-based approach. The box dimensions (dimensional priors) are
learned by k-means clustering of the dataset. Further improvements have been made
with YOLOv3 [Redmon and Farhadi 2018] and YOLO v4 [Bochkovskiy 2020b], with
the most significant enhancements being a deeper and more optimized backbone, a
loss function tailored to the evaluation metric as well including various proven pre- and
post-processing tricks (“bag-of-freebies” and “bag-of-specials”) to improve the accuracy
with little overhead. These models are also released with a “tiny” version which fur-
ther trades accuracy for speed and model size. Note that numerous unofficial “YOLO”
detectors have also been created which have no affiliation to the original researchers.

NanoDet

Contemporary object detection advancements include anchor box free detectors – by
reformulating the problem as “keypoint” detection. Arani et al. [2022] report: “The
keypoint-based methods generally outperform the anchor-based and two-stage methods
in terms of accuracy and speed”. Although CornerNet [Law and Deng 2018] was pro-
posed as the first alternative to the single stage anchor-based approaches, more recent
and successful models include Fully Convolutional One-stage Object Detection (FCOS)
[Tian et al. 2019] and the subsequent NanoDet [RangiLyu 2021] which has been shown
to be the current state-of-the-art for real-time object detection as demonstrated by the
comprehensive study of Arani et al. [2022].

Figure 2.7: Keypoint based object detection [Tian et al. 2019]
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In the “FCOS-style” key-point approach which NanoDet is based on, each object is
modeled as a single center point of a bounding box. The network is used to pre-
dict heatmaps where the intensity peaks are representing keypoints. Regression of
the bounding boxes can then be performed utilizing key-points rather than anchors. A
benefit of this approach is that it eliminates the anchor-box hyper-parameters, which
are dataset-dependant, as well as avoiding the problem of having to compute and re-
ject redundant (non-maximal) box predictions. According to Zhou et al. [2019] “Most
successful object detectors enumerate a nearly exhaustive list of potential object locations
and classify each. This is wasteful, inefficient, and requires additional post-processing.”

After passing the input image through the convolutional backbone for feature extrac-
tion, NanoDet utilizes a modified lightweight Path Aggregation network (PAN) [Liu et
al. 2018; RangiLyu 2021] neck before passing the output to its detection head. PAN is
an incremental improvement of a Feature Pyramid Network [Lin et al. 2017] which is
a popular technique in the object detection space. In a feature pyramid network, the
output feature maps taken from various shallow and deeper levels from the backbone
network (representing spatial and semantic information respectively) are utilized by
the model to better detect objects across a range of scales. This is a similar concept to
the idea of an image pyramid which is popular with traditional approaches, however,
it naturally leverages the pyramidal hierarchy of the backbone without the additional
computational overhead.

2.2.3 Performance measures

In order to evaluate object detection algorithms, it is important to choose a measure
that represents the desired performance in a comparable manner (not algorithm spe-
cific). In the context of classification, a tempting approach is to evaluate the accuracy:

Accuracy =
TP + TN

TP + FP + TN + FN
(2.17)

However, in the case of class imbalance this measure gives misleading results. Consider
an extreme of 0.5% of ground truth labels being positive in a dataset – a classifier
that predicts all labels as negative will achieve 99.5% accuracy, however will not have
learned any aspect of the data. Therefore precision is often used, which considers the
correctness of the positive predictions that have been made:

Precision =
TP

TP + FP
(2.18)

This metric however only considers the cases when a prediction has been made. There-
fore it must be considered along with recall (sensitivity) which considers what propor-
tion has been successfully predicted across the entire dataset:

Recall =
TP

TP + FN
(2.19)

If using only recall, all examples could be classified as positive and no learning will
have occurred. Therefore precision and recall must be considered together.
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Precision and recall have a relationship (see figure 2.5) through the chosen threshold
of the confidence value, as only making predictions when the confidence is high, means
that less confident cases are missed. The relationship can be plotted as an ROC curve,
however, comparing the performance of multiple algorithms using this approach makes
it difficult to evaluate quantitatively. In order to represent this curve as a single value
for comparison, there are a variety of approaches possible including F1 score, Area
Under Curve and Average Precision (AP).

AP is a popular metric used in the context of modern object detection – traditionally
calculated by averaging the sum of the precisions (p) across 11 evenly distributed levels
in recall. A good score requires high precision and recall (r): [Everingham et al. 2010].

AP =
1

11

∑
r∈{0,0.1,0.2,...,1}

pinterp(r) (2.20)

where:
pinterp(r) = max

r̃>r
p(r̃) (2.21)

APsmall, APmedium, APlarge are variations used to denote differently sized detection ob-
jects (COCO [2023] considers images less than 32× 32 as small and larger than 64× 64
as large), to get an understanding of the performance over scale. In order to account
for multiple classes, the mean average precision (mAP) is commonly computed which
is nothing but the sum of the AP per class divided by the number of classes:

mAP =
1

N

N∑
i=1

APi (2.22)

When detecting an object, a bounding box is placed around the target. It is possible to
compare the quality of the localization prediction with the ground truth by evaluating
the overlapping areas – called Intersection-over-union (IoU). A perfect overlap results
in a score of 1 and a score of 0 for a complete miss. AP may be evaluated at a given
threshold of IOU, for example an IoU of 0.5 may be specified (denoted as AP@.50). A
series of IoU might be used by averaging the AP results over the range to evaluate the
results in isolation of threshold (denoted as AP@[.5 : .95]) [Aidouni 2019].

A criticism of these commonly used metrics is that they do not consider run-time or
memory usage – which are required for practical deployment. The real-time perfor-
mance is difficult to compare between algorithms since most papers do not go into
significant depth regarding the relationship between accuracy and speed [Huang and
Rathod 2017] – with most vision applications focusing on quality of prediction. A fur-
ther challenge is that the actual real-time performance is also largely dependent on the
hardware and software infrastructure on which the algorithm is executed. An approach
to understanding the run-time performance (sometimes called latency) of different ar-
chitectures is to consider relative comparisons that are bench-marked under the same
conditions. Typical metrics are frames per second (FPS) or Hz.
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2.2.4 Optimizing models for real-time performance

In practice, a trade off exists between the real-time performance and accuracy achieved
by a model when performing inference. Intuitively, when less data is taken into con-
sideration – such as by the reduction of image resolution – inference can be faster as it
requires less computation, however, the accuracy may decrease as the detail and struc-
ture of the data are lost. Therefore the performance of a computer vision algorithm
should not be evaluated in isolation of latency for real-time application. According to
Huang and Rathod [2017], many computer vision architectures tend to focus on accu-
racy and therefore may use model ensembling and multicrop methods which are too
slow for practical real-time implementation.

Deep learning models in particular tend to be large in both memory and computational
demands relative to the capacity of embedded computers, that are often used in robotics
applications, which are typically space and power constrained. Gholami et al. [2021]
write, “This creates a problem for realizing pervasive deep learning, which requires real-
time inference, with low energy consumption and high accuracy, in resource-constrained
environments”. Apart from selecting efficient network architectures, quantization offers
possible means to reduce the memory consumption and computational costs of a model
which can result in improved real-time performance. The aim of quantization is to
represent the weights and activations of the model with reduced precision without a
significant impact on accuracy.

2.2.5 Neural network development and deployment

A variety of software tools have been developed in order to abstract the low-level im-
plementation details of neural networks from high-level model architecture for the con-
venience of the researcher. New deep learning frameworks have often coincided with
leaps in network performance such as Caffe (Berkeley AI) [Jia et al. 2014] – utilised for
the development of R-CNN [Girshick et al. 2014] – as well as Darknet – used for the
development of YOLO [Redmon et al. 2015]. Popular contemporary frameworks such
as Tensor Flow [Abadi et al. 2016] and PyTorch [Paszke et al. 2019] facilitate the de-
velopment of a variety of model architectures such as CNN, RNN, and fully connected
networks as well as providing support for CPU and GPU accelerated training and in-
ference. These open-source frameworks, supported by major tech companies, facilitate
the rapid advancement of machine learning technologies.

Researchers often implement model architectures using the paradigm of a particular
framework and therefore models are often not easily interchangeable between frame-
works. Further, the libraries and tooling provided by these frameworks are typically
used in the context of development and training and are therefore not optimum en-
vironments for practical model deployment where only the forward pass is desired as
they are large in memory and are not necessarily portable between computing archi-
tecture and platform. In the context of a real world multidisciplinary development
environment with many interacting components, such as Robotics, it is good practice
to consider the management of subsystems and the run-time environment as well as
avoiding dependencies so that models from a variety of frameworks might be used.
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Although some popular computer vision packages such as OpenCV do have an interface
to load models from a limited set of frameworks – not all operations are supported, each
framework has different configurations and run-time optimization is not possible. Em-
pirically, the real-time performance is poor. Open Neural Network Exchange (ONNX) is
a well accepted standard [Fehlner 2022] for machine learning interoperability that pro-
vides a neutral format that can be executed in the ONNX Runtime environment. This
inference engine supports different neural network types, multiple platforms, hardware
architectures, operations as well as execution and model optimizations such as quanti-
zation. Models compiled to be run on ONNX Runtime have shown to receive significant
real-time performance improvements [Stefani et al. 2022].

Figure 2.8: ONNX Model environments [Fehlner 2022]

2.3 RoboCup Soccer

RoboCup is an internationally coordinated robotics competition with a focus on ad-
vancing artificial intelligence and robotics research. The ultimate goal of the soccer
competition is to support the development of a team of fully autonomous humanoid
robot soccer players that are capable of winning against the winner of the most re-
cent soccer World Cup, by the year 2050. The RoboCup challenge features a dynamic
environment and distributed control performed in real-time [RoboCup 2022].

There are various leagues which each concentrate on different challenges that need
to be addressed in order to achieve the ultimate objective of RoboCup. Of particular
interest to the RAIL lab is the RoboCup 3D Soccer Simulation League (3DSSL) – which
is demonstrated in figures 2.9 and 2.10 – as well as the Standard Platform League (SPL)
as a possible future endeavor. SPL is a hardware based league that utilises the Nao v5,
featuring an embedded Intel Atom Z530 CPU with 1GB RAM [Aldeberan 2023]. 3DSSL
has a focus on the software programming aspects of the Nao and therefore serves as a
possible bridge into the hardware league.

In RoboCup soccer, the position of the ball is crucial for determining appropriate agent
behavior. At a close observation range the agent may need to kick the ball, in this case
large errors will result in a miss-directed kick or perhaps a complete miss. At middle
ranges the agent may attempt to block an opposition passing option and should position
itself accordingly. At long ranges the agent may need to know what region of the field
the ball is in so that an appropriate behavior is chosen.
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Figure 2.9: Simulated RoboCup Soccer

Figure 2.10: Simulated image perceptor (Agent perspective in bottom-left subwindow
with a ball in the distance)

2.3.1 RoboCup soccer simulator

3DSSL runs on a simulator known as the RoboCup Soccer Simulator Server (RCSSServer3d)
which is developed using plugins to a generic physical multi-agent simulation platform,
SimSpark. In the architecture of SimSpark, agents receive sensor feedback from “per-
ceptors” and take actions using “effectors” [Boedecker and Asada 2008]. In 3DSSL,
a vision perceptor returns preprocessed visual data, in spherical coordinates, to each
agent every two simulation cycles (40ms). Therefore in 3DSSL, computer vision is not
currently within the scope of the challenge. The capabilities do however exist within the
simulator to provide an image perceptor that produces rendered simulated camera im-
ages by enabling a plugin. The existing RAIL lab domain knowledge and infrastructure
can therefore be utilised (and developed) to investigate perception algorithms that may
be ported to a physical league. Some of this infrastructure includes “Fat-proxy” which
is used to abstract agent actions from low-level effector commands.
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Chapter 3

Related Work

In this section, a selection of published works that are related to ball detection (Chapter
3.1) and tracking (Chapter 3.2) in RoboCup are considered. This overview lists some
important approaches and results whilst keeping in mind the historical context of tra-
ditional versus modern techniques by arranging them chronologically. It is shown that
recent approaches take advantage of fine tuning state-of-the-art CNN object detector
architectures for transferring to their own problem domain as well as Kalman filtering
for tracking.

3.1 Ball Detection

The object detection space has significantly changed over time, with the most success-
ful detectors being deep learning based. Using what is now considered a traditional
approach, Mitri et al. [2004] implement a Viola-Jones based object detector that per-
forms real-time ball detection with a focus on mobile robots in a RoboCup soccer en-
vironment. They perform an edge detection preprocessing step which allows them to
achieve a satisfactory color-independent result.

Attempting to apply more modern deep learning techniques to improve real-time ball
localization, Speck et al. [2016] propose a novel CNN to localize multicolored, pat-
terned balls for RoboCup by formulating their approach as a regression problem. They
develop an architecture that can process an entire image at once to avoid a sliding
window approach by predicting Gaussians that correspond to probabilities of the ball
location. They find their proposed model to be too large for their robot (over 2GB) but
also find that reducing their model size leads to poor performance. Speck et al. [2016]
conclude, “Thus, either faster processors for robots are necessary (to run the bigger nets)
or low classification rates at medium to high distances have to be accepted”. Although
the design was not successful, the single shot strategy for real-time inference is widely
adopted by state-of-the-art detectors such as YOLO. This might also be seen as a step
toward the keypoint based approach.
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Basing their work on the then state-of-the-art single shot architecture, YOLO v3 Tiny,
Szemenyei and Estivill-Castro [2019] propose a real-time object detector that is fine
tuned for RoboCup ball detection for the Nao v5 platform. The maximum reported
inference speed that is achieved is only 13 FPS. The authors also introduce a technique
they describe as “synthetic transfer learning”, which involves pretraining the network
on a fully synthetic dataset to improve convergence.

Fernandes et al. [2021] evaluate several CNN models on an embedded RoboCup robotic
system. They find that, for their RoboCup dataset, YOLO v4 Tiny performs the best
in terms of the AP@75 metric (scoring 0.549), as well as for the small and medium
objects, which points towards this model being the best for accurate ball detection.
However, the detector fails to execute at real-time speed on their Small Size League
(SSL) platform, hence, the selection of the Mobile SSD architecture.

3.2 Ball Tracking

In the ball tracking problem space, Kalman filtering has been successful and remains
particularly popular. The approach of fusing measurements with a dynamic physics
model allows noise attenuation as well as substep estimation for problems such as a
parabolic trajectory or rolling with friction.

After winning the RoboCup-97 small-robot competition, Veloso et al. [1998] describe
their development of an EKF model – for their team CMUnited – to track the motion
of a kicked ball. The tracker includes a velocity discounting factor in the state model
which is used to represent a non-linear rolling friction.

In order to establish the real-time capability of a non-linear Kalman filtering approach
for use in RoboCup, Birbach et al. [2009] investigate tracking of ball trajectories using
an unscented Kalman filter (UKF) and monocular vision. Although only the tracking
problem is considered (manually processed images) the investigation confirms that,
compared to a maximum likelihood estimator, UKF is feasible as a real-time tracker:
“after half the time of flight the error is about 0.3m which we judge to be enough for
playing soccer”.

With a focus on RoboCup Middle Size League, Silva et al. [2012] consider the use of an
extended Kalman filter (EKF) for real-time 3D Ball trajectory estimation using a single
camera. In their research they propose applying a maximum Likelihood method to
provide an initial estimate of the ball trajectory for the initialization which improves
tracking of the ball.

Zhang et al. [2020] investigates real-time golf ball tracking by taking advantage of
state-of-the-art CNN based object detection and Kalman filter based tracking – with
small object detection as a primary focus. They report: “most object detectors do not
perform well on small object detection” where it is explained that since most detectors
are pretrained on datasets, such as MS COCO, where the size of the objects tends to
be larger. The detectors: Faster R-CNN, SSD, YOLO v3, YOLO v4 and RefineDet are
investigated, however, significant GPU hardware is utilised – which at this stage is not
practically accommodated on embedded robotics platforms.
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Chapter 4

Problem Statement, Research Aims
and Objectives

4.1 Problem Statement

In RoboCup soccer most of the decision-making involves the position of the ball on the
field. This affects factors such as how the players should move, when and where they
should kick and how they should behave. In order to facilitate decision making, it is
important to have an accurate understanding of the ball’s position. In this research
project, the interest lies in determining if it is feasible to accurately capture the trajec-
tory of a kicked ball in the RoboCup simulator using a computer vision based system,
with a neural network based approach utilized for real-time tracking.

4.2 Research Hypothesis

Hybrid approaches to state estimation which fuse intuitive model based approaches
with measured data are a promising technique. It is hypothesized that a neural net-
work assisted approach can outperform the traditional EKF method at tracking the tra-
jectories of a kicked RoboCup soccer ball as measured by RMSE for real-time inference
speeds, using a tracking-by-detection framework.

Modern object detection has significantly improved upon traditional approaches, with
contemporary models promising state-of-the-art detection with real-time performance.
Tracking-by-detection is a paradigm that takes advantage of this technological leap and
can be paired with the popular Kalman filter for real-time robotics applications. It is
hypothesized that a more recent key-point based modern object detection approach
(NanoDet) can be used to outperform established RoboCup approaches such as an an-
chor based method (Yolo v4 Tiny) as well as the traditional Viola-Jones detector for
RoboCup soccer ball detection – measured by the quality of inference using AP scores,
at a real-time speed.
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4.3 Research Aims And Questions

The first aim of the research is to prepare a suitable real-time object detector trained
on ball localisation. A traditional architecture (Viola-Jones) as well as a more modern
anchor based detector (YOLO v4 Tiny) serve as a benchmark against a recent keypoint
based approach (NanoDet). To motivate the selection of NanoDet, a variety of pre-
trained detector models which use different approaches is compared on latency and
memory usage. Inference speed is evaluated on a laptop CPU, which is a mobile and
physically constrained computing device that is both accessible and more representa-
tive of a typical robotics platform than a high-performance computing cluster would
be. An AMD Ryzen 5 4600H is available.

A significant challenge for object detection is the size of the ball which at a distance
is small in the image (as defined by COCO [2023]). The ball used in RoboCup is also
partially white in colour and may be difficult to distinguish against the field markings,
goals and Nao robots. The algorithm further needs to act in real-time since slow re-
sponses due to heavy computational load can result in delayed agent responses or lead
to control inaccuracies and instability. The memory footprint of the architecture should
also be considered in the context of embedded computing capacities, which can be
improved using model quantization.

The principal questions which arise are:

• Can an established modern CNN object detector run in real-time on a modern
mobile laptop CPU?

• Can pretraining on real images transfer to a simulated RoboCup environment?
• Does the more recent keypoint based NanoDet detector outperform the estab-

lished RoboCup anchor based Yolo v4 Tiny and traditional Viola-Jones detectors,
as measured by AP in real-time on a RoboCup ball detection dataset?

• Can model quantization offer a worthwhile optimization versus performance degra-
dation?

The second aim of the research project is to use the object detector to implement a
tracking-by-detection framework based on neural aided Kalman filtering. Using ball
telemetry from the RoboCup simulation as ground truth and processing the associated
visualization with the object detector, a tracker based on the KalmanNet approach can
be trained. As a baseline, an extended Kalman filter can be implemented in a similar
fashion to the RoboCup trackers found in the related works (Chapter 3.2).

A significant challenge is the non-linearity of the trajectories due to rolling friction of
the ball as well as the bouncing after the initial parabolic trajectory makes contact with
the pitch. Such physics is not simply modeled in a standard linear Kalman filter.

The principal questions which arise are:

• In the context of the simulated RoboCup soccer environment, can a neural aided
Kalman filter outperform a traditional EKF for tracking rolling and lofted kicks?

• Can a tracking-by-detection approach meet the real-time performance require-
ments?
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Chapter 5

Research Methodology

The methods used to investigate the proposed research topic can be separated into
two distinct phases where the former focuses on object detection (Chapter 5.1) and the
latter on tracking-by-detection (Chapter 5.2) using the result. In-line with the approach
taken in previous research (Chapters 3.1 and 3.2) the focus of the investigation is from
the perspective of the kicker, and tested against a set of randomized rolling and lofted
kicks in a control RoboCup soccer environment.

5.1 Phase One: Object Detector Investigation

In this phase, the training and performance of the Viola-Jones, Yolo v4 Tiny and Nan-
oDet object detectors are considered. To justify the selection of NanoDet, an initial
comparison of a variety of popular pretrained detectors is evaluated on inference speed
and memory consumption. The chosen object detectors are then fine-tuned on a rep-
resentative dataset, generated using the RoboCup simulator, and evaluated in order to
determine which is the most promising as measured by AP, model size and latency. The
AP score is evaluated on large, medium and small object sizes (as distinguished by the
COCO [2023] guidelines) as well as against occlusion and background complexity. For
the optimum architecture, the impact of model quantization is investigated.

5.1.1 Dataset generation

The RoboCup simulator has an image perceptor plugin that can be enabled to produce
perspective images at 25Hz (real-time). In this manner actual gameplay can be used
to create representative data. Although a ground truth ball position is available to
be enabled, Fatproxy does not directly support the processing of the additional server
message at this stage and will crash. Handling of this data needed to be added in
order to enable extracting ground truths directly. With some changes to the source
code, ground truth bounding boxes can be automatically computed using a coordinate
transform from the image perceptor to the camera location followed by a correction
from the wide angle image, in order to describe the ball center in image coordinates.
The distance of the ball is used to compute the relative ground truth bounding box size.
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An unoccupied test arena is used for the kick tracking but the inclusion of match images
with details such as players, field markings and the goals in the background is prudent
to evaluate object detector performance in a match environment and to ensure robust-
ness. Since the server provides feedback on whether a ball is in the vision cone of an
agent, actual match footage can be generated and programmatically labeled for inclu-
sion in the dataset. It is noted however that a check for occlusion is not programmed
into the server so the ball could be completely hidden, therefore some manual work
is done to remove such images and to separate occluded images. The dataset is then
prepared according to the requirements of the given model.

5.1.2 Model selection

The selection of the baseline Viola-Jones and Yolo v4 Tiny detectors follows on from
the related works. NanoDet is proposed since it is a recent key-point based architecture
with promising capabilities. To justify this choice, a set of various popular detectors is
evaluated on inference speed and memory utilization. The following pretrained models
are selected from the ONNX model zoo [ONNX 2023] as well as the investigation by
Arani et al. [2022]: Faster-RCNN, YOLO v3, YOLO v3 Tiny, YOLO v4, SSD, Mobilenet
SSD, YOLOX and NanoDet. The three investigated models are then fine-tuned to the
RoboCup dataset and are evaluated and compared using AP, model size and latency (as
measured in a single threaded application on a modern mobile laptop CPU).

5.1.3 Training

Often pretrained model weights can be used to significantly reduce training time – but
the training of modern neural network based models still requires significant compute
since typically it is desired to train using various hyper-parameter combinations in order
to optimize via a grid search. In order to achieve this within practical time scales the
Wits Mathematical Sciences Cluster is used such that multiple models can be trained in
parallel as well as taking advantage of GPU resources to achieve a training speed up.

A possible risk exists in using pretrained models since they are typically trained on real
image datasets – therefore domain transfer to a synthetic domain may fail to produce
acceptable results. Further, most datasets used for pretraining feature few small scale
object examples which may also be problematic for this application.

5.1.4 Evaluation

Models are all translated to a neutral ONNX format which serves two purposes here:
Firstly, the runtime environment can be controlled with ONNX Runtime in order to limit
the computational resources to single threaded execution. Secondly, it mimics practical
model deployment as it is a platform, device and training framework independent with
support for multiple languages. To evaluate speed, a laptop’s CPU is used as a proxy for
a mobile computing environment. This setup, combined with ONNX runtime, simulates
a constrained computing device that is both accessible and more representative of a
typical robotics platform than a high-performance computing cluster would be.
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5.2 Phase Two: Object Tracking Investigation

In the next phase of the project, the tracking problem is considered by using the de-
tector from phase one for tracking-by-detection, applied in a typical configuration as
depicted by figure 2.1. An EKF with a simple RoboCup world model (similar to Veloso
et al. [1998] and Silva et al. [2012]) is implemented as a baseline tracker. A tracking
dataset is generated using the RoboCup simulator and used to train and optimize neu-
ral assisted Kalman tracking. The tracking performances are then compared on a test
dataset with RMSE as a performance measure.

5.2.1 Dataset generation

To generate a tracking dataset, a series of randomized kicks are performed in order to
capture image and ground truth position data that describes various trajectories. Kicks
are performed from random locations on the training pitch in order to capture a variety
of scenes. The tracking dataset is produced by applying the object detector for inference
which can be transformed into coordinates relative to the robot frame of reference. The
ground truth ball data is directly read from the server at the default sampling rate of
50hz. This rate is faster than the camera, which means that intermediate estimations
(those without correction) are also evaluated.

5.2.2 Training

The neural assisted Kalman tracking is based on the KalmanNet architecture. By at-
tempting to reproduce the results of the authors using the available implementation
from KalmanNet [2023], it was found that the implementation suffered significantly in
terms of training stability, initialization and GPU support – which was limiting when ap-
plied to the chosen problem. In order to utilize the model infrastructure, it was decided
to apply some architecture improvements which required familiarization with the cho-
sen deep learning framework, PyTorch. Some architectural decisions were noticed such
as an unbounded Kalman gain as well as a particular choice of preprocessing which was
thought to undermine spatial information of the input feature, were targeted as areas
for improvement. Therefore some refactoring is performed for this project’s purposes
(detailed in section 7.3.1) although not targeting the architecture in general.

5.2.3 Evaluation

The tracking performance of the trackers is evaluated and compared using the RMSE
performance measure on the test dataset. The performance target is to process images
at a minimum of 25 FPS, which corresponds to the update rate of the simulation and is
generally accepted as real-time execution.
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Chapter 6

Object Detection Investigation

6.1 Detection Dataset

This dataset is generated using various open source programs in the RoboCup soccer
ecosystem as well as the Wits agent with a bespoke behavior. Half the images are
acquired in a simulated match, the remainder are collected in a practice environment.

6.1.1 Software environment

The ball detection images are generated using the RoboCup match server rcssserver3d-
0.7.3 which is built on the simspark-0.3.2 simulator [SimSpark 2022]. In the simulator,
the “agentSyncMode” variable is changed to true to enable synchronized execution de-
spite additional rendering and file-writing. In the match server: “enableRealTimeMode”
is set to false, “addNoise” is set to false and an “ImagePerceptor” is added to the Nao
model to enable rendered perspective images to be appended to the server messages
sent to each agent.

The Wits agent message parser is extended to include the image messages that are re-
ceived in a base64 string encoded format. Each serialized image is stored in a .json file,
for readability, which includes the image metadata such as the spherical coordinates of
the ball (see figure 6.1) – if the ball is inside the agent vision cone and the image size.

Figure 6.1: RoboCup agent visual perception [SimSpark 2022]

Low-level control of the agent is abstracted by using magmaFatProxy-1.2.2, which is
forked and extended to include the handling of image messages.
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6.1.2 Preprocessing

A script is written to decode the images into an RGB array format that can be displayed,
manipulated and stored using the Numpy and OpenCV Python libraries. In order to
better understand the performance of each detector in the context of the image content,
images are sorted into categories that classify ball visibility, occlusion, size and play
mode. Hidden and occluded ball images are manually separated, since the server vision
messages do not include the breakage of line-of-sight (all objects are transparent to the
agent).

From the spherical coordinates of the ball that are given by the match server relative to
the center of the head of the Nao agent, one can transform them to the camera position
by converting the coordinates to a Cartesian axis, performing a translation (given 6.5cm
head radius) and then returning the coordinate system to spherical. From the spherical
coordinates at the camera, with the known 58° field of view of the camera, it is possible
to use an ideal wide angle lens transformation to determine the BB center in image
coordinates. This transformation is based on the ideal fish-eye lens model (see figure
6.2) which is then extended to the two rotational axes using spherical geometry. The
size of the bounding box is then determined based on the distance of the ball (with a
known 8.4cm diameter) and the expected size on the optical projection plane.

Figure 6.2: Ideal wide angle lens transformation [Devernay and Faugeras 2001]

Although the transformations can automatically be computed to get BBs for all ball con-
taining images, using the simulator to produce perspective images for control purposes
is outside of the typical usage of the simulator – it is found that in some agent initial-
izations (approximately 1 in 5) that the synchronization of the produced images to the
ground truth is between time steps and the temporal misalignment visually obvious. In
these cases the data is dropped, however, it required a manual process of inspecting the
batches, as a way of detecting bad initializations was not found.

Each object detector expects the dataset to be presented in a certain structure with
annotations in a specified format in order to facilitate dataloading. NanoDet utilizes
the COCO format [format 2023] which is commonly used by recent detectors, whereas
the VJ detector expects a bespoke format [OpenCV 2023] and YOLO uses a “Darknet”
format. Scripts are made to automate these conversions, respectively, from the initial
generated data. A 60:20:20 training, validation and test split is used.
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6.1.3 Data exploration

The dataset is interrogated in order to understand and sanity check the acquired data
and the randomly sorted splits. Table 6.1 shows a breakdown of various image prop-
erties. The size of the object is classified according to COCO [2023], which declares
small objects as those less than 32 × 32 pixels and large as greater than 64 × 64 pixels.
Images are considered occluded if any of the pixels of the ball are hidden.

Dataset Count Split Visible Hidden Occlu. Match Drill Small Med. Large
Total 2563 100% 70.6% 20.1% 9.3% 50.6% 49.4% 54.6% 25.1% 0.2%
Train 1537 60% 70.4% 20.3% 9.3% 51.0% 49.0% 53.5% 26.2% 0.1%

Validation 513 20% 72.9% 18.9% 8.2% 51.1% 48.9% 58.3% 22.8% 0.0%
Test 513 20% 68.8% 20.9% 10.3% 70.6% 50.9% 54.2% 24.4% 0.6%

Table 6.1: Detection dataset

With the data acquired using the target environment, the dataset is considered repre-
sentative. It is seen that the properties are consistent through each split. The majority
of the images have a visible ball, which is expected since the agents have a priority to
search for the ball. There are a non-negligible number of occluded ball images since
a match environment features many obstructing players. Further, it is clear that small
bounding boxes are the majority of the cases, with large being very infrequent.

In figure 6.3 some examples of the headings used in table 6.1 are portrayed:

Figure 6.3: A selection of detection dataset ground-truths
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The bounding box characteristics are plotted in figure 6.4. It is seen that the ball has
a bias to be found in the center of the agent’s perspective, this is caused by the agent
which tends to focus on the ball. Data augmentation such as cropping can be used to
avoid over-fitting on this trait.

Figure 6.4: Detection dataset ball statistics

6.2 Baseline Detection

The baseline detectors, which have been chosen based on known prior usage in RoboCup
as seen in the related works, are now investigated.

6.2.1 Viola-Jones

The Viola-Jones classifier (more generally known as the Haar Cascade Classifier) is
implemented in the OpenCV libraries. It can be trained, stored and loaded for perform-
ing inference. A multi-scale implementation is utilized which, applies a scaling factor
(scaleFactor) that reduces the image size to create an “image pyramid” to evaluate
different object sizes with the same detector.

In the following section, the steps taken to prepare the software environment and data
are described. Following this, the training process – which aims to maximize the quality
of the inference – is discussed. Finally, an ablation study is performed to maximize the
real-time performance of the detector whilst preserving sufficient accuracy.

Software environment

It is found that the latest OpenCV releases no longer support the training of Viola-Jones
style detectors from version 4 onwards due to dropping support of the legacy C API
(although, inference is still supported). Therefore it is chosen to roll back and build the
OpenCV 3.4 release. The official documentation by OpenCV [2023] is used.
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Data preparation

In the spirit of the related works of Mitri et al. [2004], for soccer ball detection, a
pipeline is created where the input image is edge filtered and a hand crafted threshold
applied to create a crisp binary image as an input feature.

With the detection data prepared and structured accordingly, the opencv createsamples
application is used to create positive examples by cropping the objects using the ground
truth bounding boxes and storing them in a binary format (named “vec-file”). The size
(w × h) of the positive examples are specified and must match the window size of the
classifier to be trained. The OpenCV [2023] recommendation is to use the size of the
average object as the window dimensions – which in this case is 28 × 28. The output is
shown in figure 6.5 (gray pixels caused by interpolation during rescaling).

Figure 6.5: Thresholded edge image

Model training

The training of the detector is done as per Viola and Jones [2001]. In this approach,
rather than trying to perform a complete optimization of the number of stages, features
per stage and threshold per stage – which is considered to be difficult – a goal is chosen
for both the allowed minimum hit rate and the desired maximum false alarm rate for
each stage of the classifier. Each additional layer reduces the false alarm rate but also
the hit rate, layers of features are added until the goal is met or exit conditions are
reached.

The hit rate defines the amount of positive object training data that must be correctly
classified. A higher hit rate prevents overly confident features that can cause positives
to be incorrectly classified. The overall hit rate is computed as:

Overall hitRate = hitRatenumStages (6.1)

False alarm rate sets the rate at which false positives may occur. A lower number
requires more weak classifiers to reject negatives correctly which therefore dictates
how many features (also known as layers) are included in each stage.

Overall falseAlarmRate = falseAlarmRateNum Stages (6.2)

The number of features used is then increased until the target rates are met for this
stage. Training further stages are usually stopped early if acceptanceRatio (negative
samples wrongly classified as positive) is reached, which prevents over-fitting of train-
ing data. In this study, a search is performed over numStages, and evaluated for the
AP score against tested and validation sets, in order to ensure that the model is both
sufficiently trained but also not over-fitting, for the actual targeted detection task.
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In line with Mitri et al. [2004]minHitRate = 0.999 is chosen. A search for falseAlarmRate
(FA) is performed, which when coupled with numStages allows for a variety ofOverall hitRate
and Overall falseAlarmRate combinations to be evaluated. numPos is chosen to be
90% the positive samples, providing a conservative buffer of images to compensate for
cases falsely not detected. A common choice for numNeg is twice numPos [Stackover-
flow 2017]. The remaining parameters are recommended values of OpenCV [2023].

Figure 6.6: AP vs numStages

With some difficulties obtaining GPU support, CPU based training was performed using
the Wits Mathematical Sciences computing cluster hosting Intel Xeon E5-2680 proces-
sors. The speed up achieved using OpenMP was sufficient to allow reasonable training
times. Adding additional stages coincided with an increased training time, with the
longest for 12 stages being roughly 6 hours. Initially, it can be seen on the training
curves (figure 6.6) that the addition of stages allows the model to better fit the data,
which leads to convergence – a show of sufficient training. However, the further ad-
dition of stages can lead to over-fitting which results in a decrease in validation per-
formance. In general, the validation and training scores are not significantly different,
which indicates that sufficient training examples are provided and that the datasets are
reflective. The best performer on the validation set (FA = 0.35) is chosen for further
optimization.

The first layers of the final stage can be visualized in figure 6.7, and is then discussed:

Figure 6.7: Cascade classifier 4 layers of final stage
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In the layers investigated, it can be observed that the model seems to learn: the outer
boundary of the ball, the thickness of the edges and the patches of the ball. These make
intuitive sense and provide confidence in the results that have been obtained.

During inference, minNeighbors provides a measure of confidence to retain the candi-
date, which is fine-tuned on the validation set to maximize the AP score (figure 6.8).

Figure 6.8: AP vs minNeigbours

Model tuning

An ablation study is now performed in order to optimize accuracy in the context of real-
time performance. A search is performed to optimize the scaleFactor (figure 6.9). It is
found in general that as the scale factor is increased the inference speed increases lin-
early – this is since the steps between reduced images are larger therefore less computa-
tion is performed as the image is being considered in less detail. With same reasoning,
as the scale factor is increased the average precision scores also decreases, however, a
local maximum is achieved which can be explained by reduced false positives.

Figure 6.9: AP , latency vs scaleFactor
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6.2.2 YOLO v4 Tiny

YOLO object detection is based on the Darknet deep learning framework, which is
purpose built for training and evaluating the YOLO architecture in the object detection
task. Alongside the framework, the pretrained YOLO v4 Tiny [Wang et al. 2021] model
from the author is made available, which has been pretrained on the COCO dataset,
as well as the configuration and pretrained backbone that have been used to get the
reported results. Since the COCO dataset features a “sports ball” category, it is possible
to apply the pretrained model to the RoboCup ball dataset in order to evaluate how well
the models generalize between the domains as well as get a feel for the performance
gain that can be achieved at the cost of additional training.

In the following section the steps taken to prepare the software environment and data
are described in order to train YOLO v4 Tiny on the RoboCup dataset. Trained models
of this framework are represented and stored by a configuration file and weights file.
External tooling can be used to convert the results into the desired ONNX format.

Software environment

The “YOLO V4” release is cloned from the official repository hosted on Github [Bochkovskiy
2020a]. Before compiling the framework on the target training hardware, CUDA 11.8 is
linked in the makefile – in order to benefit from GPU acceleration. The training dataset
needs to be prepared in a “Darknet style” format, therefore a script is created to do this.
The web service “Roboflow” [Roboflow 2023] is utilized as a means of validating the
produced annotations by importing and visualizing the data.

Model training

The release configuration for YOLO v4 Tiny was utilized for model training which uses
the CSPDarknet53 backbone (pretrained on ImageNet). Links to these can be found
on the Github repository [Bochkovskiy 2020a]. As part of the “bag-of-freebies” training
approach which can boost accuracy without an increase of the inference cost, a set
of augmentations such as photometric and geometric distortions as well as simulated
object occlusion are applied. In order to train the network, a multipart loss is minimized
[Bochkovskiy 2020b]. The classic YOLO objective function has the following high-level
form:

LY OLO = Lcls + λLreg + λ′Lconfi (6.3)

where λ and λ′ are balancing parameters used to weigh each term (giving importance to
bounding box regression and decreasing the importance of boxes not containing objects
(AKA “noobj”) respectively), Lcls refers to the class prediction which is represented by
the focal loss, Lconfi refers to the objectness score (which is the probability that an
object is present) which is represented by the L2 loss and Lreg refers to the bounding
box regression loss. YOLO v4 applies a loss known as “Complete-IOU” (CIoU) [Zheng
et al. 2019] (rather than L2 loss) which offers an objective that is made to suit the IoU
evaluation metric. CIoU is an incremental improvement over “Generalized-IoU” (GIoU)
[Rezatofighi et al. 2019] which solves the “gradient-vanishing“ problem resulting from
a basic IoU loss which would only “work” when the bounding boxes have overlap.
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Initial trials showed that compiling the framework without any of the performance
enhancing dependencies led to model training being estimated at over 200 hours to
achieve completion, which was unacceptable. This was reduced by an order of magni-
tude if OpenMP was included for parallelizing and then by a further order of magnitude
if CUDA was included for GPU acceleration of the training passes. The Wits Mathe-
matical Sciences computing cluster hosting NVIDIA GeForce GTX 1060 processors was
utilized, resulting in a model training time of approximately 2 hours which is a signif-
icantly more manageable duration. The recommended number of cycles by the author
is applied for training, which is 2000 epochs per class but no less than 6000 overall.

The models are trained across various resolutions in order to investigate the speed/accuracy
trade off and make a sensible selection of a real-time solution. It should be noted that
model image resolutions need to be in multiples of 32 due to the model architecture.

Figure 6.10: YOLO v4 Tiny training curves

In figure 6.10 it is seen that for each model, as the number of training epochs is in-
creased the loss score decreases. This corresponds to the model learning the structure
of the training dataset and performing better inference on each training example. Ini-
tially a very high rate of learning is achieved which reduces over time, however, it
does not yet plateau. Too much training can lead to the model over-fitting the training
dataset which can harm the ability of the model to generalize to the task it is training
for. The model is also evaluated against the validation dataset every 10 epochs, which
provides a measure of how well the model captures the general relationships in the
data. After 5000 Epochs, it is clear that a plateau in the validation performance has
occurred which is a good indicator that sufficient training has been performed.
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Figure 6.11: YOLO v4 Tiny variations compared

Also in figure 6.10 it can be noted that the AP@[IoU=0.5] score of the 480×480 resolution
model achieves a near perfect validation result. This gives confidence that although
the architecture has been prepared for the COCO dataset, it is capable of capturing
the patterns within the data without the cost of a new and comprehensive search for
hyperparameters. As the model resolution is decreased, the quality of the inference
decreases. The models are also evaluated for inference speed, shown in figure 6.11. A
reduced resolution allows faster inference. In order to achieve real-time inference, a
significant drop in resolution from 480× 480 down to 256× 256 is required. This results
in a drop in achievable inference quality, however, it does confirm that established
modern CNN detectors can run in real-time on a mobile laptop CPU.

The additional data point of the pretrained model is also included. Although this model
evaluates 80 COCO classes at 416 × 416, there is no significant difference in inference
speed when compared to the trained model which only searches for the ball class. In
principle this means that the detector can be extended to include limited additional
classes such as the goal posts and other agents without significant time consequence.
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6.3 Proposed Detection

Initially, a simple naive study is performed to justify the selection of the NanoDet object
detector. Then, the detector is trained in order to find the most suitable configuration.

6.3.1 Naive latency evaluation

In order to justify the selection of a modern real-time object detection architecture, a
naive approach is taken to simply evaluate pretrained models on the target device. In
this approach, only the latency of the forward pass is considered and the accuracy of
the detections is ignored. In this manner, a coarse approximation of the performance
can be acquired. Further, the size of the model is also considered as a secondary factor.

The models are gathered in the following manner. All detector models from the ONNX
model zoo [ONNX 2023] are used. NanoDet was found to be the most promising
model, therefore more pretrained NanoDet models of different configurations were
gathered and converted to ONNX format from the official repository for exploratory
purposes. YOLOX [Ge et al. 2021a] is also a recent anchor free approach that may be
a suitable alternative to NanoDet – therefore a pretrained detector is taken from its
official repository [Ge et al. 2021b] and also converted to the ONNX format. YOLOv5
is readily accessible in the PyTorch library and is included due to its ease of access.

In this experiment, a 15 second perspective sequence (375 frames at 25hz) of RoboCup
gameplay is preloaded as an array of m×n×c×frames. The average time to complete
inference of all frames is recorded and plotted alongside model size in figure 6.12. The
detectors have been evaluated using onnxruntime 1.12.1 on a single core of an AMD
Ryzen 5 4600H CPU, limited to single threaded execution using the session option
intra op num threads = 1.

Figure 6.12: Pretrained model performance vs. size
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The faster models tend to have fewer mathematical operations, and therefore also have
fewer weights which results in smaller model sizes. Compared to the 1GB of RAM avail-
able on the Nao v5, the models larger than 50mb are certainly difficult to accommodate
and larger than ONNXruntime Linux binary itself (≈ 13mb).

It is found that most of the detectors do not execute in real-time, on average, on this
hardware. Although, this does not definitively mean that they cannot (after model
tuning) but rather demonstrates that one will likely sacrifice a significant amount of
inference quality to achieve this. Therefore these are not ideal choices to pursue. It is
found that NanoDet executes in real-time for many of its configurations and therefore
is a good choice to investigate further.

6.3.2 NanoDet

The NanoDet object detector is built using PyTorch which is a popular general purpose
deep learning framework. Models can be trained, stored and loaded for performing
inference in Python. The NanoDet repository can be found on Github with tested pre-
trained models for the COCO dataset which are shared by the authors [RangiLyu 2021].
Some variations of the model exist such as the “Plus” architecture which is the most re-
cent and best performing architecture.

Software environment

NanoDet-Plus v1.0.0 is cloned from RangiLyu [2021], which is the latest release of the
repository at this time. The PyTorch deep-learning framework is used however only
versions < 2.0.0 are supported which must therefore be manually installed, rather than
using the currently outdated instructions found on the repository, before installing the
required packages to get a suitable environment. It should also be noted (since it is
not documented) that the “Plus” architecture has a different output shape, which may
cause frustration for unknowing researchers who are using previous releases.

Model training

During an initial study using the pretrained model, it is found that the model achieves a
useful performance on the target dataset (see figure 6.15) – even though it is synthetic.
This confirms that real-image training can generalize to the synthetic RoboCup environ-
ment and supports an approach of fine-tuning the pretrained model onto the RoboCup
ball dataset. The NanoDet model expects the data to be structured and annotated in a
COCO style format, therefore a script is created to do this. The web service “Roboflow”
[Roboflow 2023] is utilized as a means of validating the produced annotations by im-
porting and visualizing the data.

In order to train the network, a multipart loss is to be minimized. The NanoDet objec-
tive function can be understood by the following high-level form:

LNanoDet = LGFL(LQFL, λLDFL, λ
′LGIoU) (6.4)
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Generalized Focal Loss (GFL) [Li et al. 2020] generalizes Focal Loss from a discrete form
to a continuous form – which results in training improvements. GFL unifies Quality
Focal Loss (QFL) and Distributed Focal Loss (DFL). QFL is a joint representation of
localization quality and classification – which softens a typical one-hot category label
to a float representation of each category. DFL softens the representation of bounding
box regression by viewing the offsets from the predicted center to the bounding box
boundaries as a continuous arbitrary distribution rather than deterministically.

A variety of typical NanoDet architectures – which were evaluated and shared by the
authors – are chosen and the default parameters and augmentations are utilized. These
models have different number of weights (1× or 1.5×) and operate on different image
sizes (320× 320 or 416× 416 images). Again, NVIDIA GeForce GTX 1060 processors are
available and utilized for training. The training curves shown in figure 6.13 compare
the training and validation results.

Figure 6.13: NanoDet training curves

In general, it can be seen that as more epochs are performed, the loss scores are re-
duced. This indicates that the model is learning the training data and improving its
ability to perform object detection. Further, it can be seen that as training epochs are
performed the validation scores of each of the models increases. This indicates that the
model is indeed learning the general structure of the data. After a number of epochs
have been performed, the validation scores reach a plateau. This indicates that suf-
ficient training iterations have been performed and that further training may lead to
over-fitting of the training data. The best iteration of each model is chosen based on
the validation AP scores.

Post training, a script is used to convert the model to an ONNX format. A crucial
step not documented by RangiLyu [2021] is to post-process the ONNX model with
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the ONNX runtime remove initializer from input function. Without this, a significant
degradation in inference speed occurs, preventing the detector from running in real-
time. The different NanoDet variations are evaluated for their inference speeds and
their performances are plotted in figure 6.14.

Figure 6.14: NanoDet performance visualised across variations

The validation scores for NanoDet are the highest among the considered models, with-
out even performing a search for hyperparameters. For this reason, the additional ef-
forts of a search are not performed (beyond the included basic architecture variations)
as the results are satisfactory and sufficient to prove the respective hypothesis.

Similar to the results of all models considered thus far – it is seen in general, that the
higher resolution architectures (416 × 416 vs. 320 × 320) perform inference at higher
accuracy, however, at a cost of inference speed. The 1.5× models also perform inference
slower (they have a deeper backbone), however, in this case they do not perform at a
higher inference quality. A reason for this could be that more complex models are prone
to overfitting the pretraining data as they are able to capture the complex characteristics
that are only present in the pretraining data. The “NanoDet-plus-m 416” instance is
chosen as it provides the maximum performance at a speed that provides real-time
inference.

In order to investigate model optimization for deployment, the chosen model is quan-
tized from a float32 to a float16 representation – which gives a resulting model size
reduction from 5.5mb to 3.2mb. A negligible loss of inference quality is realized but
a significant reduction in speed has occurred. The reason for this appears to be that
float16 operations are not well supported by all hardware (x86 CPUs) and thus re-
quire conversion to a float32 representation which adds an overhead. Since the model
is already of acceptable size compared to the size of the ONNX Runtime binary, the
quantized model is not utilized and further quantization is not considered worthwhile.
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6.4 Evaluation Of Detection

The selected pretrained, trained and fine-tuned networks of the various object detec-
tion models are now compared relative to each other using the test dataset which has
been isolated and remained unseen thus far. The dataset is decomposed into object
sizes, scenario and occlusion for evaluation which helps to provide an insight into the
performance of the detectors across various circumstances.

The object detection data is evaluated in three stages. Firstly, the “easiest” data is used,
which does not feature match environment images or occluded images. This is most
representative of the tracking portion of the research. Then, the dataset is extended to
include match images (but not occluded images). It is thought that such a set would ex-
pose the model performance to a more challenging and dynamic background which is
reflective of a RoboCup soccer environment and more likely to result in false positives.
Finally, occluded images are added in, which helps to provide an indication of the per-
formance against complex images with only partial object information. This provides
the most realistic performance evaluation in a typical simulated soccer scenario.

The results are plotted in figure 6.15. Various conclusions can be drawn from these
results, which are discussed below:

Figure 6.15: Evaluation of detectors

Performance against increasing difficulty

As a whole – it is observed that the models perform worse on the datasets of increased
complexity, which is expected. Match images cause a decline in performance as the ball
is more difficult to identify among the agents. The distance of the ball also corresponds
to decreased performance as smaller objects are more difficult to classify and regress
accurately. Additionally, occluded images cause even further performance decline as
they provide only partial information for inference. A contributing factor to this is the
challenge of accurately predicting the bounding box. In particular, object detection
models tend to predict boundaries tightly around the visible part of the object, whereas
for tracking the bounding box should also include the parts of the ball that are unseen
in order to estimate distance.
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Traditional detection

Relatively, the VJ detector performs the worst among the detectors across the data.
Despite the effort of searching for ideal parameters, performing tuning and the trouble
of training, it does not outperform any trained detector. In fact, the pretrained detectors
provide better inference quality without any training effort and framework complexity.
With the ease of the modern frameworks and performance of the models versus the
minimal support and bespoke OpenCV tooling needed for training the VJ detector, it
is obvious why utilizing the older models for new applications has fallen out of favor.
When a ball is correctly identified (as in figure 6.16a), a further challenge appears to
be the tightness of the fit of the bounding box due to the sliding window approach.

Figure 6.16: Trained Viola-Jones (6.16a cropped) & Trained NanoDet (6.16b cropped)

Figure 6.17: Pretrained NanoDet (6.17a cropped) & Trained NanoDet (6.17b cropped)

Pretrained modern detection

One of the interesting results that can be seen in figure 6.15 is that the pretrained
detectors chosen actually achieve a useful performance on the unseen and synthetic
RoboCup ball tracking dataset – although only for medium size objects (likely due to
the COCO dataset under-representing small objects [Tong and Wu 2023]). This is not
a generalization that one can necessarily rely on for all synthetic datasets, however, it
is a useful result for expressing the domain adaptive property of the models and may
be helpful for informing an initial selection of suitable algorithms that are susceptible
to a task. In figure 6.17a a Nao head is misclassified as a ball and in figure 6.17b an
improved result is seen after training.
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YOLO v4 Tiny

The YOLO v4 Tiny model shows significant improvements in performance and surpasses
the VJ detector in all categories in terms of inference quality. Initially the pretrained
model suffered from poor inference of small objects but after training a significant boost
in performance was realized. However, in order to achieve a real-time performance the
quality of inference had to be significantly reduced. This result corresponds to the
results seen in Chapter 3.1, where it was found that the YOLO v4 Tiny model does
perform well in the task of RoboCup ball detection, however, these results do not carry
over to real-time speeds. An unfortunate result is that the performance of the model
against distance balls significantly drops in a match scenario. This reflects that the
model has a tendency toward false positives, confusing the ball with the agents. This
is seen in figure 6.18a where the boundary of the prediction slightly extends to include
the agent behind the ball. Storage of the model weights is approximately 30mb which
is larger than the binary of ONNX Runtime but still manageable with the given memory
of a typical Nao RoboCup platform.

Figure 6.18: Trained YOLO v4 (6.18a cropped) & Trained NanoDet (6.18b cropped)

NanoDet

The NanoDet model shows itself to be the best network across all scenarios by out-
performing all other architectures at real-time speed. This is true across each dataset
characteristic and by a significant margin. A key insight that can be observed is that the
pretrained Nanodet is the only pretrained model which has a useful performance for
identifying the small size balls (long range) before fine tuning. This is interesting since
the pretrained YOLO v4 Tiny model has also been trained for optimum performance
against COCO but has negligible comprehension before training. Further, for the easi-
est scenario, the trained NanoDet scores a near perfect result which is impressive. This
model also has the smallest memory footprint, only utilizing 5mb of storage capacity.
For limited capacity machines this allows the memory to be used for other tasks, help-
ing to improve the overall performance of the robotic platform. Therefore, for a ball
detection system that may be used in a match scenario or for the proposed tracking,
NanoDet is chosen. The key-point based NanoDet outperforms the baseline detectors –
which proves the object detector hypothesis.
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Chapter 7

Object Tracking Investigation

7.1 Tracking Dataset

As before, the dataset is generated using various open source programs in the RoboCup
soccer ecosystem as well as the Wits agent with a bespoke behavior. Each kick is ran-
domized and then captured in a practice environment as a sequence of images (with
metadata) at 25hz with respective ground-truth positions at 50Hz.

7.1.1 Software environment

The kick tracking data is also generated using the RoboCup match server rcssserver3d-
0.7.3 and simspark-0.3.2 simulator using the same settings as used for the detection
dataset. Additionally, in the match server: a ball and agent ground truth perceptor is
added to append global ball and agent positions to the server messages. The server
parameters are modified to allow the agent to beam to any area of the pitch, ensuring
the dataset has full coverage of the arena.

Alongside producing .json files for images with metadata as before, the agent stores a
.csv file for each kick sequence which captures, for each time step, ground-truth posi-
tions as well as the agent transformation matrices from the Nao head coordinate system
through the agent torso to the global coordinate system. The camera transformation
used is the inverse ideal wide angle from the detection dataset – taking a bounding
box at the camera position to a spherical coordinate located at the center of the agent’s
head. The data is synchronized by the server time. low-level control of the agent is also
abstracted by using magmaFatProxy-1.2.2, but the code needs to be extended to enable
the server to handle ground truth ball and agent position messages without crashing.

7.1.2 Preprocessing

A small portion of the tracking sequences need to be discarded due to abnormalities
such as: agent instability, kicking outside of the play area and ball rebounding off the
goal posts. These edge cases occur infrequently enough to be ignored for training,
however, are manually excluded by watching the sequence.
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In order to conserve memory, the tracking sequence images are taken from their .json
base64 encoded string and compressed into an .avi video format – which results in a
99% reduction in size from 100mb per sequence. However, a dataloader is required to
be constructed which also ensures synchronization between image and metadata.

7.1.3 Data exploration

The dataset is interrogated in order to understand and sanity check the acquired data.
Table 7.1 shows a breakdown of various sequence properties. Kicks that have a peak
height above the height of the diameter of the ball are deemed to be lofted, with the
distribution of these kicks plotted in figure 7.1. As seen in figure 7.2, lofted kicks have
a trajectory dominated by bouncing behavior compared to ground kicks which roll.

Dataset Kicks Split Mean steps Grounded Lofted
Total 370 100% 295.4 20.3% 79.7%
Train 222 60% 294.1 21.2% 78.8%

Validation 74 20% 296.5 17.8% 82.2%
Test 74 20% 297.9 20.0% 80.0%

Table 7.1: Tracking dataset

It is seen in table 7.1 that the properties of the tracking data are consistent between the
datasets. A bias towards lofted kicks is evident. The distances are plotted in figure 7.4.

Figure 7.1: Tracking dataset statistics

The ground truth ball trajectories are plotted together in figure 7.2 – which show a
spectrum of different kicks which have been captured. Two peculiar behaviors of the
simulator’s handling of the ball are noticed in the tracking data - a cherry picked ex-
ample is plotted in figure 7.3. Firstly, it is noted that at times the ball passes slightly
through the ground of the pitch when it bounces. This is verified by comparing the
rendered images to the logging and indeed seems to be the case although it is not
understood why the simulation has this behavior – since it is run with synchronized
execution. Secondly, the initial ball trajectory has a “kink” resulting from a slight non-
physical change in position – which is caused by the server that does not execute a true
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kick, but rather instantaneously places the ball by the feet of the agent and then ap-
plies a velocity rather than performing a realistic kick, described by magmaOffenburg
[2023]. This behavior only affects a minority of time-steps and is therefore accepted.

Figure 7.2: Tracking dataset ground-truths

Figure 7.3: Tracking dataset - Cherry picked to show error
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7.2 Baseline Tracking

The baseline trackers, which have been chosen based on traditional methods popular
in RoboCup as seen identified in the related works, are now investigated.

7.2.1 Basic tracking

Initially, the raw detections of the tracking dataset are to be studied alongside the
ground truth ball position as well as the ball position inferred by a perfect object de-
tector. To do this, the ball detections are forward transformed to field ball positions
using the same transformation as is used by the Wits team, which has been extracted
and captured in the metadata. A simple latch is then used for the most basic tracking,
which means that missed and intermediate steps are filled by the previous positions.

Figure 7.4: Basic tracking error

In figure 7.4, after forward transforming the bounding box to the field coordinates
using the agent’s world model, the root mean square error is computed over binned
kick distance. It can be seen from the error in the “perfect vision” that a “noise floor”
exists due to the presence of inaccuracies in the forward transformation of the agent.
A reason for this is that a simplified representation of the the agent model is presently
used in the code base of the team which does not compensate for offsets in the angular
uprightness of the agent, which have generally been seen as providing an acceptable
level of error compared to the complexity of a more accurate computation. Since the
Fatproxy agent walks on the spot when not commanded, the agent is constantly in
motion (bobbing side to side) and error is continuously introduced.

Near zero distance (before the Fatproxy kick causes the ball to beam) the position
error is dominated by the error in the transformation. This shows that the detector
that has been trained is as effective as perfect vision up until the time of kicking. Up
until approximately 4m distance from the agent, a portion of error can be assigned
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to both the ball detector as well as the transformation model. Here the system works
comparably to the performance suggested in the related works (tracking error of 0.3m)
– however the system has room for improvement although the improvement could
equally be achieved by improving the transformation. However, beyond this point,
it is evident that the error due to the detector explodes. Individual trajectories are
investigated further in order to better understand this.

Figure 7.5: A ball at 5m distance

A short and long ground based kick are analyzed respectively in figures 7.6 and 7.7:

Figure 7.6: Short ground kick – Raw detections
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Figure 7.7: Long ground kick – Raw detections

In these kicks the following is noted. Firstly, considering the ground truth trajectory for
a kick along the ground, the height of the ball remains zero as expected. The distance
covered by the ball per unit of time decreases in a non-linear manner after the kick takes
place, due to rolling friction. Secondly, considering the measurements of the trajectory,
there is noise introduced by the detector and transformation which can be observed in
the time domain where it is apparent that the cyclic nature of the agent motion results
in error in the perceived ball height. The correctness of the height has a dependency
on the placement of the bounding box, which appears to be comparable to the perfect
object detector. Until 4m the inference of distance appears to be effective, although
noisy. Beyond this distance, inference of the ball position appears to be problematic.
Since the accuracy of the distance is dependent on the size of the bounding box, it
seems that a limit exists. The object detector is impressive within its reliable range.

A short and long lofted kick are analyzed respectively in figures 7.8 and 7.9:

Figure 7.8: Short lofted kick – Raw detections
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Figure 7.9: Long lofted kick – Raw detections

For lofted kicks, it is firstly noted that the trajectory follows a parabolic path as expected
for projectile motion. With each bounce, energy losses cause rebounds of diminishing
height. However, the distance follows a similar pattern to a kick along the ground.
Secondly it is noted that within 4m the detector is comparable to perfect vision. Beyond
4m a limit on the ball distance is reached which causes the error to explode.

The distance measurement at long range is the limiting factor for the overall perfor-
mance of the system – in figure 7.5 it is understandably so since the ball becomes tiny,
therefore any changes in distance are difficult to perceive. However, early detections
are reliable, therefore applying a tracking algorithm has the potential to improve the
tracking of the ball trajectory – which is now investigated.

7.2.2 Standard Kalman filtering

Initially, a simplistic approach is taken by assuming the process (the ground motions
of the ball) can be described by Newton’s equations of motion – as a constant velocity
model in equation 7.1 below. This dynamics model can then be expressed as a linear
set of recursive equations as follows in equation 7.2:

xk = v∆t+ xk−1 (7.1)

xk = F (t)xk−1 =

[
1 ∆t
0 1

]
xk−1 (7.2)

Applying the constant velocity model in the prediction step of a Kalman filter results
in what is known as a “first order” Kalman filter, where a zero order filter assumes
a constant position. The measurement noise R must be assumed to be of Gaussian
nature and is quantified by comparing it to the error of all the measurements taken
to the respective ground truths. The process noise model Q assumes zero-mean white
noise of a Gaussian nature, originating as fluctuations in the velocity. A continuous

49



velocity noise model Qc (equation 7.3) can be discretized for the desired time step and
propagated through the system dynamics model F using equation 7.4 [Labbe 2022].

Qc =

[
0 0
0 1

]
Φ (7.3)

Q =

∆t∫
0

F (t)QcF
T (t)dt =

[
∆t3/3 ∆t2/2
∆t2/2 ∆t

]
Φ (7.4)

Φ is the spectral density of the white noise – which is often difficult to compute or
measure, especially when the process model differs from reality and is therefore often
applied as an engineering factor or found by tuning. In order to find an appropriate Φ
for the ball tracking task, a search is used. The results are shown in figures 7.10 and
7.11.

Figure 7.10: Short ground kick – First order Kalman filter search

Figure 7.11: Long ground kick – First order Kalman filter search

By inspecting a set of kicks, one can get an understanding of the characteristics of the
first order Kalman tracker. Initially, at the start of each kick, the model uncertainty is
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initialized high which results in a Kalman gain close to 1. This corresponds to a strong
dependency on the sensor measurement (rather than the prediction model) which helps
to obtain a better initial state estimation. This makes sense as initially there is an
assumption of no knowledge of the object states. As time steps are performed the
Kalman gain reduces and the model relies less on the measurement and more on the
dynamics model, which can result in noise attenuation. The rate of convergence is an
intrinsic property of the model – it is not “intelligent” and relies on timing – and in
this case convergence happens before the ball is kicked which means that the constant
velocity assumption causes a significant lag when it dominates the estimation.

The ultimate steady state of the Kalman gain depends on the balance of the magnitudes
of the measurement noise and process uncertainty. When the process is very uncertain
(high Φ) then the filter tends to ignore the dynamics model and a state estimation with
a negligible difference from a no filtering approach is achieved. As Φ is reduced, the
dynamics model plays a larger role. With prior knowledge that the object is moving at
constant velocity, it is possible to attenuate noise. However, if the dynamics model is
overly dominant it causes a lag in the cases where the ball does not behave as is mod-
eled by the function. This can lead to significant error, much worse than if no filtering
is applied. There exists a trade off between responsiveness and noise attenuation.

Figure 7.12: First order Kalman filter error

The tracking error has been plotted in figure 7.12. Although the filter can be tuned in
order to achieve some noise attenuation, the Kalman filter assumes Gaussian noise with
a zero mean and therefore is not able to capture the heavily non-linear characteristics
of the distance measurement. Therefore, the standard Kalman filter is not able to
learn and compensate for the large non-linearity which in this case dominates the error
significantly more than the position jitter. It can be seen in figure 7.12 that for such a
complex case, the application of a standard first order Kalman filter, across a variety of
Φ, is either detrimental or causes negligible improvement to the performance compared
to no tracking being used.
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7.2.3 Extended Kalman filtering

A more sophisticated model describing the ground motion of the ball, which has been
successful in the RoboCup domain, is described by Veloso et al. [1998] where it was first
applied to their team (CMUnited) to win the RoboCup-97 small-robot competition. As
per Veloso et al. [1998], the rolling resistance of a ball can be expressed by a constant
discounting factor λ which is applied each time step, resulting in a reducing velocity. In
this model the unknown factor is defined as a state variable. This dynamics model can
then be expressed as a non-linear set of recursive equations as follows in equation 7.5
– which can be applied in an Extended Kalman filter:

xk+1

ẋk+1

λk+1

 =

xk + ẋk · ∆t
ẋk · λk
λk

 (7.5)

The same measurement noise R is applied, as for the first order Kalman filter, as is the
same process noise model Q. Again Φ is to be found by doing a search (figures 7.13
and 7.14).

Figure 7.13: Short ground kick – Extended Kalman Filter

The EKF operates in a similar fashion to the standard Kalman filter. Initially the Kalman
gain is set close to 1 and it converges (unintelligently) towards a steady state which is
dependent on the balance between measurement and process noise. In the case of an
EKF however there is some instability, due to the nonlinearity of the process model,
which causes the Kalman gain to oscillate in some cases. Compared to the first order
Kalman filter, it is seen after the initial kick that the tracker has a reduction in overshoot.
The model is therefore more responsive and can in principle be more aggressively tuned
for noise rejection.
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Figure 7.14: Long ground kick – Extended Kalman Filter

Figure 7.15: Extended Kalman Filter error

Although a more sophisticated approach, in figure 7.15 the EKF still suffers from some
of the same simplistic assumptions as used for the first order Kalman filter. The EKF
is not an optimal tracker for this case and therefore is either detrimental or causes
negligible improvement to the performance compared to no tracking being used.
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7.3 Proposed Tracking

For the tracking cases considered it is apparent that the performance is sub optimal.
Neural Kalman filtering is an approach to Kalman filtering that can be used when the
underlying state space model is non-linear and accurate knowledge of it is unknown.
In this section the application of neural Kalman filtering to the tracking problem is
investigated.

7.3.1 Modified KalmanNet

Initially the KalmanNet Github repository KalmanNet [2023] is cloned and it is at-
tempted to reproduce their training results and then begin training for the ball tracking
problem. Various issues were encountered which made training impractical therefore
some changes were applied. The targeted major issues were: frequent cases of over-
flow in training following initialization (models that diverge immediately), impracti-
cally slow convergence (across learning rates) as well as high ultimate loss scores.
Therefore the useful basic structure of the KalmanNet repository and training routine
is utilized but some changes that significantly improved performance for this research
have been implemented to achieve practical neural Kalman filtering.

Although some of the KalmanNet architecture is peculiar, some of the choices are not
necessarily improper but they simply seem to just do not work well for the research
problem being considered here. They may still have useful results in other domains:

• In figure 2.3 it is shown that the predicted Kalman gain results from a fully con-
nected linear output layer. Although it’s not necessarily an invalid approach, it
does however not conform to the essence of Kalman filtering where the Kalman
gain must lie between 0 and 1 – which has an intuition of describing a level of
confidence in the measurements. Therefore it is chosen to replace this layer with
a softmax layer, which has the effect of clamping the range. It was found that this
change resulted in a stable model with a significantly increased rate of conver-
gence.

• In both the Revach et al. [2022] paper as well as in figure 2.2, the data prepro-
cessing step is not fully described. It is found that the input features are scaled by
the magnitude of the state vector. This introduces significant non-linearity to the
problem since with this processing, for example, at zero velocity the model would
have the same input feature (state estimate and measurement) at a position of
0m as it would as a position of 1000m. This has the effect of destroying necessary
information for this research problem being considered. A minimalistic approach
was applied by simply applying an identity transformation to the input features
and relying on the linear input layer with applied bias – which was found to give
sufficient results for this dataset without relying on prior knowledge – and notably
boosted the ultimate performance of the model by achieving a lower loss than us-
ing the existing feature. Empirically this gave better training results compared to
other preprocessing approaches taken such as standardization and normalization.
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7.3.2 Model training

In order to use the KalmanNet model training routine, a data loader has been con-
structed which places the training data in the expected tensor format. The duration of
each series should be uniform, which is achieved here by clipping. The GRU is reset
only per epoch, which aims to prevent overfitting on the moment of starting the kick
as well as reducing the importance of timing initialization. To train the network, the
mean square error is minimized with cross validation applied to store the best model
weights found.

Compared to the CNN models trained previously, significantly slower processing of the
data was realized – which is most likely due to the sequential nature of the problem and
data. A speed up was achieved (more than an order of magnitude over CPU) by training
utilizing NVIDIA GeForce RTX 3090 processors, which still resulted in a training time
of nearly 12 hours per model for 1000 Epochs. Training results were found to be highly
variable, at times converging on significantly different results which can be explained
by variations in initialisation. By training numerous models with the same parameters,
it was possible to select the best one and therefore it is believed that more training
would not result in significantly better results. The results of two trained models (best
and cherry picked) are plotted in figure 7.16 in order to convey the variety in training
seen, where one might wrongly have considered convergence to have been achieved.

Figure 7.16: Neural network aided Kalman filtering model training

Considering figure 7.16 – at initialization the model scores extremely poorly, however,
rapidly converges on a lower loss score against both the training and cross validation
score. This is a good indication that the model is learning and capturing patterns within
the data. The fact that both training and validation scores are indiscernibly close pro-
vides confidence that the model is not over-fitting on the training data. Between the two
models shown, further epochs lead to either further convergence or even divergence de-
pending on the learning of the model. The best model achieves its performance after
612 epochs with further training resulting in diminishing performance.
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7.3.3 Evaluation of results

The trackers that have been considered thus far are now evaluated against the unseen
test training set. In order to have a feel for the results – a representative short and long
grounded kick are interrogated in figures 7.17 and 7.18. In particular the focus is on
understanding the performance of the neural aided tracking method as well as how it
compares to the traditional approaches.

Figure 7.17: Short ground kick – Tracker evaluation

Figure 7.18: Long ground kick – Tracker evaluation

Initially, at the start of the kick routine, the neural network predicts Kalman gains close
to 1 – which is a desirable initialization behavior. This is also shared and considered
to be a highly effective feature of the standard Kalman and EKF trackers. This also
corresponds to the knowledge that the early measurements are reliable and shows that
meaningful learning has occurred. Compared to the standard and EKF trackers how-
ever, the neural assisted method does not show an initial convergence of the gain. Due
to this it can be recognized that when the kick is performed the neural Kalman fil-
ter does not show any lag in the same manner as the traditional methods do, which
have already converged. Since the traditional trackers have a portion of a mismatching
physics model as part of the update, these models will always experience a lag.
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At close range, following kick execution, the Kalman gain remains consistent but is
not static. In this manner the state estimation benefits from accurate measurements
and retains responsiveness. As the ball travels further in distance within the region
of reliable detection the rolling average Kalman gain drops only slightly. With a gain
near 1, the neural Kalman filter tracks the trajectory similarly (but slightly ahead of)
the latch tracker (a reflection of the raw detections) rather than the ground truth. An
explanation for a lack of learning here is likely that the loss resulting from such a case
is very small compared to the loss from range limited detections. This may also explain
why there seems to be no noise attenuation – the error reduction is imperceptible.

In figure 7.18 the impacts of the ball moving into the longer range region is seen. It
is apparent that as the ball moves into the region where the detection becomes range
limited that the Kalman gain predictions start to become interesting. A sudden onset of
high frequency jumps in the Kalman gain appears, which has the effect of increasing the
state estimate beyond the measured distance. The result of this is that the state estimate
diverges from the measurements. The mechanism for this appears to be that certain
measurements are “extrapolated” upwards by the first order Kalman filter by dropping
the gain. A high Kalman gain then corrects for an overshoot by using the measurement
to drop the state estimation. In this manner, the amplitude of the fluctuations might
be understood as a measure of uncertainty. A side effect of this is that it results in an
amplification of the jitter resulting from the measurement noise.

As more time steps are elapsed and velocity of the ball starts to reduce the rolling
average Kalman gain drops further – this places a greater emphasis on the dynamics
model. The effect of this is that despite more range limited measurements arriving, the
state estimations are able to track the ground truth rather than converging on the mea-
surements as with the traditional tracking methods. A complex behavior appears been
learned where the tracker has been able to capture the trajectory of the ball despite
the range limited measurements. In this manner it does appear that the network has
indeed implicitly learned to capture the underlying system dynamics.

The error of the trackers against the unseen test data is plotted in figure 7.19:

Figure 7.19: Tracker error (Test set)
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Overall it can be seen that of all the trackers considered, neural Kalman filtering has
achieved the lowest root mean square error against the test dataset. These results prove
that neural Kalman filtering can outperform the traditional EKF method at tracking the
trajectories of a kicked RoboCup soccer ball as measured by RMSE, using a tracking-
by-detection framework. The majority of the performance gain arises from improved
tracking from the long kicks which travel beyond the range where the object detector is
reliable. In this region the neural network has implicitly captured the underlying system
dynamics which facilitates divergence of the state estimation from the measurements
accordingly. Neural Kalman filtering is also the most responsive tracking approach,
having a reduced error in the region up to 1m after the kick due to a reduction in
latency when the process diverges from the dynamics model.

With the model that has been utilized there are however aspects that come at a cost
of the previously mentioned performance. In the region where the detections are ac-
curate, the traditional approaches track better. A possible explanation is that the loss
scores due to this error are small in comparison to the error from the range limited mea-
surements. Therefore, during training, the network does not learn to optimize Kalman
gain predictions in the middle range regions. Another cost is noise amplification, which
seems to manifest due to the fluctuations in the Kalman gain predictions as the network
has some level of uncertainty.

Figure 7.20: Tracker speeds

In order to evaluate the real-time performance of the tracking algorithms, a bench-
marking of the trackers is performed and plotted in figure 7.20. All algorithms are have
been implemented in Python and tested on a mobile laptop CPU as done with the eval-
uation of object detectors. In figure 7.20 it is seen that the simple latch tracker is the
best performing approach in terms of computational speed. At such frequencies, the
measurement error is likely significant however is useful for relative comparison. The
standard Kalman filter and EKF tracker have a diminished speed respectively due to in-
creased complexity. Neural network aided Kalman filtering is two orders of magnitude
slower than the latch but still completes multiple orders of magnitude faster than the
object detectors. Therefore the tracking step is not limiting and completes in real time
despite the addition of further complexity.
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Chapter 8

Conclusion

The aim of visual object tracking is to use a sequence of image frames to robustly
estimate the motion state of a target object. This offers a versatile approach that is
capable of acquiring an abundance of environmental information that can be used by
robotic agents to perceive and interact with a dynamic environment in real-time. In
this research report, the context of ball tracking in a simulated real-time RoboCup soc-
cer environment is considered. It has been proposed to take advantage of the progress
of modern neural approaches to computer vision by utilizing models from the popu-
lar problem space of object detection by applying a tracking-by-detection framework.
Correspondence was then achieved through the use of Kalman filtering which is a pop-
ular model based tracking approach commonly used for state-estimation in the robotics
domain. It was proposed to apply neural assisted Kalman filtering, which balances
the ease of interpretation of a model-based approach and the ability to learn complex
dynamics using neural networks.

For the object detection task, initially a detection dataset needed to be crafted using
the RoboCup simulation environment. Following this, the benchmark YOLO v4 Tiny
and Viola-Jones detector models were investigated and trained on the training and val-
idation sets. A naive benchmarking of modern object detectors was then performed
where the selection of NanoDet was justified. Finally, the NanoDet model was also
trained and then compared against the benchmark detectors using the test set. The
findings of this work showed that it was indeed possible to execute established mod-
ern CNN object detector architectures in real-time on a mobile laptop CPU. It was also
found that pretraining on real-images was transferable to the simulated RoboCup do-
main – with the pretrained object detectors, pretrained on COCO, managing to achieve
useful scores and even outperforming trained VJ detection. The object detector hy-
pothesis was proven which hypothesized that a more recent key-point based modern
object detection approach (NanoDet) can be used to outperform established RoboCup
approaches such as an anchor based method (Yolo v4 Tiny) as well as the traditional
Viola-Jones detector for RoboCup soccer ball detection – measured by the quality of
inference using AP scores, at a real-time speed. Further, it was seen that model quan-
tization can indeed cause a noticeable performance degradation, with the reduction in
model size not yielding a worthwhile return to justify its inclusion.
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The object tracking task was then considered. Initially a tracking dataset needed to be
generated using the RoboCup simulation environment. The results of the object detec-
tor task were then applied in a tracking pipeline. It was found that the detector was
effective at detection but was range limited in distance, which introduces significant
complexity for tracking the trajectory of a kicked ball. Following this, the benchmark
linear and extended Kalman filtering trackers were then implemented and configured
using the training and validation datasets. The KalmanNet model was then cloned
and the architecture was adapted to suit before using the training and validation sets
to find optimized model parameters. The traditional and modern trackers were then
compared, where it was found that a neural network assisted approach to Kalman filter-
ing can outperform the traditional EKF method at tracking the trajectories of a kicked
RoboCup soccer ball as measured by RMSE at real-time, using a tracking-by-detection
framework – therefore proving the object tracking hypothesis. Further, it was shown
that all the trackers investigated can meet real-time performance requirements.

8.1 Further Work

In this subsection some potential areas for further investigation are discussed which
follow the observations and results of the research.

8.1.1 Improving ball measurements

Although the performance of the object detectors in detecting a distant ball was more
impressive than expected, there is room for improvement of the bounding box regres-
sion which appears to have a minimum size limit despite still being able to make suc-
cessful ball classifications. A reason for this may be found in the architecture of the Path
Aggregation Network, which leverages the pyramidal hierarchy of the network back-
bone in order to combine higher and lower level feature maps that represent semantic
and spatial information accordingly as seen in figure 8.1.

Figure 8.1: Path Aggregation Network [Liu et al. 2018]

The largest feature map that is laterally connected has undergone down-scaling due
to the stride of the CNN backbone. Therefore, in order to improve the bounding box
regression, a higher resolution feature map may boost regression by supplementing
additional spatial information. In NanoDet a stride of 8 is used, however, reducing the
stride is undesirable for real-time performance since – due to the arithmetic complexity
of the CNN – in order to achieve a bottleneck of the same ultimate feature map size with
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a reduced stride by factor a, an expansion of the number of computations proportional
to a3 would result which would impact the detector real-time performance. In the
simplest approach one might resize the image by a factor b, however this creates b2 more
computations in the backbone. A potential approach that adds only a small overhead
would be the addition of an additional up-sampling layer, with a lateral connection to
the input layer.

Constrained to monocular vision, in order to further improve the distance measure-
ment after having computed a bounding box it may be possible to use further clues
such as optical methods or environmental information. One optical approach may be
to utilize the phenomenon of motion parallax where an observation from two differ-
ent points leads to an apparent displacement of an object. In this manner the natural
sideways bobbing of the agent can give depth information – which is a mechanism that
is based on observations in nature [Hataji et al. 2021]. Further environmental obser-
vations such as the position of the ball against field markings as well as the perceived
gravitational drop of a ball, if it is a lofted kick, can give additional information in the
correct circumstances.

8.1.2 Improving state estimation

Although neural Kalman filtering was able to outperform the traditional tracking meth-
ods as measured by the mean square error – there are some tracking issues that should
be addressed.

One issue is that, within the reliable range of the object detector, the neural based ap-
proach underperforms versus the traditional methods of Kalman filtering. It is more
desirable to have a tracker which is best across the range rather than specializing for
certain circumstances. The current issue appears to be that the region where the detec-
tor is reliable does not contribute significantly to the loss score. Therefore, applying a
focal loss inversely based on distance may encourage better performance in this region
(possibly at a cost of the long range performance, which might be tuned using a balanc-
ing hyper-parameter). Alternatively, a loss based on integrated error (similar in nature
to the integral gain of a PID controller) may help to reduce the steady state error which
will also boost the performance in this region.

A further issue is the impact of jitter, which is undesirable for control purposes. Tradi-
tional Kalman filters are often used to provide some noise attenuation in a signal. The
neural Kalman filter used in this research however has a tendency to add additional
noise. One approach may be to punish volatility using a loss metric of sorts, however,
this may have ill consequences since punishing rapid change is likely to result in a loss
of responsiveness. The fluctuations also seemed to be related to an expression of uncer-
tainty, punishing this may result in a degradation of performance. Therefore a better
way may be to add a component dedicated to smoothing within the end-to-end model.
This might be a traditional Kalman filter (or more sophisticated filter).
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8.1.3 Extensions

Some additional further work is considered below:

An aspect that has not been considered in this research is the ability of the model to
predict future time steps. This can be useful for agent positioning. Forward predictions
from a Kalman filter are usually performed by skipping the correction step. In the case
where the dynamics model is significantly different from the process, the prediction
will diverge significantly from the real process which can be significantly more complex
in the case of neural Kalman filtering. In order to get useful future predictions for ball
tracking, replacing the embedded first order Kalman filter with an EKF model is an
approach that will yield better predictions but should also improve the tracking accu-
racy as the model better represents the underlying dynamics. However, the additional
complexity may add further complexity to training. An alternative approach would be
to create a recurrent model to predict future measurements and to feed these outputs
into the tracking model.

A limitation of the approach used in this research is that a pipeline between detection
and tracking is utilized rather than end-to-end training. Due to this, the detection loss
is not the same as the ultimate metric that is used to evaluate the tracker. A benefit of
this approach is that there is modularity in the system – a newly trained object detector
model could be substituted without requiring retraining of the tracker. Further, other
visual systems (such as for agent localization) can plug in to use the results without
further complicating training. A consequence of this is that the detector is not actually
optimized specifically for the tracking task, so there is potentially additional perfor-
mance that can be gained here. Therefore, an approach might be taken to create an
architecture to solve the problem in an end-to-end manner, utilizing a common back-
bone with different heads for each of the desired tasks, would could result in better
performances but at a cost of complexity and further loss of intuition into the workings
of the system.

The natural continuation of this work would be to apply the detection and tracking
to a physical robotic system in a real world setting. For detections it is interesting to
investigate how well the detectors generalize to the natural world with various physical
sources of optical noise as well as scene variation in both the foreground (different
balls) and the background. For tracking, there is significantly more variation possible
especially on a natural pitch where wind, spin and an imperfect surface can result in
changes to the ball trajectory. Transfer learning might be investigated in order to reduce
the effort required to create a sufficiently descriptive dataset.
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