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Abstract

South Africa is experiencing an acute shortage of highly trained and skilled professionals
with much-needed qualifications in the disciplines of Science, Technology, Engineering
and Mathematics (STEM). There is a need to accelerate the training and development
of professionals in these critical, scarce-skill areas. Our universities and other institu-
tions play an important role in supporting and facilitating the development of these
much-needed professionals. The primary focus of this data mining based study was to
examine a number of factors related to first time first year BSc. students enrolled in
critical-skill STEM degree programmes at the University of the Witwatersrand (also
known as Wits). These factors included ethnicity, gender, funding status, English lan-
guage proficiency, prior computer programming experience, mathematical ability and
student profiling. Wits and other Higher Education Institutions (HEIs) collect and
accumulate large amounts of data about their students. Using different data mining
techniques this data can be processed, analysed and leveraged to obtain meaningful
and useful information about these students. This study was motivated by the need
to obtain information from the longitudinal data (2015-2019) collected about first time
first year students enrolled in STEM degree disciplines at Wits University. In order to
conduct the study in a more structured manner, we followed the Cross-Industry Stan-
dard Process for Data Mining (CRISP-DM) methodology, which is increasingly being
adopted as a project implementation standard by data mining practitioners working
in different disciplines, including education. We applied different statistical and data
mining techniques against our various datasets. These included Analysis of Variance
(ANOVA), classification, feature selection, prediction, clustering and association rule
mining techniques. Several important results emerged from our study. The result from
the two-way ANOVA experiment showed the interaction between gender and ethnicity
not to be significant. However, the ethnicity factor had a statistically significant effect
on the APS. We also found the interaction between ethnicity and funding status to be
significant. Individually, these factors were statistically significantly related to the APS.
Regarding English language proficiency, the difference between English Home Language
(ENA) students and English First Additional Language (ENB) students was significant.
Amongst the NSC Grade 12 subjects, mathematics had the most significant relation-
ship with the Admission Point Score (APS). In two first semester Computer Science
I courses, students with prior computer programming experience significantly outper-
formed their peers, who lacked computer programming experience. We also found that
collectively, the minimum admission requirement subjects for admission to the first year
STEM disciplines were suitable predictors of the overall, first year outcome. However,
the result we obtained using these subjects as predictors of degree attainment was not

encouraging.

This wide ranging study has shown that data mining techniques can be used effectively
in educational settings to leverage the data universities collect on their students, about
whom insights and information can be obtained, information that can be used for well-

informed decision making. Beyond our specific educational context, there is also much
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to learn from this study and its findings by other, higher educational institutions with

STEM students in a situation similar to ours.
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ciency.
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Chapter 1

Introduction

1.1 Background Of The Problem

One of the most important goals of the South African government, through its De-
partment of Higher Education, is to provide good quality tertiary education to as many
deserving and academically capable students as possible. For South Africa to improve its
economic status and to achieve economic prosperity, there is an urgent need to develop
a highly trained and educated workforce. In this regard the tertiary education institu-
tions can play a major role and make an important contribution. The country and the
economy rely on these institutions to produce a continuous stream of skilled graduates,
particularly in scarce skills such as, vocational and technical, science, technology, engi-
neering and mathematics disciplines. To achieve this goal the government, through the
National Treasury Department, allocates a considerable amount of money every year to
subsidize higher education institutions. Despite this laudable effort, it will be difficult to
satisfy the demand for access to higher education by an ever increasing number of needy,
academically capable students, given that insufficient money is allocated to universities

to fulfil this purpose.

In order to try and address the problem of access to higher education, the National Stu-
dent Financial Aid Scheme (NSFAS) (Jackson, 2002) was introduced in 1999 to provide
financial assistance in the form of loans and bursaries, to needy students who qualify
to study at South Africa’s tertiary institutions. Between 2013 and 2017 the NSFAS has
supported over two million tertiary-level students, affording them the opportunity to
enrol in the country’s universities and colleges. Due to increasing numbers of eligible
students who apply for financial aid, the money allocated to the NSFAS from the higher
education budget has also been increased, to try and meet this demand. For example,
during the 2014/15 financial year R10 billion was allocated to the NSFAS, during the
2016/17 financial year the scheme was allocated R14.3 billion. Apart from the NSFAS,

1



students receive funding from other agencies such as Scholarships(SUG), Government
Bursaries (GB), External Bursaries (EB), Corporate Bursaries (CB), Other Bursaries
(B) and Sports Bursaries (SB). Students who excel in their studies receive merit (M)

and Fellowship (F) awards, regardless of their financial background or status.

The nationwide student protests that took place between 2015 and 2016, under the aus-
pices of the #FeesMustFall movement (Baloyi and Isaacs, 2015), (Naidoo and McKay,
2018), generated a higher education crisis and brought into sharp focus the glaring in-
adequacy of student funding. During this period almost all of South Africa’s public
universities and colleges were brought to a standstill by this nationwide student protest,
primarily over the issue of fee increases that were being planned (Baloyi and Isaacs,
2015). The students’ demands included, amongst others, a 0% fee increase, free educa-
tion, an end to the outsourcing of workers employed by labour brokers, as well as the
transformation and decolonization of South African universities. An important victory
of this movement was to get the government to agree to its demand of a 0% fee in-
crease. Another major victory, following the demand for outsourced workers to be hired
permanently, was to obtain the commitment of some universities to provide permanent
employment to their outsourced workers. This demand has been met by some univer-
sities, including ours. It is, therefore, evident that some of the issues pertaining to the
crisis currently facing higher education institutions are directly related to inadequate
student funding and the funding model used to support the increasing number of eligi-
ble students who view access to higher education as their hope for a better life in the

future.

Given the millions of taxpayers’ money that have, thus far, been spent towards funding
needy students, it therefore becomes a matter of interest to evaluate the effectiveness
of this funding in terms of, among other things, its impact on these students’ academic
performance. Insightful and meaningful information about them can be extracted from
the vast amounts of data which universities collect and store in their repositories and
archives. In the educational research environment, Educational Data Mining (EDM)
(Baker et al., 2007) has emerged as a discipline in which different data mining techniques
are used to explore and extract information from educational datasets, in order to obtain
a better understanding of students and the environments in which they learn. In this
data mining based longitudinal study (2015-2019), conducted at the University of the
Witwatersrand (also known as “Wits University” ), different data mining and statistical
techniques were used to process and extract information from a historical dataset of
records belonging to first year Bachelor of Science (BSc.) students enrolled in critical-
skill STEM degree programmes. The data for the study was provided by the university’s
Academic Information and Systems Unit (AISU).

For many students, their first year of study marks the beginning of a challenging and

critical journey in their academic life that, hopefully, should result in them achieving
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academic success and completing their studies in record time, after which they can
proceed to pursue professional careers of their choice. Given South Africa’s need for
highly skilled professionals who possess STEM-based qualifications, the first year of
study for students enrolled in STEM programmes marks a critical entry point. The
transition between high school and university is navigated during the first year of study.
Students who bridge the high school to university gap and manage a successful transition,
stand a much better chance of retention and progression within the system. By applying
different data mining techniques on student datasets, meaningful and useful insights can
be obtained about students, information which higher education institutions and other
stakeholders can use in a number of ways, which include identifying students at risk
for failure, predicting the possibility of retention, progression or attrition, and making

well-informed decisions.

The purpose of this study was to obtain a clear picture of first-time first year students
enrolled in STEM-related BSc. degree programmes at Wits University. Using data
mining and statistical techniques, it was possible to extract meaningful, insightful and
useful information about these students from a historical dataset of their records. This
study was driven by the need to better understand this category of first year students
and, given their profile in the educational context, it was deemed fit to analyze both
relevant and interesting information to get to know more about them, by conducting
an in-depth and detailed study about them. In this regard, this data mining based
study looked at a number of issues. For example, given the importance of English as
the language of teaching in South African universities and its use as one of the criteria
for admitting new students in the STEM degree programmes, it was key to discover its
influence and contribution towards the academic performance of funded first year STEM
students, the majority of whom do not use English as their home language. In addition,
apart from English, this study looked at other Grade 12 NSC subjects and the strength
of their individual contribution towards the Wits Admission Points Score (WAPS) and

academic performance in first year.

Given the vast sums of money the government spends in funding students at the be-
ginning of their studies, an important issue to consider in this regard is their retention
within the educational environment. We then directed our attention to the critical topic
of progression from first to second year, in order to predict whether the funded first year
students who enrol in the STEM-based degree programmes will succeed and proceed to
second year. Apart from being able to know whether a funded first year STEM student
will proceed to second year (retention), an equally important issue to consider is whether
such a student will eventually qualify and obtain their STEM degree of choice, prefer-
ably in record time. By investigating these and other pertinent issues about funded first

year students in STEM disciplines, we hope that this study will shed some light and



insights about this category of students, and in that way contribute to existing infor-
mation and knowledge about them, which stakeholders in our educational environment

and elsewhere can draw upon to make better, well-informed decisions.

1.2 Problem Statement

In 2018, South Africa was amongst the countries ranked by the World Bank as an
upper middle-income economy (Abraham and Nosa, 2018). The Gross National Income
(GNI) per capita in upper-middle-income economies ranges from $4,036 to $12,475. By
developing a highly skilled and educated workforce, South Africa has the potential to
lift itself from its current status as a developing economy to a high-income economy.
For South Africa as a developing country, numerous economic and social benefits can
accrue through the provision of high quality education, technical and technological skills,
as well as training opportunities to her citizens. The promotion and acquisition of a
tertiary education has been shown to contribute towards a country’s economic growth
(Nowak and Dahal, 2016). Likewise in South Africa, employment opportunities increase
as individuals achieve higher levels of education and skills. Furthermore, their earning
power and productivity increase as they acquire more education and skills (Radcliffe,
2017).

According to (Radcliffe, 2017), employers and companies prefer a workforce which is
highly educated, skilled and motivated, a workforce comprising productive and highly
independent individuals. The basis of a good economy is a sound education system,
which can produce individuals and professionals capable of working and contributing
their acquired knowledge in scarce-skill, science and technology-based industries (Rad-
cliffe, 2017). A recent City & Guilds Group case study (Group, 2015) has highlighted the
economic gains South Africa is likely to achieve if it were to provide adequate funding
and support towards the vocational education and training sector, a development that
could result in a massive reduction in the youth unemployment currently prevailing in
the country. For example, in 2016 the unemployment rate amongst South Africa’s youth
was more than 50% (Kruger, 2016). In 2020, the youth unemployment rate stood at a
massive 59.62% (Oosthuizen, 2019). This is not helped by the fact that many of South
Africa’s young people of working age are “neither employed nor in education or training
(NEETs)” (OCDE, 2016). The fact is also highlighted by (Kruger, 2016) that social
inequality is one of the serious problems South Africa needs to address. For example,
(Kruger, 2016) states that the “richest 20% of the population account for over 61% of

consumption while the bottom 20% account for less than 4.5%”.

A strong and sound education system is required, as it can address many of the eco-

nomic and social problems currently facing South Africa. The primary focus should be



to produce highly skilled graduates and professionals who, armed with suitable qualifica-
tions, can hopefully contribute towards filling the critical scarce-skills gap which South
Africa is currently experiencing, and which the country is finding extremely difficult to
close. Focusing specifically on the need for professionals with skills and qualifications in
STEM-related disciplines, the education system, for a number of reasons, is insufficiently
prepared or equipped to produce the required type and number of graduates with the
scarce skills necessary to address some of the problems mentioned earlier. Starting with
the high schools, particularly rural and township schools, there is a need to appoint and
deploy highly qualified and competent teachers to offer STEM-related subjects across all
the grades, from the lowest to the highest grade. Unfortunately, there is a dire shortage
of teachers who possess STEM-related qualifications, who can be deployed to teach in
our high schools, particularly rural and township high schools (for Educators, 2010),
(Tshabalala and Ncube, 2014), (Muremela et al., 2023). Since our high schools do not
produce sufficient numbers of Grade 12 learners who possess vocational, technical and
other STEM-related qualifications, there is always a great shortage of learners with these
qualifications who enrol for the first time in our tertiary institutions. As a result, tertiary
institutions receive less than the required number of students they need to enrol in their
STEM-related diploma or degree programmes. This means that not many graduates will
be produced to satisfy the demand for the much-needed scarce skills required to develop
and inject growth into the economy, and to generate social and economic prosperity for

the South African population.

The high failure rate amongst first-time first year students is a problem that affects
many higher education institutions, globally and locally (Singh et al., 2016). Failure
to perform successfully in first year has serious ramifications. If they do not drop out,
under-performing students risk failure, a situation that may affect their progress and
retention. Many of our first year students require financial support in order to access
higher education. Should some of them fail or drop out, another round of funding is
required to enable them to repeat their first year. This is money that could have been
used to fund more, equally capable and deserving students. The high first year failure
rate in the higher education institutions also affects students who enrol in STEM degree
programmes and whose studies are funded by agencies such as the NSFAS (Letseka and
Maile, 2008), (Moodley and Singh, 2015). For a country and an economy that need the
scarce skills which graduates with STEM qualifications can provide, failure in first year
can be regarded as catastrophic. The fact that barriers to access to higher education
have been reduced, thanks to the #FeesMustFall student movement, cannot be used
as an argument to continue sustaining and supporting under-performing students for
longer than is necessary (Wildschut et al., 2020), (Naidoo and McKay, 2018). With
many constituencies competing for funding from government, there is only so much that

can be provided to fund free education.



Acquiring a STEM-based undergraduate degree creates career opportunities which stu-
dents can exploit to apply their newly acquired scarce skills, for their own benefit and
that of the country and the economy. Currently, not much research is being conducted,
if any, within the colleges and universities to obtain and provide insightful information
about funded first year students who enrol in STEM disciplines. Not much informa-
tion is available on these students, about whom a number of important and interesting
questions can be asked. How good is their academic performance, compared to non-
funded students? What are the characteristics of students who drop out or persist in
their studies? Are these students likely to qualify (complete their degree, preferably
in record time)? What is the gender balance and the enrolment choices these students
make in specific STEM fields? What are the attrition and retention rates of these stu-
dents, compared to non-funded students? Which courses do students who drop out or
fail, enrol in, compared to those who succeed? Generally, how can the low enrolment
rate in STEM fields be addressed? More specifically in our case of our institution, how
can the low enrolment rate of funded first year STEM students be increased? What is
the role of Grade 12 STEM courses in the success of funded first year students enrolled
in STEM programmes? These and other unanswered questions about this category of
students warrant an investigation that should reveal meaningful and useful information
about them, information which should enable us to get to know these students better.
Furthermore, different stakeholders can use this information in making well-informed

decisions about them.

Meaningful and useful information about students can be obtained by processing and
analysing the vast amount of data higher education institutions collect about them. In
this data mining based study we used historical data (2015-2019) containing records
belonging to first year students enrolled in STEM degree programmes. It is hoped
that this study will provide useful information and insights regarding the role, influence
and contribution of financial support on the academic trajectory of first-time first year

students enrolled in STEM disciplines.



1.3 Significance of the Study

This study is being conducted at a time when South Africa is facing serious economic,
social and educational challenges. Economic growth is at an all-time low, and there
is a very high unemployment rate, especially amongst the country’s youth of working
age. The government is facing a huge problem, that of having to find enough money to
satisfy the competing needs of different stakeholders in society. Following the nationwide
student protests of 2015-2016, around the issue of student funding and free entry to
tertiary education, the government responded to this demand by providing billions of
rands to provide free education to thousands of needy, academically capable students.
In order for this initiative to bear fruit, there is a need to channel these resources
towards supporting many students to obtain qualifications in critical, scarce-skill STEM
disciplines. The growth and success of the economy depends on these critical skills. A
high-employment economy, characterised by a high growth rate, and driven by a skilled
and professional workforce, offers numerous advantages and benefits to society. A good
economic environment enables the state to collect more taxes, in which the money is
used to fund different activities such as health, education, old-age pensions, child support
grants, and infrastructure development. The benefits to society include, amongst others,
social cohesion, reduced crime rate, political stability, greater social mobility and a low
unemployment rate (OECD, 2013), (Great Britain. Department for Business and , BIS),
(Ma et al., 2016)

Currently, not many studies in our educational context are conducted to extract insight-
ful, interesting and useful information from student datasets. In this study we applied
different data mining techniques on a historical dataset of records belonging to first year
students enrolled in scarce-skill STEM disciplines. There are several ways in which a
study of this nature can provide useful information about these students to the stake-
holder community. In the Faculty of Science, the following minimum NSC requirements
must be met for first-time first year students to be admitted to STEM disciplines of
their choice: Wits Admission Point Score (APS), English Home Language (EHL/ENA)
or English First Additional Language (EFAL/ENB), Physical Science and Mathemat-
ics. Student retention from the first to the second year is a useful measure of academic
achievement. Since our faculty uses the three NSC minimum requirement subjects to
admit first year students into STEM degree programmes, can these subjects be used to
predict retention from the first to the second year of study?. Given the critical need

for STEM-qualified graduates, the findings on student retention can be used to enable



academics and administrators to identify “at-risk” students, to prevent them from drop-
ping out or failing their year of study. These students can be assisted in various ways

to ensure their retention from first to second year.

In our high schools and tertiary institutions such as Wits, English is used as the language
of teaching. The language plays a pivotal role in teaching different high school subjects
such as Mathematics, Physical Science, Biology, and Information Technology. We ex-
pect students who are proficient in English to understand the subject content better,
and therefore to perform better academically compared to their peers, whose English
proficiency is relatively poor. This study explored the important and interesting idea
concerning English language proficiency and its influence on the overall result of first
time first year students enrolled in different STEM fields in our university’s Faculty of
Science. We also compared the mean Admission Point Scores obtained by ENA and ENB
students, to determine whether the difference between the scores obtained by these two
English language groups was significant. Our findings regarding the role and influence of
English as a language of teaching in our curriculum can be used by different stakeholders
in the university, such as the Wits Writing Centre to assist students identified to be weak
in English to achieve a better and higher level of English language proficiency.This will
enable these students, in their different courses, to better comprehend and understand

the different aspects of the courses they are taking.

Apart from English and Physical Science, Mathematics is another compulsory NSC sub-
ject required for admission to STEM-related fields in our faculty. Given the important
role and influence of Mathematics in STEM curricula, several studies have looked at how
Mathematics overall academic achievement in first year. In the South African context
research is being conducted in different fields to determine the influence of high school
Mathematics in the overall academic achievement of first year students (Rankin et al.,
2012), (Tewari, 2014), (Mthimunye and Daniels, 2017). High school Mathematics is
amongst the key subjects students need in order to be accepted by any of the schools in
our faculty. The role and influence of Mathematics in our curriculum requires a more in-
depth investigation and understanding of its relationship with the academic achievement
of students in their first year. There are several ways in which our findings on the role
and influence of Mathematics can provide useful information to different stakeholders
in our educational environment. The results may be used by lecturers, as well as school
and faculty administrators, to target and provide assistance and counselling to students

identified to be at risk for failure, due to poor performance in Mathematics.

The study by (Venkatas et al., 2014) used faculty-wide academic records belonging to
first year optometry students, to investigate the relationship between the APS and the
academic performance of funded first year students enrolled in STEM disciplines. In

our context, where a similar relationship has been studied, the findings can be used in



various ways. For example, stakeholders can leverage the results obtained to make well-
informed decisions on matters such as student selection, identifying appropriate STEM

degree programmes, identifying at-risk students, and so on.

Another issue of specific interest to our school, where computer programming is a key
component in our curriculum, is the impact of prior computer programming experience,
as acquired in high school, on academic performance in first year Computer Science.
More specifically, we were interested to see how students with computer programming
skills would perform in two first-semester Computer Science I courses, compared to
students who previously have not studied a computer programming subject, such as
Information Technology. If certain students are identified during or at the end of the
first semester to be “at risk” for failure, the school can take proactive steps to assist them
in various ways to prevent them from failing Computer Science 1. For example, faculty
and school administrators can assist by providing services that include counselling, tips
on study techniques and time management. Lecturers and student assistants (tutors)
can provide targeted tutorials, assignments and extra lessons to help at-risk students to

be successful in areas where they are weak or vulnerable.

The challenges and constraints facing funding schemes such as the NSFAS is the need
for students who receive funding to finish their studies in record time or very soon there-
after. Students who finish their studies on time enable funding schemes to save more
money, which can be used to provide the opportunity to equally deserving and capable
students to receive funding for their own studies. It is important to be able to know
whether a funded student will qualify on time. Such information can save a significant
amount of money. A student identified early to be at risk of not qualifying on time can
receive proactive assistance to prevent failure, and continue to eventually qualify, with
the money saved being used to fund other capable and needy students. This is very im-
portant, since a significant number of students who apply for funding do not necessarily
receive any financial support. In addition, knowing whether or not individual students
will qualify in a particular academic track can help university admission personnel to
guide and advise them to enrol in programmes that best suit their academic capabilities,

thereby increasing their chances of qualifying on time.



1.4 Research Question

A number of specific questions emerged from the statement of the problem (Section 1.2),
which this study sought to address. In this study we followed a quantitative research
design, in which different types of quantitative research questions were used, such as
declarative, comparative and relationship-based questions. To begin with, it was neces-

sary to start by posing the main research question, the statement of which is as follows:

How can data mining and statistical techniques be leveraged to obtain useful
and meaningful information from the historical data belonging to cohorts of
first-time first year students enrolled in STEM degree programmes at a South

African university?

The following sub-questions enabled the response to the main research question:

1. What are the relationships amongst the factors of ethnic background, gender,
funding status and the Wits Admission Point Score (APS) obtained by first time
first year BSc. students enrolled in STEM disciplines? In order to address this

question in a more focused manner, we divided it into two sub-questions, as follows:

(a) What is the relationship between gender and ethnicity to the Admission Point
Score (APS) obtained by first time first year students enrolled in STEM

degree disciplines within the Faculty of Science?

(b) What is the relationship between ethnic background and funding status to
the Admission Point Score (APS) obtained by first time first year students
enrolled in STEM disciplines?

2. Is the APS obtained by National Senior Certificate (NSC) students who select the
English Home Language (ENA) subject significantly different from that obtained
by students who select the English First Additional Language (ENB) subject?

3. How significant is the relationship between the Admission Point Score (APS) ob-
tained by first time first year STEM students and their NSC Grade 12 STEM

subject scores?

4. Is there a significant difference in performance in the two first-semester Computer
Science I topics, namely Basic Computer Organization I (BCO) and Introduction
to Algorithms and Programming I (IAP), between first time first year BSc. stu-
dents with prior computer programming experience and their peers, who do not

have prior computer programming experience?
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5. How suitable are the Faculty of Science’s minimum requirement subjects as pre-

dictors of first year and degree attainment outcomes?

6. What is the role of student characteristics on academic achievement amongst first

time first year BSc. students enrolled in STEM disciplines at Wits University?

7. To what extent does Mathematics I (Algebra I and Calculus I) predict the aca-
demic outcome and degree attainment for first year students enrolled in STEM

disciplines?

1.5 Research Approach

Given the primary focus of this study as a data mining based project, we chose the data
mining Cross-Industry Process for Data Mining (CRISP-DM) methodology (Chapman
et al., 2000) to conduct our study. CRISP-DM is a six-phase non-proprietary and freely
available standard process model, which is widely adopted and used in different data
mining projects. To conduct our study as a data mining project, we needed to access
the data collected by Wits University about first time first year students enrolled in
STEM disciplines. To obtain the required data, we approached the university’s Academic
Information and Systems Unit (AISU), which provided us with historical Grade 12 (high
school) and first year student academic records, from 2015 to 2019. The records also
contained information about the funding status (funded or non funded) of the first year
students in the Faculty of Science. We followed this data collection step by describing,
exploring and checking the data for quality.

The data needed to be prepared to create the dataset(s) against which data mining algo-
rithms would be applied. Several tasks such as selecting the data, cleaning, integrating
and formatting it had to be performed. To do all this, the Java-based open source
toolkit, WEKA (Waikato Environment for Knowledge Analysis) (Hall et al., 2009) was
used. WEKA consists of four main applications, namely the Explorer, Experimenter,
Knowledge Flow and Simple CLI applications. In this study, we used the Explorer ap-
plication. Using WEKA, we performed a variety of data mining tasks and experiments.
These included data pre-processing, attribute selection, data visualization, classifica-
tion, prediction, clustering and association rule mining. Having formatted the data
during the pre-processing stage, we were thereafter able to use it during the Modelling
Phase to create different classification models. We used the Statistical Analysis Sys-
tem (SAS) software package to perform different statistical analysis experiments. SAS,
as explained by (Der and Everitt, 2008), is used for data manipulation and statistical
analysis purposes. Different statistical techniques were used in this study. These in-
cluded a two-sample T-test, two-way analysis of variance (ANOVA), linear regression
and correlation analysis.
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Having completed the data preparation process , the next phase (modeling) followed, in
which the following tasks were performed: selecting the experimental techniques to be
used, dividing the dataset for training and testing purposes, using algorithms to create
different classification models, and evaluating the models. Briefly, the following tasks

were performed:

1. From the WEKA toolkit and the SAS software package, the following classes of

data mining and statistical analysis techniques were selected and used:

e J48, NaiveBayes, MulitilayerPerceptron, JRip, LinearRegression (classifica-

tion and prediction algorithms),
o SimpleKMeans (clustering algorithms),
e Apriori (association rule mining algorithm),

o T-test, two-way ANOVA, Pearson’s correlation (statistical analysis techniques).

2. After selecting the techniques, and before the modeling phase, the 2015-2019
dataset consisted of two subsets, which we used for training (2015-2018) and testing
(2019) purposed.

3. Next, we applied the algorithms we selected earlier against the training subsets.

4. Using different performance criteria, the different models created during the train-
ing stage were assessed and ranked. These criteria included different metrics
(Du, 2010), such as accuracy, precision, recall, F-measure, Area Under the Curve-
Receiver Operating Characteristic (AUC-ROC), Root Mean Squared Error (RMSE),
Mean Squared Error, Mean Absolute Error and the Kappa statistic. To assess the
performance and interestingness of generated association rules, the support, con-

fidence, lift and conviction measures were used.

Finally, during the Evaluation Phase of the methodology we used in this study, we
assessed the models we created during the Modelling Phase, to determine their quality,
suitability and effectiveness. After the Evaluation Phase, a decision can be made on
whether the evaluated models can be used by different stakeholders in our environment

to make well-informed decisions about the first year STEM students in our faculty.

1.6 Research Highlights and Contribution

This study contributes in a number of ways to the understanding of how educational

research can benefit from leveraging data mining techniques to extract meaningful and
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useful information from the vast amounts of data collected by higher education institu-
tions about their students. In the broader South African educational research context,
Educational Data Mining (EDM) has yet to entrench itself as a field in which sustained
research is conducted. Currently, as far as it is known, not many tertiary institutions
in South Africa conduct research in which data mining techniques are used to obtain
meaningful and useful information from the data they collect about their students. This
study, therefore, contributes towards addressing the knowledge gap resulting from the
lack of sustained data mining based educational research being conducted in local higher
education institutions. In the following subsections, we highlight some of the ways in
which this study contributes to research in the field of Educational Data Mining, and
to a better understanding of the first year STEM students in our faculty.

1.6.1 Prior Programming Experience and First-Semester Performance

In the School of Computer Science and Applied Mathematics (CSAM) school, first year
BSc. students enrolled either in Applied Computing or Computing and Mathematics
disciplines, are required at the end of the first semester to have completed two Computer
Science I modules, namely Basic Computer Organization (BCO) and Introduction to
Algorithms and Programming (IAP). In one of the findings from a study conducted in
our school by (Modise, 2016), the performance of students in these two modules was
significantly different, between students with prior computer programming experience
(did Information Technology in high school) and those who had not programmed before.
Students who did Information Technology at high school obtained significantly higher
marks in these two modules compared to students who did not do the subject. Our study
obtained results similar to (Modise, 2016)’s. We found that in these two modules, the
difference in performance between students with prior computer programming experience
and those who lacked such experience, was significant. This study contributes towards
highlighting, in computer-related disciplines in our faculty, the importance of a prior
computer programming qualification as an indicator of academic success in the first-
semester of Computer Science I modules, namely BCO and TAP. Within our context,
these findings can be used to identify academically vulnerable students early during
their first year, after which proactive measures can be taken to prevent them from
dropping out or failing at the end of the first semester, thereby ensuring their retention

in Computer Science I.
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1.6.2 Research in Educational Data Mining (EDM)

As far as we are aware, Wits University is one of very few higher education institutions in
South Africa which place data mining and research in Educational Data Mining (Baker
et al., 2007) at the centre of the educational research effort. A study conducted ear-
lier in our school by (Mashiloane, 2016),including studies by (Modise, 2016) constitute
an important contribution towards the ongoing effort aimed at promoting and encour-
aging the adoption of Educational Data Mining as a research discipline in the South
African educational research environment. Given the vast amount of data collected and
stored by tertiary institutions about their students, Educational Data Mining provides
the opportunity for the data to be leveraged in order to obtain insightful and actionable
information about these students. Such information can be used by institutional stake-
holders and researchers for, among other things, such purposes as decision-making and

generating new knowledge about the students.

1.6.3 The Research Methodology

In order to conduct this data mining-based study we had to identify and implement
an appropriate research methodology to guide us through the different stages of the re-
search. The Cross-Industry Standard Process for Data Mining (CRISP-DM) (Chapman
et al., 2000). CRISP-DM is a relatively new standard methodology, which is increasingly
being used within the data mining community to guide practitioners in a variety of data
mining projects. The CRISP-DM project life cycle comprises the following six phases:
understanding of the business, understanding of the data , data preparation, modeling,
evaluation and deployment. Except for the last, deployment phase, this study success-
fully completed the first five phases of the methodology. Given the nature of this study
and its primary focus on data mining and data mining techniques, CRISP-DM became
the natural choice of a methodology we could follow in conducting our research. Whilst
CRISP-DM has been adopted and is being used in different disciplines and application
areas as a data mining methodology of choice, more work remains to be done to adopt
and use it as a standard methodology in educational research contexts. Currently, there
are few instances where CRISP-DM has been used in educational data mining research
contexts. Examples include studies by (Kovaci¢ and Green, 2010), (Vialardi et al., 2011)
and (Kabakchieva, 2013).

In the local, South African educational context, research in Educational Data Mining
(EDM) is still in its infancy. There is not much evidence available pointing towards a
concerted effort being taken in the educational research environment to adopt CRISP-

DM as a methodology of choice for executing EDM-based projects. This study, therefore,
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represents a modest beginning in highlighting and promoting CRISP-DM as a viable

research methodology that can be used effectively in EDM-based research projects.

1.6.4 The Role of Mathematics

Mathematics features prominently in all the STEM-related fields of study offered by our
faculty. In most of the BSc. degree options on offer in the faculty, first year students
must take the compulsory Mathematics I major subject. Our results have demonstrated
the importance of mathematics in STEM-based curricula, in our high schools and ter-
tiary institutions. Amongst the NSC STEM subjects commonly selected by NSC Grade
12 students, Mathematics was the strongest and significant subject in predicting the Ad-
mission Point Score (APS). Its correlation with Algebra I and Calculus I was positive,
weak and significant. Algebra I and Calculus I were strongly and significantly correlated
to each other and together, as Mathematics I, emerged as the strongest predictors of
the overall first year result. As for predicting degree achievement, Mathematics I turned
out to be a very poor predictor of degree achievement. Our findings regarding Math-
ematics I contribute towards a better understanding of the critical role and influence
of this subject in our STEM curricula. In educational contexts similar to ours, where
Mathematics features prominently in the curriculum, this subject could be investigated

for its role as a predictor of success or failure in STEM degree offerings.

1.6.5 Model Evaluation

In any data mining project, such as ours, it is not enough to create models that are not
evaluated in detail to determine their quality and effectiveness, before they are used in
real-life application environments. During the Modeling Phase we applied different data
mining algorithms against our training datasets. From this task different data mining
models were created. During the Evaluation Phase, we evaluated the models in great
detail, by applying them against previously unseen test datasets records. Using different
evaluation metrics, we were able to determine the models’ quality and effectiveness in
performing their tasks. To evaluate these different models, we used several metrics. Our
evaluation approach, the detailed nature of the work we did in evaluating the models,
and the insights we obtained during the model Evaluation Phase, can perhaps be used
to inform and guide educational researchers involved in studies similar to ours on how
to conduct a systematic and detailed evaluation of their own data mining models, before

using them in real data mining environments and applications.
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1.7 Structure of the Dissertation

This document comprises six chapters, a brief summary of which is presented as follows.
Chapter 2 begins with a background discussion of topics relevant to this study. These
topics include data mining and its applications, and Educational Data Mining (EDM).
A detailed review of the literature is also conducted in this chapter. In Chapter 3
we present and discuss in detail the six-phase CRISP-DM methodology we adopted in
conducting the study. In Chapter 4 we present and interpret the results we obtained
following the data mining and statistical analysis experiments we performed during the
CRISP-DM Modeling Phase. In Chapter 5 we provide a detailed discussion of the results
we obtained in this study. We compare and contrast these results with findings from
similar studies. There is also a discussion of some of the limitations associated with our
study. Finally, in Chapter 6 we recommend, based on our results some of the actions
and decisions stakeholders in our context could take regarding the first year STEM
students in our faculty. The chapter also summarizes the main findings of this study,

and concludes by presenting a few ideas for further research.
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Chapter 2

Background and Related Work

2.1 Introduction

Universities collect and store a lot of data about their students. By processing and
analyzing such data, institutions are able to extract useful and meaningful information
from it. In many application areas data mining techniques are increasingly being used
to extract useful information patterns that lie hidden in data sets. For example, in
the banking and insurance industries these techniques are being used to predict whether
clients of a certain profile are likely to default on their loan or insurance payments. Data
mining techniques are increasingly being applied in educational environments, where vast
amounts of educational data is collected and stored by higher education institutions.
Educational Data Mining (EDM) is a relatively new research field, in which data mining
methods are used to obtain information from educational datasets. Such information can
be analyzed to obtain more knowledge about students and their learning environments.
In this study different data mining and statistical techniques were applied on historical
data sets belonging to first time first year BSc. students enrolled between 2015 and 2020

at the Witwatersrand University’s Faculty of Science.

This chapter begins by providing the information necessary for understanding how this
study was conducted. This chapter also includes a discussion of the literature related
to this study. For a better understanding of its contents, the chapter consists of the
following sections. Section 2.2 introduces and discusses the concept of data mining. The
discussion also includes example applications of data mining methods. The discussion
in Section 2.3 is on Educational Data Mining. In Section 2.4 we provide some of the
reasons for using data mining methods in this study. Section 2.5 contains a detailed
discussion of the data mining and statistical techniques we used in different experiments.
In Section 2.6 we provide a detailed discussion of some of the work related to this study.

Finally, a summary of the chapter is provided in Section 2.7.
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2.2 Background

Data mining and data mining techniques feature prominently in this study. For this rea-
son, a detailed discussion of the subject is required, which should hopefully lead to some
understanding of the issues that were tackled in this study. This section comprises two
subsections. In the first, Subsection 2.2.1, the concept of data mining is introduced and
discussed. In Subsection 2.2.2, some examples of areas in which data mining techniques

are applied are provided.

2.2.1 Data Mining

Data mining, also known as Knowledge Discovery in Databases (KDD) (Kaufinann,
2006), focuses on obtaining knowledge from the information extracted from large databases.
Such knowledge can be used by practitioners and stakeholders, depending on the par-
ticular context, to make well-informed decisions. In data mining statistical techniques
and mathematical models are also used to check whether the data follows a certain
pattern, and whether certain trends can be identified within the data. According to
(Hegland, 2001), the uncovered patterns are characterized by a variety of measures and
characteristics such as accuracy, precision, expressiveness, interpretability, parsimony

and surprisingness.

Prediction and description are the primary goals of data mining (Tamilselvi and Kalai-
selvi, 2013). In predictive data mining, models are created which perform tasks such as
classification and prediction. In the classification task, a model is created whose task
is to classify a previously unseen data instance, by assigning to it a particular class
or category (Larose, 2014). With prediction, a model predicts a variable’s numerical
value. Regression analysis is an example of a predictive data mining task. Descriptive
data mining identifies patterns and trends present in the data, including the relationship
between the data attributes. Descriptive data mining tasks include clustering, associ-
ation rule mining and outlier detection (Larose, 2014). In cluster analysis the data is
partitioned into different, homogeneous groups referred to as “clusters”. Similar objects
are placed in their own cluster, separate from other objects, which reside in their own
clusters. In association rule mining, rules are generated which describe relationships

amongst dataset attributes.

There are supervised and unsupervised data mining techniques. In supervised learning
an algorithm is trained to predict the class of individual data records by applying it
against a dataset whose records have known class labels. The result from this learning
process is a model that can be used for classification or prediction purposes. The model’s

effectiveness is determined by using it against a test dataset whose target variable has
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unknown class labels. In unsupervised learning, unlike in supervised learning, there is
no target or class variable. The purpose of the algorithm used in unsupervised learning
is to determine relationships amongst the dataset variables, and to determine the degree
to which such relationships are significant. Examples of unsupervised learning methods
include clustering and association rule mining. In Section 2.5 we provide a detailed

discussion of the data mining and statistical analysis methods we used in this study.

2.2.2 Applications of Data Mining

Data mining methods have, for a number of years been used successfully in different
application areas. For example, in the business sector these techniques have been used
to obtain insights from the data, including being deployed in business systems to help
generate and increase business profits (Algarni, 2016). According to (Bramer, 2007),
successful applications can be found in diverse areas such as satellite imaging, organic
compound analysis, automatic abstraction, and so on. Even though the same data
mining methods may be used in different applications, the objectives behind their use
may not always be the same (Romero and Ventura, 2013). According to(Huebner, 2013),
there is not much evidence to show that educational environments are using data mining
techniques to obtain information and insights from the huge volumes of data which
educational institutions collect and store in their repositories. According to (Luan,
2002), some of the data mining techniques currently being used in the business sector
can also be used in higher education research environments. In the following subsections,

we provide some examples where data mining techniques are used successfully.

Data Mining Applications in Social Media

Social media mining is an emerging field which involves the extraction, analysis and
representation of useful patterns present in social media data or data derived from social
interactions (Zatari, 2015). The information can be used by researchers in disciplines

such as sociology, business, psychology, entertainment, news and politics.

Data Mining Applications in Health Care

Data mining techniques are used in the health care industry, for example, to enable
health care insurers to detect fraud and abuse (Koh et al., 2011). They are also used to
assist health care providers in decision making, such as enabling them to identify effective

treatments and implement best practices. Other uses include designing appropriate
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interventions and the reduction in claims and hospital admissions, thereby contributing

towards better management in the provision of health care services.

Data Mining Applications in Banking

In the banking sector data mining techniques are used to achieve better performance
in some of the industry’s core business processes (Bhambri, 2011). For example, these
techniques are used to profile customers by grouping similar customers together. The
customers’ profiles can be used for purposes such as marketing, risk analysis and, based
on customer needs, for revising customer policies. Customer data can also be analyzed
to identify information that could reveal fraudulent activities. Furthermore, data mining
methods can be used in the banking sector to differentiate between customers who are

most likely to repay their loans and those who are most likely not to pay their loans.

Data Mining Applications in Cloud Computing

(Petre et al., 2012) discuss the importance of data mining methods in cloud computing.
The techniques are used, for example, to create structured information from data sources
that are either unstructured or semi-structured. Through cloud computing, organiza-
tions are able to centralize their resources, with the assurance that using data mining

techniques, they can provide efficient, reliable and secure services to their clients.
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2.3 Educational Data Mining

In the recently emerged field of Educational Data Mining the primary aim is to obtain,
using data mining methods, useful information from the vast amount of data which
universities collect about their students and other stakeholders. Within an institution
the data is obtained from different sources, and integrated by placing it in a central,
main repository. In (Bienkowski et al., 2012), Educational Data Mining is defined as
“a research area with a suite of computational and psychological methods and research
approaches for understanding how students learn.” (Siemens and Baker, 2012) mention
the fact that data mining methods can be used to develop and test scientific theories,
including the formulation of new scientific hypotheses. (Pavlik Jr et al., 2009) use data
mining techniques to recommend activities, tasks, links to visit, problems to work on

and courses students can choose to study.

(Algarni, 2016) states that EDM methods are being used to address a wide variety
of challenging educational problems, which include the following: identifying students
at-risk for failure, prioritizing the various needs of groups of students from a learning
perspective, improving graduation rates, assessing the overall performance of institu-
tions, maximizing resources on campus and optimizing the renewal of the curriculum.
In (Bovo et al., 2013) a Hierarchical Clustering algorithm is used to predict failure in an
online subject presented via a Learning Management System. In their study, (Durairaj
and Vijitha, 2014) highlight the importance of higher education institutions being able
to predict academic performance. (Romero et al., 2013) use association rules to im-
prove the quality of courses and quizzes, concluding that updates to quizzes and courses

impact student learning in a positive and significant way.

Educational institutions are data-rich environments. They collect and store a lot of data
about their students and other stakeholders. From a data mining perspective, there is a
need to leverage this data to obtain meaningful and useful information, and to generate
new knowledge from it. For example, data mining techniques, in conjunction with dif-
ferent student attributes, can be used for academic achievement prediction, retention or
at-risk status. Studies in which data mining has played a major role in higher education
environments to obtain information about students include works by (Romero and Ven-
tura, 2013), (Hegland, 2001), (Tan et al., 2006) and (Baker et al., 2010). Educational
Data Mining is a relatively new discipline. There is therefore a need for more work to be
done in this emerging field, in order to highlight some of the ways in which data mining

techniques can be used to investigate the different topics and problems that present
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themselves for meaningful study and analysis. This study, hopefully, should contribute

meaningfully towards this effort.

Regarding the relevance and importance of Educational Data Mining, (Bienkowski et al.,

2012) have the following to say:

“Fducational data mining and learning analytics have the potential to make
visible data that have heretofore gone unseen, unnoticed, and therefore un-

actionable.”

2.4 Data Mining for the Research Problem

Higher education institutions, both local and international, collect vast amounts of dif-
ferent types of data about their students. In other parts of the world great progress
has been made to leverage this data to obtain useful information about students. In
South Africa few higher education institutions, including ours, have only begun to use
data mining techniques to extract information and obtain knowledge from the data they
collect about their students. There is, therefore, a need in our context to intensify ed-
ucational research efforts in which data mining techniques play a critical role in our

understanding of students and their learning environments.

The University of the Witwatersrand collects vast amounts of data about students en-
rolled in the Faculty of Science, where this study is located. Within the faculty, the
students belong to different schools, where they study for BSc. degrees in STEM dis-
ciplines. This study is about first year students enrolled in STEM disciplines in our
faculty. Given the academic challenges faced by first time first year students, locally
and internationally, and the lack of understanding and knowledge about these students,
it is clear to us that through data mining, much information can be obtained about
them, using the data the university and faculty collect about them. Given the dire
shortage and huge demand for highly skilled professionals with STEM qualifications in
the country, a data mining based study focusing on first time first year students STEM

students in the faculty is more than justified.

Higher education institutions, including the University of Witwatersrand, are not pro-
ducing a sufficient number of graduates with qualifications in critical-skill STEM disci-
plines. These graduates are desperately needed for their skills and expertise, which can
be deployed to benefit different sectors of the economy and society. There are several
reasons for this shortcoming. Not many first time first year students, for a number

of reasons, choose a STEM-based discipline as their study programme of choice when
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they enter university. Student retention is another problem. The problem of students
dropping out or failing also affects first year students enrolled in STEM disciplines.
Hence, fewer students proceed to successive years of study. As a consequence, even
fewer students complete their studies and qualify to study further or become active in
the economy and society by deploying their recently acquired critical skills. Whilst this
study does not seek to provide answers to these and other problematic issues, its main
focus is to obtain meaningful and useful information from the data belonging to first
year students in our faculty. In this study we conducted different experiments to obtain
information from the data we collected about first time first year STEM students in our

faculty. Our study focused on the following topics:

Gender, race, funding status and academic performance.

e English proficiency and academic performance.

e High school STEM subjects and the Admission Point Score (APS).
e Influence of prior computer programming experience.

e Wits minimum admission requirements and academic performance.
e First year STEM student characteristics and academic performance.

e The role of Mathematics I (Algebra I and Calculus I) in first year STEM curricula,

and academic performance.

In order to address these issues, different data mining and statistical experiments were
conducted. Hopefully, the results will provide useful insights and lead to a better un-

derstanding of first year students in our faculty.
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2.5 Selected Data Mining and Statistical Techniques

In order to answer the research questions we posed earlier, we conducted different data
mining and statistical analysis experiments. In this section we describe and discuss
the different techniques we used to perform our experiments. This section comprises
several subsections, each focusing on a data mining or statistical technique used in the
experiments. Classification is discussed in Subsection 2.5.1. Predictive data mining is
discussed in Subsection 2.5.2. A discussion on cluster analysis is provided in Subsec-
tion 2.5.3. This is followed by a discussion on association rule mining in Subsection
2.5.4. Finally, in Subsection 2.5.5 we discuss the statistical techniques we applied to

analyze the different datasets we used in this study.

2.5.1 Classification

Classification is a frequently used data mining technique. It is a supervised learning
approach in which objects (instances or records) are assigned to different classes or cat-
egories (Agarwal et al., 2012). A target or class variable of categorical type is used to
classify or categorize a particular record. For example, in a dataset containing student
records, a variable named Result can consist of two classes, namely Pass and Fail. Fig-
ure 2.1 shows a table of records that can be used for classification purposes. The records
contain information about customers who have received car loans. The class variable,
named Default, indicates whether a customer will default (Yes) or not default (No) on

their loan.

Credit
Age Income |Student| Rating |Default
Youth Medium | Yes Fair No
Youth Low Yes Fair No
Senior Low No |Excellent| No
Senior Medium No |Excellent| No
Senior High No Poor Yes
Senior Medium No Poor Yes
Senior Low Yes Fair No
Middle Age | Low No Fair Yes
Middle Age | Medium | Yes Fair No
Middle Age | Low No Fair Yes

FIGURE 2.1: Car Loan Classification Data ((Weiss and Davison, 2010))

Figure 2.1 shows that each record consists of five variables (attributes), including the
class variable. The four input or predictor variables are named as follows: Age, Income,

Student and Credit-Rating. Using data such as the records in Figure 2.1, a classification
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model can be built by applying a data mining algorithm against the data. A set of
records, such as those in Figure 2.1, which are used to create a model, are referred to as
a training set. The classification task consists in using the model to classify records whose
class labels are not known. Such records are referred to as a test set. To summarize
the discussion on classification, (Han et al., 2011) state that the following tasks are

performed during the classification process:

1. In the model construction step a model is created from a dataset in which the

target variable in each record is assigned a class label.

2. In the model usage step the model created during the model construction step
is used to classify unseen data records, namely records whose class labels are

unknown.

In the following subsections, we discuss some of the methods we used to classify our
dataset records. These include decision tree, classification rule, nearest neighbour and

Bayesian classifiers.

Decision Tree Classification

We discuss in this subsection the classification method using a decision tree. The tree

in Figure 2.2 is constructed using the data shown in Figure 2.1.

A decision tree contains three types of nodes: a root node, internal nodes and leaf nodes.

e The root node is located at the top of the decision tree. It has no input edges and
may contain zero or more output edges. The root node in Figure 2.2 contains two

outgoing edges.

e An internal node has a single input edge and two or more output edges. Like the
root node, an internal node contains the name of an attribute. In Figure 2.2 the

nodes containing the Age and Income attribute names are internal nodes.

e A leaf node represents a class label and has a single incoming edge and no output
edges. In Figure 2.2 all the nodes containing Default attribute names are leaf

nodes.

Once created, a decision tree such as the one in Figure 2.2 can be used to classify

records with unknown class labels. The process begins at the root node, where the value
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Credit-Rating

Fair, Excellent

Poor

Default = Yes

Youth, Senior

Default = No

Low edium, High

Default = Yes Default = No

FIGURE 2.2: Car Loan Decision Tree ((Weiss and Davison, 2010))

of Credit-Rating Credit-Rating is tested. Based on its value, the following steps are

performed:

1. If Credit-Rating=Poor, the decision is Yes. The customer will default if granted

the car loan.
2. If Credit-Rating=Fair or Credit-Rating=FExcellent, the value of Age is tested next.

o If Age=Middle Age, then Income is tested next. If Income=Low, then the

decision is Yes. Otherwise it is No.

e Age=Youth or Age=Senior, the decision is No.

(Du, 2010) mentions the following about constructing a decision tree:

e From the same training set, it is possible to create different decision trees.

e The structure of a decision tree has a direct effect on the performance of a clas-
sification model. For a decision tree containing more levels, more tests must be

conducted, which takes longer to perform the classification task.

e A classification model is considered to be more interesting if it achieves a high
degree of accuracy, which increases confidence in the classification decision taken

by the model.
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There are several benefits associated with the decision tree technique. The output of the
tree is easier to understand and interpret (Bramer, 2007). In addition, the technique is
considered to be amongst the best when it comes to generating interesting classification

rules (Agarwal et al., 2012).

Figure 2.3 shows some of the most widely used decision tree techniques, (Song and Ying,
2015).

Methods CART (4.3 CHAID QUEST
Measureusedto  Guniindex; Twoihg  Entropy info-gain  Chi-square Chi-square for categorical
select mput varsable criteria variables; J-way ANOVA for
contemous ordinal vartables

Pruning Pre-pruningusinga  Prepromingusinga  Pre-pruning using - Post-pruning

single-pass algorithm  single-pass algonthm  Chi-square test for

independence

Dependent variable  Categorical Categorical’ Categorica Categorical

Continuous Continuous
Input Categorical/ Categorical/ Categorical/ Categorical/
variables Continuous Continuous Continuous Continuous
Spltateachnode  Binarv; Spliton lnear Multiple Multiple Binary; Split on linear

combinations combinations

FIGURE 2.3: Decision Tree Algorithms ((Song and Ying, 2015))

In this study we used the J48 decision tree algorithm to conduct several data mining
experiments. The J48 algorithm is developed from (Quinlan, 2014)’s C4.5 decision tree

algorithm.
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Rule-Based Classification

A rule-based classifier uses a set of “if ... Then ...” rules to classify test records. A

training set is used to create a sequence of rules. A rule takes the form

Antecedent ==> Consequent (2.1)

The antecedent (precondition) contains a conjunction of comparisons involving attributes
and their corresponding values. The consequent is a single statement representing the

predicted class. Formally, a rule is structured as follows::

(A1 op v1) A (A2 0p v2) A ... (Ay Opp v,) ==> class = y; (2.2)

where

e A, is an attribute name,

v; is the value of an attribute, and

e op, is a comparison (logical) operator belonging to the set {=, #, <, >, <, > },

y; is a class label.

Figure 2.4 shows the classification rules generated by the WEKA-based JRIP classifier.
JRIP is based on the RIPPER (Repeated Incremental Pruning to Produce Error Re-
duction) algorithm proposed by (Cohen, 1995). The rules in this example can be used

by the JRIP classifier to classify a record with an unknown class label.

JRIF rules:

{APS <= 40) and (FUNDING STATUS = F) => QUTCOME=Ql (68.0/27.0)

{APS <= 48) and (MAT >= 80) and (APS <= 41) => OUTCOME=0Ql (47.0/19.0)

{PSC <= 66) and (FUNDING_STATUS = WF) and (ENA <= =1) => QUTCOME=(Q1 ({76.0/33.0)
=> QUTCOME=(Q {1204.0/493.0)

Humber of Rules : 4

FIGURE 2.4: Outcome classification Rule Set

A rule covers a given record if the record’s attribute values match the rule’s pre-
condition. Whenever a rule covers a given record, it is said that the rule is fired or
triggered. To illustrate the idea, suppose we want to classify the test records shown in
Table 2.1, using the first rule (Rule 1) in Figure 2.4.
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TABLE 2.1: Test records for Outcome Classification

Funding | APS | MAT | PSC | ENA | ENB
Status
F 40.0 81.0 74.0 | -1.0 69.0
NF 44.0 83.0 76.0 | 68.0 -1.0

e Rule 1 covers the first record since its precondition is satisfied by the record’s

attributes.

e Rule 1 does not cover the second record, which represents a non-funded (NF)

student whose APS is greater than 40. This violates the precondition of Rule 1.

Metrics such as coverage and accuracy are often used to evaluate the quality of classifi-
cation rules. Suppose D represents a training set and A the number of records covered
by a rule, and B, is the number of records with class label ¢, which are covered by the

rule. For a rule r, we define its coverage and accuracy as follows:

]IS

Coverage(r) =

Accuracy(r) = (2.4)

| &

Looking at Figure 2.4 we notice that a classification model consists of several rules. To
classify a test record, the rule triggered by the record is used to classify it. If the rules
are are ordered, based on decreasing order of priority, a test record is assigned the class
of the rule located at the top of the list. On the other hand, if the rules are unordered all
the rules that match the test record are fired. The class of the record is then determined
through a voting mechanism involving the predicted classes. A default rule is used to
cater for training records which the existing rules do not cover. The default rule has no

antecedent and is situated at the end of a rule list. For example the rule
==> OUTCOME = Q
in Figure 2.4 is a default rule, which is executed after all other rules have been executed

and found to be false. In this study, we used the WEKA toolkit’s JRIP classifier to
classify the records of first year STEM students.
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Nearest-Neighbour Classification

We refer to the decision tree and rule-based classifiers discussed earlier as eager learners.
Given a training set of records, these classifiers first create a classification model, which
is used thereafter to classify unseen records. In contrast to this approach, some classifiers
do not immediately create a model from the training set. Instead, the model creation
process is delayed until the last moment, when the model is presented with a test record
to classify. Classifiers that adopt this strategy are known as lazy learners. To classify
a test record, a distance measure is used to determine its proximity to the training
set records stored in memory. The class of the training set record closest to the test
record is used as the class of the test record. This approach to classification is known

as nearest-neighbour classification.

In some cases, more than one nearest neighbour is used to classify a test record, by as-
signing it the majority class of the nearest k neighbours. This is the k-nearest-neighbour
(kNN) classification method. The following pseudo-code algorithm summarizes the kNN
algorithm for classifying a test record (Du, 2010).

algorithm k-Nearest-Neighbour(Tr: training set; k: integer; var: data record)
begin
for each training example t in Tr do
calculate distance (t,r) upon descriptive attributes
endfor;
Select into D k nearest neighbours of r according to their distances to r;
r.Class := majority class in D

end;

The algorithm starts, inside the for loop, by computing the distance between the test
record (r) and each of the training set records (t). Thereafter, the algorithm selects
the nearest k neighbours of the test record. Using the majority voting principle, the
algorithm ends by assigning the majority class of the nearest k neighbours as the class of
the test record. In this study, the IBk nearest-neighbour algorithm was used to predict
academic performance, with the Wits minimum admission requirement subjects being

used as predictor attributes. The algorithm uses the Euclidean distance metric.

Bayesian Classification

In a number of situations, it is not possible to determine with certainty the class to

which a record belongs. To deal with this uncertainty a classification approach is re-

quired which models the relationships between a set of attributes and a class variable.
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The Bayesian classifier is suitable for this purpose. Bayes’ theorem is the basis of
Bayesian classification. Suppose that A and B are random variables, and that each has
a value associated with a random event. We begin by defining the joint and conditional
probabilities of A and B.

e The joint probability of A and B, namely P(A=a, B=b) is the probability that

variable A will take a as its value and that variable B will take b as its value.

e The conditional probability P(B=b | A=a) is the probability that B will have value
b given that A has taken the value a.

For the two variables, A and B, Equation 2.5 shows the relationship between their joint

and conditional variables.

P(A, B) = P(B|A) x P(A) = P(A|B) * P(B) (2.5)

From the last two expressions in Equation 2.5 we obtain Equation 2.6, a formula known

as Bayes’ theorem.

P(A|B)P(B)

(2.6)
Bayes’ theorem states that the posterior probability of B given A, namely P(B|A), can
be obtained using the prior probability of B, P(B). The theorem can also be used for clas-
sification purposes. Let B represent a class attribute and A denote a set of descriptive
attributes. P(A|B) is the class-conditional probability, P(B) the prior probability of
the class and P(A) is the probability of the evidence record being classified. Using these

probabilities and the evidence record, we express the posterior probability as follows:

P(A[B)P(B)

P(BIA) = =750

(2.7)
We want to predict the likelihood that a record A belongs to a certain class. For the
different classes posterior probabilities ( P(b1|A), P(b2|A), ..., P(b,|A) ) are computed
and compared. Using the computed likelihood values, the class of a test record is deter-
mined. This is the class for which the likelihood value is the highest. In this study we
used the Naive Bayes classifier to predict the overall result of first year STEM students

in our faculty.
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2.5.2 Prediction

In data mining, prediction is used to predict a future state (Jindal and Borah, 2013).
The type of data determines the prediction technique that should be used. Classifi-
cation techniques are often used to predict categorical or discrete outcomes. Numeric
prediction involves the prediction of continuous (or ordered) values. Regression is the
most widely used approach for predicting numeric values. Regression analysis relates
at least one independent variable to a single, continuous dependent variable. Regres-
sion analysis is used to predict the value of the dependent variable from one or more
independent variables. When all the independent variables are continuous, regression
analysis is preferred as the most suitable prediction technique. In most cases, the linear
regression technique is used for prediction purposes. In this subsection, the following
linear regression techniques are discussed: straight-line and multiple linear regression

analysis.

Straight-Line Regression Analysis

In this type of analysis the response variable is predicted from a single predictor variable.
In this, the simplest form of regression, the response variable (y) is modeled as a linear
function of the predictor variable, x. Equation 2.8 shows the linear relationship between

the two variables, x and y.

y=bo+bix (2.8)

where

y is the predicted value of the response variable,

bo is the y-intercept of the regression line,

by is the slope of the regression line,

bo and b1 are regression coefficients.

In data mining a model is created during the training stage from a set of records which
make up the training set. The model is then applied against test records to predict the

numerical values of the response variable.
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Multiple Linear Regression Analysis

Multiple linear regression involves more than one predictor variable. In multiple linear
regression a response variable, say v, is expressed in terms of two or more independent
variables. Equation 2.9 shows the relationship between y and the two independent

variables, 1 and xo.

Y = wy + wi1T] + woTs (2.9)

where

e vy is the predicted value of the response variable,
e wj is the y-intercept of the regression line,
e wi and wy are slopes of the regression line,

e wy, w1 and wy are regression coefficients.

During the model building stage a coefficient is computed for each predictor variable
in the model. As in straight-line (simple) linear regression, the coefficient indicates
the influence of its related predictor on the response variable. In this study, we used
the LinearRegression function in the WEKA toolkit to determine the overall academic
achievement of Computer Science I students, using two first-semester Computer Science

I courses.

2.5.3 Cluster Analysis

Clustering refers to the process in which objects are partitioned into groups, also known
as clusters, consisting of objects that are similar. A cluster contains similar objects,
which are not similar to objects located in other clusters (Agarwal et al., 2012), (Larose,
2014). Clustering methods use similarity metrics to determine the extent to which
objects are similar or dissimilar to each other. Some of the measures generally used to
determine object similarity include Fuclidean Distance, Manhattan Distance and Cosine
Similarity. Objects that are closer to each other are grouped together to form a cluster.
The Euclidean Distance is the most popular similarity metric. It is computed as follows
(Equation 2.10):

D(z, ;) = \/Z(l'zk — zji)? (2.10)
K
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where

® I; =x1,x2,...,x are the k attribute values of the first object

® I; =x1,T2,...,x are the k attribute values of the second object

An example of object clustering is illustrated in Figure 2.5 (Weiss and Davison, 2010).

There are three distinct clusters. Dashed lines are used to indicate the cluster bound-
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FIGURE 2.5: Object Clusters ((Weiss and Davison, 2010))

There are different types of clustering techniques. Examples include hierarchical and
non-hierarchical (flat or partitioned) clustering techniques (Hegland, 2001). Hierarchical
clustering creates multiple levels of clusters, organized in the form of a tree in which
each cluster (node) is created from sub-clusters (child nodes). All the objects in the
cluster are located at the root of the tree. In the case of non-hierarchical clustering, the
entire dataset is partitioned into a single level. To create clusters hierarchical clustering
algorithms use either agglomerative or divisive methods (Weiss and Davison, 2010).
Initially, an agglomerative algorithm places each record or object in its own cluster. At
each iteration, similar cluster pairs are merged to form a new cluster. At each step the
number of clusters is decreased by one. The process ends when a stopping criterion is
reached and a single large cluster has been formed. Divisive algorithms, on the other
hand, start with all the records in a single cluster. Thereafter, dissimilar records are
identified and placed into new clusters. The iterative splitting process stops when the
terminating criterion is reached, at which point each record will have been placed in its

own cluster.
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Figure 2.6 shows one of several ways in which clustering techniques can be categorized.

Clustering Methods

Partitional Methods Hierarchical Methods | | Densisty-based Methods

—— ——

k-means k-medoids DBESCAN OPTICS

Bottom-up Top-down

FIGURE 2.6: Types of Clustering Methods ((Chaudhari and Parikh, 2012))

One of the objectives of this study was to determine the role and influence of first
year BSc. students’ characteristics on their academic achievement. We found cluster
analysis to be a suitable approach in achieving this objective. The k-means algorithm
is a popular and frequently used non-hierarchical clustering algorithms. The algorithm
has been used in several educational contexts. For example, to predict student results,
(Bhise et al., 2013) applied the algorithm on a database of student records. (Ajith
et al., 2013) grouped students according to different behaviors, using factors such as
academic performance, punctuality and demographic characteristics. In this study, we
used WEKA-based k-means algorithm to generate and analyze several clusters, based

on the characteristics of first year STEM students in our faculty.

The following is a simplified description of the k-means algorithm we used in this study
((Tan et al., 2006), (Han et al., 2011)):

Algorithm: K-means
1:Choose a value of k (the number of clusters the data will be partitioned into)
2:Randomly select k records. Use them as cluster centroids
3:Assign each of the records to the nearest cluster centroid
4:Recalculate the centroids of the k clusters

5:Repeat steps 3 and 4 until the centroids no longer move

In a number of fields cluster analysis is used in different applications to extract informa-
tion about objects of interest. The fields include biology, where cluster analysis has been
used to identify groups of genes that perform similar functions (Tan et al., 2006). In
medicine, clustering can be used to identify groups of patients who show similar symp-

toms. In marketing, clustering can be used to identify clusters of customers with similar
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purchasing behavior. Other fields where clustering techniques are frequently used in-
clude auditing, crime analysis and information retrieval. In Educational Data Mining,
more work involving cluster analysis needs to be done, to leverage and extract useful

information from the data higher education institutions collect about their students.

2.5.4 Association Rule Mining (ARM)

The purpose of association analysis is the discovery of significant patterns and rela-
tionships in datasets (Romero and Ventura, 2013). Association rule mining discovers
frequently used data items by identifying patterns associated with related events (Bham-
bri, 2011). The discovered relationships are expressed using association rules. Generally,

a rule is represented as follows:
X=Y

where X and Y are referred to as itemsets. An itemset is a non-empty set containing one
or more items. The itemset X is the antecedent and the itemset Y is the consequent of
the rule. In order to avoid extracting associations between the same items, a necessary

constraint is that both X and Y should not contain common items (Du, 2010).

Suppose that D is a transaction database, in which 7' is the set of all transactions, where
T= {t1, t2, ...,ty}. To determine how strong an association rule is, the support (s) and
confidence (c) measures are used. Given the rule X = Y, its support is the percentage
of transactions containing X or Y. The support measure is defined in Equation 2.11, as

follows:

o(XUY)

s(X—=Y)= ~

(2.11)
where N is the total number of transactions in D . The confidence measure is the
percentage of transactions containing items in X that also contain items in Y. This

metric is defined in Equation 2.12, as follows:

XUY)

_ ol
X +Y) =20 (2.12)

The following steps are followed in obtaining rules from a given transaction database
(Du, 2010), (Larose, 2014):
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1. Find all itemsets from the transaction database whose support satisfies the mini-

mum support threshold. These are called frequent itemsets.

2. From the frequent itemsets, generate association rules whose confidence meets the

minimum confidence threshold requirement. These are called strong rules.

We used the Apriori algorithm to generate several rules and obtain information from the
historical dataset of first time first year STEM students in our faculty. The algorithm
uses the two steps described earlier to generate frequent itemsets and to extract high-

confidence rules from them.

2.5.5 Statistical Analysis

This study used different statistical analysis techniques to analyse some of the first year
STEM datasets obtained from the AISU. In this study we used the following statistical
analysis techniques in the different experiments we performed to analyze our datasets:

correlation analysis, independent samples T-test and analysis of variance.

Correlation Analysis

Correlation analysis is one of several statistical analysis techniques that is used to explore
relationships among data variables (Zou et al., 2003). Correlation analysis is often used
to address questions involving relationships between two variables (e.g., x and y). For
example, we might want to know whether the Admission Point Score (y) varies as a
function of the NSC Grade 12 Mathematics score (x). The degree of the relationship
between two variables, say x and y, is determined by the correlation coefficient (r). Its

value ranges between -1 and 1.

The Pearson product-moment correlation coefficient (r) is a frequently used measure.

Equation 2.13 shows how this coeflicient is computed between x and y.

B W (Gl ) )
v Vi@ — )23 (yi — 9)? (2.13)

where

e T is the sample mean of variable z,
e § is the sample mean of variable y and

e 1 =1,2,...,n

Y
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The contents of Table 2.2 can be used to interpret the result of a correlation analysis

experiment.

TABLE 2.2: Meaning of Correlation Coefficient Values (Dancey and Reidy, 2008)

’ Coefficient (r) ‘ Strength ‘

0 Zero
<0.1-0.3 Weak
0.4-0.6 Moderate
0.7-0.9 Strong

Independent Samples T-test

The T-test is a frequently used statistical analysis test for comparing samples (Rojewski
et al., 2012), (Kim, 2015). The test compares the means of two independent samples.
One of the reasons for choosing to use the T-test in this study is its robustness to
violations of some of its assumptions. For example, the test can be used to analyse
skewed data, despite the assumption that the data should be normally distributed. In
one of our experiments, the test was used to analyse the NSC grade 12 records belonging
to two groups of first year STEM students. The aim was to determine whether the
Admission Point Score obtained by English Home Language (ENA) students differed
significantly from that obtained by English First Additional Language (ENB) students.

A T-test compares the means of two populations. The mean values are used to test two
hypotheses, namely the Null Hypothesis (Hg) and Alternative Hypothesis (Hy), which

are stated as follows:

Hy: The sample means do not differ from each other.

Hi: The sample means differ from each other.

When conducting a two-sample T-test, two test statistics (t-statistics) are calculated.
In the first calculation the variances of the groups being compared are assumed to be
equal. In the second calculation the variances are assumed not to be equal. When
testing whether the sample variances are equal and the p-value obtained is less than the
significance level of 0.05, the hypothesis that the variances are equal is rejected. Instead,
the test statistic regarding unequal variances is used. For a large p-value the t-statistic

for equal variances is used.
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To conduct a statistical test, the following general steps are followed:

1. The null and alternative hypotheses are stated.
2. Test the null hypothesis by performing the relevant statistical test.

3. Interpret the result of the test and, using a decision criterion, decide whether the

null hypothesis should be accepted or rejected.

Analysis of Variance (ANOVA)

Similar to the T-test, the ANOVA technique is also used to compare sample means.
However, unlike the T-test, which compares only two means, ANOVA can be used
to determine the difference between two or more means (Rojewski et al., 2012). We
differentiate between two types of ANOVA, namely One-Way ANOVA and factorial
ANOVA. In one-way ANOVA only one categorical independent variable is used, which
consists of two or more levels. There is only one numerical dependent variable. The one-
way ANOVA technique is based on the following assumptions: the sample populations
are normally distributed, the populations have the same variance and the observations

are independent.

Whereas in one-way ANOVA a single independent variable is used, factorial ANOVA in-
volves two or more independent variables. In two-way ANOVA the relationship involves

a dependent variable and two independent variables.

There are two ways of labeling factorial designs. They can be labeled using the number
of factors involved. If two factors are used, we refer to the design as a two-way factorial
design, and with three factors we have a three-way factorial design, and so on. Another
method is to label a factorial using the number of levels of each factor. For example,
suppose there is a study involving two factors, Gender and Race. The Gender factor
has two levels (Male, Female) and the Race factor has five levels (African, Chinese,
Coloured, Indian, White). Since there are two levels of Gender and five levels of Race,
the design would be referred to as 2x5 factorial design. In this study, two-way ANOVA

factorial designs were used to investigate the following;:

1. The relationship between the quantitative Admission Point Score (APS) and two

qualitative variables, namely Gender and Race, and

2. The relationship between the quantitative Admission Point Score (APS) and two

qualitative variables, namely Funding Status and Race.
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Figure 2.7 summarizes the process involved in deciding which statistical test to perform

based on the following information: number of samples, whether samples are dependent

or independent, and the nature of the variance (equal or unequal).

More than two groups

Hy p=p=4

One _— ANOVA
sample? (F-test) df, =1-1
df, =N —t
Dependent? Independent
Unequal
h 4
: Independent Independent sample
Dm%ﬁggzple Pa'r??tzgf] ple sample T-test T-test
(Pooled variance) (Approximation of d.f.)
H,:u=c H,:u,=0 H, p,—p,=0 Hy g —p,=0
df =n—1 df =n—1 df =n +n,-2 df = approximated

FIGURE 2.7: Sample T-test and ANOVA (Park, 2009)

In this study we used the following statistical analysis tests: independent sample T-test

(unequal variance) and two-way ANOVA.
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2.6 Related Work

This section provides a detailed review and discussion of the literature related to this
study. It was deemed more convenient to organize the literature into different topics
(themes), each focusing on the specific question this study sought to answer. These
topics are discussed in different subsections, as follows. In Subsection 2.6.1, we discuss
the literature on students’ ethnic background and gender, and the relationship of these
two factors to academic performance. The review includes studies focusing on the ethnic
and gender characteristics of students enrolled in the Science, Technology, Engineering
and Mathematics (STEM) disciplines. The majority of universities in South Africa use
English as the language of teaching. This situation seemingly places students whose
home language is English at a certain academic advantage. On the other hand, for most
students, English is their second language. Some of them, due to their lack of proficiency
in English, may find it difficult to cope in their studies. To look in some depth at the issue
regarding English as the language of teaching, the review and discussion of the literature
in Subsection 2.6.2 focuses on the connection between English language proficiency and

academic achievement.

Given the influence and contribution of course selection on academic success or failure,
in Subsection 2.6.3, the literature on this important topic is discussed. We also look
at studies focusing primarily on students’ selection of STEM courses and how these
choices relate to academic performance. In Subsection 2.6.4, there is a discussion on the
literature on the prior computer programming experience of pre-university students and
whether such experience offers any academic benefits for students enrolled in computer-
related disciplines, where computer programming plays a pivotal role. Subsection 2.6.5
reviews the literature on pre-university admission criteria and their possible impact on
academic success or failure. Student funding provides access to higher education to
deserving and capable students from deprived economic and social backgrounds. The
review of the literature in Subsection 2.6.6 focuses on student funding and its relationship
with other factors, such as academic performance. Finally, Subsection 2.6.7 discusses
the literature on Mathematics and its impact on academic achievement in STEM-based

disciplines.
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2.6.1 Ethnic Background, Gender and Academic Performance

In a number of studies, students’ ethnic background and gender have been investigated
to determine, among other things, their effect on academic performance. For exam-
ple (Crisp et al., 2009)’s study, conducted at an Hispanic Serving Institution (HSI) in
America, investigated the impact of demographic and other factors in undergraduate stu-
dents’ decision to obtain a STEM qualification. The study involved 1925 Hispanic and
White students who obtained degrees during the period 2006-2008. Several differences,
some significant, were found between Hispanic and White students. Amongst some of
the findings, Hispanic students, compared to their White counterparts, obtained lower
Scholastic Assessment Test (SAT) scores in Mathematics. They also obtained lower

Grade Point Average (GPA) scores in their first semester of college.

In (Crisp et al., 2009)’s study, female students were not as likely as their male counter-
parts to declare a STEM major, convert to a STEM major, and obtain a STEM degree.
In (Thiele et al., 2016)’s study, the purpose was to investigate academic and socio-
demographic factors, to determine their influence as predictors of academic performance
and degree attainment. The study involved 5369 records belonging to full-time students
who had successfully completed their three-year degree programmes. Factors of interest
included gender, ethnicity and academic performance. Similar to (Crisp et al., 2009)’s
findings, students from minority ethnic groups, in this case Black and Asian students,
were outperformed by White students. White students outperformed their Black and
Asian peers, who were most likely to perform at the lower second (2.2), or even a lower
degree category. Apart from entering university having the lowest points Black students,

after Asian students, obtained the lowest average scores.

In their review of several studies, (Miller-Cotto and Byrnes, 2016) investigated ethnic
racial identity (ERI) and its association with academic achievement. There is a dif-
ferent view amongst researchers regarding the nature of this relationship. Some believe
that the correlation between ERI and academic achievement should be positive, whereas
others expect this relationship to be negative. Yet another view is that this relation-
ship depends on the ethnic background and the context in which the participants find
themselves. (Miller-Cotto and Byrnes, 2016) found the correlation between ERI and

academic achievement to be small, positive and significant.

The longitudinal study by (Frederickson and Petrides, 2008) examined the academic
achievement of secondary school students from different ethnic and gender backgrounds.
The study analyzed questionnaires belonging to 517 male and female students, mostly
from Black, White and Pakistani backgrounds. The students came from urban, subur-
ban and rural areas and were selected from grammar and modern secondary schools.

The following factors were investigated: ethnicity, socio-economic status (SES), Verbal
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Reasoning Test (VRT), Key Stage 3 (KS3) and General Certificate of Secondary Edu-
cation (GCSE) results. Regarding the KS3 factor, boys significantly outperformed girls
in Mathematics and Science. At the GCSE level, girls significantly outperformed boys
in English. Regarding the socio-economic status factor, high SES pupils significantly
outperformed low SES pupils in all respects (VRT, KS3 and GCSE). The Analysis of
Variance (ANOVA) results showed White pupils to be performing significantly better in
all respects (VRT, KS3 and GCSE), compared to their Black and Pakistani counterparts
from poor backgrounds, who enter university having lower GCSE scores. Similarly in
(Thiele et al., 2016) students from low socio-economic backgrounds, mostly Black, en-

tered university having the lowest points.

In their study (Sommerville and Singaram, 2018) investigated the magnitude and extent
to which non-cognitive demographic factors influence medical students’ academic per-
formance. This mixed methods study involved a cohort of 202 students whose academic
progress was tracked over a period of five years, starting from year one. The study used
student marks collected over a five-year period. Interviews were also conducted involv-
ing some lecturers and third year students. The analysis of student marks involved such
factors as race, language, sex, age, and financial support. The marks were analyzed
using the following statistical analysis tests: T-test, ANOVA and regression analysis.
There was significant difference in performance amongst Black, Coloured, Indian and
White students, particularly between Black and Indian students. According to (Som-
merville and Singaram, 2018), the differences could be due to the unequal distribution of
funding towards primary and secondary schools attended by the different ethnic groups.
Similarly, the study by (Thiele et al., 2016) found students’ ethnic background to be

significantly related to academic performance.

On the question of gender, (Sommerville and Singaram, 2018) found an insignificant gen-
der difference in terms of academic performance. However, according to the academics
who were interviewed in this study, their view was that female students were more dili-
gent, emotionally mature, organized and less risky. Contrary to (Sommerville and Sin-
garam, 2018)’s finding, (Thiele et al., 2016) found a significant difference between gender
and academic achievement, both at high school and university levels. (Sommerville and
Singaram, 2018) also found that language and financial aid had a significant influence on
academic performance. English first language speakers obtained better marks compared
to students from other language groups. Regarding financial aid status, students on
merit bursaries significantly outperformed non-funded and NSFAS-funded students, the

latter also being significantly outperformed by non-funded students.
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2.6.2 English Language Proficiency and Academic Performance

In South African tertiary institutions, English is used as the language of instruction.
However, most of the students who constitute the majority in our universities are not
English first language speakers. They come from different language backgrounds. Their
retention and success rates may be hampered by their lack of English language profi-
ciency, which is necessary for understanding lecture content and reading material. Nu-
merous studies have investigated the connection between English as a teaching language

and academic achievement.

In (Manson, 2015), the purpose was to investigate the English language proficiency of
first year nursing students and their academic achievement. The study investigated sev-
eral issues, such as factors influencing English proficiency, students’ self-opinion of their
English proficiency, the relationship between high school language results and academic
achievement, as well as the success rate at the end of the first year of study. Statistical
and regression analysis techniques were used to perform significance tests and to predict
academic performance. Positive and significant relationships were discovered between
matriculation English and some of the factors under study. For example, attending a
rural primary school was significantly related to performance in high school English.
Compared to students from urban primary schools, attending a rural primary school
was associated with significantly lower high school English scores. Having access to a
computer resulted in a significantly better performance in English compared to having
no access to a computer. Students from a more privileged socio-economic background
obtained higher matriculation English scores. Perhaps not surprisingly, the matricu-
lation English marks obtained by English home language speakers were significantly
higher compared to those obtained by students from other language backgrounds. Nurs-
ing students who entered university with higher matriculation English scores achieved
better first year results. In a similar study (Sommerville and Singaram, 2018), English
first-language students performed significantly better in tests, conducted over a five-year

period, than English second-language students.

(Dlomo et al., 2011)’s study examined several factors to determine their influence on first
year students’ achievement in an economics course. Several important findings emerged
from (Dlomo et al., 2011)’s study. Students who obtained high scores (A or B) in the
high school English Home Language subject also performed better in their first year
economics examination. Similarly, in (Manson, 2015) found that success amongst first

year nursing students was associated with high matriculation English scores.

Contrary to (Dlomo et al., 2011) and (Manson, 2015)’s findings, (Van Rooy and Coetzee-

Van Rooy, 2015) did not find matriculation language scores to be adequate predictors of

success amongst university students. Even though positive and significant correlations

were found between the NSC’s English First Additional Language (EFAL) subject and
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average performance in the first, second and third years, these correlations were very
weak, leading the authors to conclude that performance in EFAL could not be relied
upon to predict overall success at university. Instead, the academic literacy support
modules taught during the first and second semesters were better predictors of success

in the first and second years of study.

In line with studies conducted by (Manson, 2015), (Dlomo et al., 2011) and (Van Rooy
and Coetzee-Van Rooy, 2015), the study by (Marnewick, 2012) investigated the associ-
ation between high school marks and the marks obtained in the first year modules of
Information and Communication Technology (ICT) students. Regarding the association
between the English score and the scores obtained in first year modules, only two out
of 15 modules correlated positively and significantly with English. Given the weakness
of these correlations, (Marnewick, 2012) concluded that the results were not significant
enough to consider using high school English as a predictor of academic achievement in
first year ICT modules. Similarly, from their results (Van Rooy and Coetzee-Van Rooy,
2015) concluded that high school English scores were not reliable predictors of academic

performance at tertiary level.

The study by (Schoer et al., 2015) used the English Home Language (EHL) and English
First Additional Language (EFAL) scores of 759 first year Bachelor of Education (BEd)
students to determine, among other things, their academic language competence. Several
findings emerged from this study. Despite the fact that more EFAL students had low
Admission Point Scores (APS) on entry, compared to EHL students, the NSC English
scores of the two groups were not significantly different. According to (Schoer et al.,
2015), this finding does not mean that between the two groups, significant differences in
language competencies do not exist. In their opinion the NBT AL component seems, for
a number of reasons, to be a better instrument for identifying and determining students’

language competency problems.
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2.6.3 Course Selection

Academic performance in high school STEM subjects can serve as a good indicator of
academic performance in STEM-based disciplines at university. For high school students
to enhance their chances of success at university, it is important for them to select
“potentially successful” STEM subjects in their high school curriculum. For students
to experience a much easier transition towards successful studies in STEM disciplines
at university, in high school they need to select subjects which are most likely to ensure
their success in first year STEM disciplines. Different techniques such as feature selection
and multiple linear regression can be used to identify STEM subjects which contribute
the most towards academic performance. The purpose of feature selection is to select
relevant attributes by removing redundant or irrelevant features from a set of input

features or attributes.

There are several studies in which feature selection methods have been used. For instance
in their study, which was to was to determine the effectiveness of different machine
learning algorithms in predicting academic performance, (Velmurugan and Anuradha,
2016) used different feature selection techniques. Their educational dataset contained 21
attributes, which included gender, high school grades, medium of instruction, parents’
educational qualifications and field of study. Experiments were conducted using six
classification algorithms (J48, NaiveBayes, BayesNet, IBK, OneR and JRip) and four
feature selection techniques (CfsSubset, Chi-Squared, Information Gain and Relief).
There were several findings from (Velmurugan and Anuradha, 2016)’s study. The average
F-measure, computed using the F-measures of the six the data mining algorithms, was
the highest for the CfsSubset feature selection technique, with seven attributes being
used. When all 21 attributes were used, in the absence of feature selection, the average
F-Measure was the lowest. In this case the algorithms were less effective in predicting
academic performance compared to when feature selection techniques were incorporated.
Overall, the CfsSubset technique outperformed the other three techniques. The IBK
algorithm, combined with the CfsSubset feature selection technique, performed better

than all the other algorithms, achieving the highest accuracy of 99.68%.

A study similar to (Velmurugan and Anuradha, 2016)’s was conducted by (Kavitha
et al., 2012), who used six feature selection techniques and three machine learning algo-
rithms to determine the algorithms’ classification accuracy. The study used 34 features,
obtained from a questionnaire, to predict student performance. As in (Velmurugan and
Anuradha, 2016), the F1-Measure was used by (Kavitha et al., 2012) to determine the
effectiveness of the feature selection algorithms in selecting the best feature subsets.
Using 14 attributes, the Relief algorithm outperformed the other feature selection tech-
niques by obtaining the highest F1 value. (Punlumjeak and Rachburee, 2015) used 6882

first year student records in their study, to predict academic performance. The study

46



used four feature selection techniques and four data mining algorithms. From the fea-
ture selection experiments, 10 relevant features were identified, and were thereafter used
with each of the four data mining algorithms to predict academic achievement amongst
first year engineering students. The Minimum Redundancy and Maximum Relevance
feature selection method, used in combination with the k-Nearest neighbour algorithm,
yielded the highest accuracy result. Based on their findings, (Punlumjeak and Rachbu-
ree, 2015) are of the view that their model can be used by students and stakeholders
for academic planning and management purposes. Some of the research where feature
selection methods have been used in predicting students’ academic achievement include
(Rahman et al., 2017) and (Zaffar et al., 2018).

Not many studies have used the multiple linear regression (MLR) technique to address
the feature selection problem. In a recent study, (()rkcii, 2013) combined genetic al-
gorithm (GA) and simulated annealing (SA) techniques to show that an alternative
feature selection technique can be used in MLR analysis to obtain a minimal subset of
relevant dataset features. Using real and simulation data, (Orkcﬁ, 2013)’s hybrid fea-
ture selection technique outperformed traditional feature selection techniques. In their
study (Yang et al., 2018) the MLR method was used to investigate its suitability in
predicting academic achievement by first year students in a calculus course. The study’s
results highlighted the benefit of combining the MLR and Principal Component Analy-
sis techniques. From the regression model’s goodness-of-fit and residual analysis results,
(Yang et al., 2018) concluded that MLR could be used as an indicator of students’ aca-
demic achievement. The study also found the predictive performance of MLR and PCA
together to be higher compared to MLR being used on its own.

In their study, (El Aissaoui et al., 2019) created a model from MLR and feature selection
methods, which they used for predicting student performance. From the variables that
were used in this study, the MLR model obtained using the MARS feature selection
method, some of the predictor variables that were identified as having the most influence
on the students’ final grade include the mother’s education level, age and romantic

involvement.

Apart from the need to know how students will perform in their chosen courses, it may
also be necessary to look at some of the factors students consider to make their sub-
ject choices. (Babad, 2001) used a questionnaire to obtain student responses regarding
their choice of elective courses. The results from a random sample of 655 upper under-
graduates from mixed departments showed that in making their first course selections,
students considered several factors such as the standard of the course, the standard of
teaching, the potential for acquiring knowledge, and so on. On the other hand, other
courses were selected because they were comfortable and easy. In another study, (Palmer

et al., 2017) surveyed students to learn about some of the factors they took into account
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when selecting their subjects. In making their subject choices, the most important fac-
tors considered by the students include increased enjoyment, interest and awareness of

their academic abilities in the sciences.

Course selection, particularly in STEM disciplines, is also impacted by other factors, such
as student gender. In order for our society and the economy to meet current and future
challenges, STEM-related disciplines and professions are essential. Currently, there is
low participation amongst females, locally and globally, in STEM-related disciplines and
professions (Piatek-Jimenez et al., 2018), (He et al., 2020). Several studies have looked
into some of the factors responsible for female under-representation in STEM disciplines.
For instance, (Wang and Degol, 2017) highlighted several factors to explain female under-
representation in STEM disciplines. These include values based on lifestyle, occupational
choices and gender-based opinions. (Bge et al., 2011) investigated the relationship and
participation of young learners in STEM-based courses. Similar to (Wang and Degol,
2017)’s finding, female students in (Bge et al., 2011)’s study were under-represented in
university STEM subjects. However, their numbers were much higher in the life sciences
and health sciences. Amongst some of the issues raised by (Bge et al., 2011), was the
interest shown by students in STEM subjects. Interest in science and mathematics
was somewhat low and declined as the students progressed through school. In order
to improve student participation in STEM subjects, the authors suggest, among other
things, the following: increasing interest and enjoyment in STEM subjects, teaching and
presenting STEM subjects and studies in a way that acknowledges students’ identities,
having study group and organized homework sessions to increase, in particular and

young female learners’ expectations of positive outcomes.

(Kaleva et al., 2019)’s study raises issues similar to (Bge et al., 2011) and (Wang and De-
gol, 2017) to explain low participation by female students in STEM disciplines, regarding
in this instance the choice between basic and advanced mathematics. The reasons ad-
vanced by female students for not selecting advanced mathematics include lack of ability

and not being mathematically competent.

In another study, (Holmes et al., 2018) investigated factors associated with predicting
students’ affinity for careers in STEM fields. Several significant factors were identified
by the study, amongst which are the following: belonging to older student groups, being
highly cultured, having a previous record of excellence in reading and being good with
numbers. The study conducted by (Chen, 2013) over a period of six years (2003-2009)
was to investigate attrition from STEM disciplines by a cohort of students whose bachelor
degree studies began during the 2003-2004 academic year. Using a multinomial probit
(MNP) model, the study looked at how various factors were linked to attrition from
STEM disciplines. The author identified some of the factors responsible for increasing
the probability of switching from STEM to non-STEM fields. These include taking
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easier first year Mathematics courses and achieving poor results in STEM-related classes

compared to classes not involving STEM courses.

2.6.4 Prior Programming Experience

In our faculty first time first year students are able to choose their field of study from 14
options of the BSc. degree offered by the university. The following degree options are
available to students wishing to study Computer Science as a major subject: Bachelor
of Science in the field of Applied Computing and Bachelor of Science in the field of
Computing and Mathematics. Some of the subjects offered in these fields of study
involve extensive computer programming. Amongst the first year students who enroll
in these two fields of study, some will have learned how to write computer programs
at high school, by taking the NSC Information Technology (IT) subject. On the other
hand, some students will enroll in these two fields without having learned how to write
computer programs at high school. An interesting question therefore arises. Do first time
first year students with computer programming skills and experience achieve significantly
better results in first year Computer Science courses compared to their counterparts, who

lack prior computer programming experience?

Amongst educational researchers, there is a keen interest to determine whether a rela-
tionship exists between computer programming experience and academic achievement
in computer-related disciplines. There are a number of studies whose primary focus is
to investigate this relationship. (Byrne and Lyons, 2001) investigated the relationship
between students’ predictor attributes and achievement in the Programming and Log-
ical Methods first year course. Compared to male students, female students obtained
a higher average score in the programming course. However, the difference was not
significant. In (Wilcox and Lionelle, 2018), female students with prior programming ex-
perience outperformed their male counterparts. The result was, however, not significant.
The Science and Mathematics subjects were significantly correlated to the programming
examination score. The correlation between the programming examination score and

the foreign language and English subjects was not significant.

(Ayalew et al., 2018)’s study investigated several factors and their association with
academic achievement in a first year programming subject. Several findings emerged
from this study. The correlation between the mathematics and physics high school
subjects on the one hand, and the introductory programming course, on the other, was
significant. The high school chemistry and biology subjects did not correlate significantly
with the programming subjects. There was a significant gender difference amongst male
and female students in the programming course. Male students outperformed their

female counterparts. On the contrary, in the earlier study by (Byrne and Lyons, 2001),

49



female students achieved better results in the programming course, compared to male
students. However, the difference was not significant, a finding which (Bennedsen and

Caspersen, 2007) also made in their study.

It is expected that students with prior programming experience should perform bet-
ter at tertiary level in computer-related courses compared to their peers, who have no
programming experience. Contrary to expectation, (Ayalew et al., 2018) did not find
performance to be significant in the programming course between students with high
school programming experience and those lacking such experience. In (Barlow-Jones
et al., 2014) the Grade 12 computer scores were used to determine their association
with the results obtained in a programming subject. The study involved students in two
South African universities. The Grade 12 Computer Applications (CAT) scores were
moderately correlated to the final Software Development module scores. (Kori et al.,
2016) raise the important issue of the high dropout rate prevalent among higher educa-
tion Information and Communication Technology (ICT) students. These authors note
the fact that the low motivation amongst students could be the reason for them dropping
out of their studies in large numbers. According to (Kori et al., 2016), prior experience
in the ICT discipline may have an influence on higher education students’ motivation
and their academic results. In this study the weighted average grades of students with
previous programming skills differed significantly from the grades obtained by students
who lacked these skills. Students with programming skills considered their studies at
university to be easier compared to students who had not programmed before. The two

groups differed significantly in this regard.

Whilst prior computer programming skills may be associated with success in a first year
programming subject, some researchers are also interested in students’ performance be-
yond the first year. In (Holden and Weeden, 2003) students with prior programming
experience, obtained in first year, outperformed their inexperienced counterparts, by
obtaining a higher Grade Point Average (GPA) score. However, in a subsequent pro-
gramming course, there was no difference between the two groups of students. They
were performing at a similar level, obtaining the same average grades. In a similar study,
(Wilcox and Lionelle, 2018) investigated whether prior programming experience provided
any advantage towards student achievement in an introductory computer-related course
(CSI). Overall, experienced students performed significantly better in the programming
course compared to their inexperienced counterparts. In a subsequent Computer Science
course (CS2) the overall performance between the two categories of students was simi-
lar indicating, as in (Wilcox and Lionelle, 2018), that in subsequent Computer Science
courses the performance is no longer different between the two groups. Contrary to the
findings in (Holden and Weeden, 2003) and (Wilcox and Lionelle, 2018), (Tafliovich et al.,
2013) found that the performance gap in CS2 did not decrease, but increased between
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students with prior programming skills and their peers, who lacked prior programming

experience.

2.6.5 Pre-University Academic Performance

Students who wish to enroll at the Wits Faculty of Science for the first time, she or he
must satisfy the minimum requirements for acceptance to their chosen fields of study. For
example, a student wishing to enroll at the Wits Faculty of Science for the first time, she
or he must meet the minimum criteria for acceptance to the BSc. degree option of their
choice. To be accepted for a BSc. degree in the field of Actuarial Science, for example, a
student in the faculty must obtain at least 80% in each of the following National Senior
Certificate (NSC) subjects: Mathematics, Physical Sciences and English. An Admission
Point Score (APS) of at least 40 points is also required. Each one of the 14 BSc.
degree options in our faculty has specific minimum requirements for admission. Most
universities, locally and globally, follow a similar practice, requiring first time first year
students to satisfy certain admission criteria. An important question therefore arises.
Do the minimum requirements for admission to a particular field of study in our faculty

have any influence on the final result of first time first yea STEM students?

Numerous studies have focused on the contribution and relationship of first year ad-
mission criteria to academic performance. The study by (Jacobs et al., 2015) sought to
predict the first semester achievement of 479 first year Life Sciences students. The study
used three NSC Grade 12 STEM subjects and the NSC Grade 12 English subject. The
relationship between the four NSC subjects and the first year Life Sciences subject was

significant.

The National Benchmark Test (NBT) was introduced in South Africa to obtain a better
understanding of senior high school students’ academic abilities and preparedness for
university (Wilson-Strydom, 2012). Universities use NSC results to select and place
qualifying students into certificate, diploma and degree programmes. Some studies have
looked at whether the NBT, similar to the NSC, could be used for the purpose of placing
students in their first year degree. The study by (Van Walbeek et al., 2012) compared
the NBT and the NSC to determine which, between the two examinations, could best
predict academic success at university. Whilst the NSC results were found to be useful in
predicting first year performance, the same cannot be said about the NBT. The study’s
findings showed that unlike the NSC, the NBT could not be used to place prospective
first year students at university. Rather, (Van Walbeek et al., 2012) felt that the NBT
could be used to complement the NSC, for the admission and correct placement of low

performing applicants.
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(Venkatas et al., 2014) conducted an exploratory study to determine the relationship
involving Grade 12 NSC results (Mathematics, Physical Sciences and Life Sciences)
and academic achievement in the first year, Bachelor of Optometry (BOptom) degree.
Between the NSC scores and academic achievement in first year, there was no correlation,
leading (Venkatas et al., 2014) to conclude that the NSC results were not suited to the
task of predicting the academic success of first year students in the optometry degree
programme. In contrast with (Venkatas et al., 2014)’s study, (Van Walbeek et al., 2012)
on the other hand found that the same NSC subjects used by (Venkatas et al., 2014)

could be used as first year academic performance predictors.

In another study at a South African university, (Dlomo et al., 2011) conducted a survey
among first year Economics students, to determine their success rate, based on their lan-
guage background and work status. The results showed that part-time working students
and second language English speaking students were outperformed by first language
English speaking students and students who spent more time studying outside lectures.
Based on these findings, (Dlomo et al., 2011) recommend that universities adjust their
admission requirements, including providing additional academic support to vulnerable

students.

Several factors were investigated in (Blanchet, 2016)’s study to determine their influence
in predicting success among American college students. Demographic factors included
gender, race and socioeconomic status. Non-cognitive factors were also used, which in-
cluded, amongst others, academic engagement. The high school aggregate score was
the strongest predictor of achievement in the first semester, and retention to the second
semester. The selection tests were not suitable predictors of college academic achieve-
ment. Similarly, in the South African context, (Van Walbeek et al., 2012) found the
NBT to be an unsuitable selection test for entering first year university students. As in
(Van Walbeek et al., 2012), the results obtained by (Van Rooy and Coetzee-Van Rooy,
2015) at a South African university showed that Grade 12 NSC scores were suitable for
predicting successful academic achievement amongst first year students. However, this
result applied to cases involving low risk, high performing students. Where low perform-
ing, high risk students were concerned, their school marks had little predictive value,
and could not be considered as a suitable criterion for student admission and placement

in first year.
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2.6.6 Student Characteristics and Academic Performance

A number of studies have investigated student characteristics to determine, amongst
others, their effect on academic performance. Student characteristics include funding
status, age, gender, race and socio-economic status. Given the vast amounts of money
governments and other agencies spend on funding students through their studies, it is
also necessary in our context to take a closer look at the link between student funding
and student outcomes. The purpose of (Naidoo and McKay, 2018)’s exploratory study
was to discover the connection between student funding and academic achievement. The
students’ academic progress was followed for a duration of three years. Except for stu-
dents who received academic merit awards, student funding and academic achievement
(graduation) were not correlated. Based on their findings, (Naidoo and McKay, 2018)
recommend the need for further research to determine the type of first year student who
should be funded. The current funding model, which depends solely on the matriculation

results to decide whether or not funding should be provided, is simply not adequate.

Student retention is a topic of interest in many studies, such (Carpenter, 2013)’s, which
sought to determine the correlation between student funding and retention from year one
to year two. Students’ characteristics included the admission ACT score, gender, race
and expected family contribution. Several findings emerged from (Carpenter, 2013)’s
study. None of the different types of funding (equity, not equity and not awarded)
were significantly different in terms of their effect on student retention. The study
also showed that the time at which a financial aid application is submitted does not

significantly affect progression from the freshman to the sophomore year.

Other characteristics that have been found to have been discovered to influence academic
achievement include parents’ socioeconomic status and education. In (Azhar et al.,
2014), a questionnaire was administered to Masters students. The results showed that
students from a strong financial background perform better, compared to their counter-
parts from a weak financial background. The study also revealed that parental education
was a contributory factor towards academic performance. In their study (Adeyemo and
Kuyoro, 2013) used students’ attributes and previous academic achievement to achieve
several objectives. One of these was to identify students’ background factors which con-
tribute towards academic achievement in first year. Four out of the 14 attributes used in
the study were most influential in predicting academic performance in first year. These
were the Joint Admission and Matriculation Board (JAMB) score, age on entering first
year and parents’ occupation. In their study (Erdogdu and Erdogdu, 2015) made several
findings, which include the fact that academic performance is influenced by students’
individual attributes and their home background, as well as the fact that the school at-
tended and its location do not have any influence on academic performance. In contrast
with (Erdogdu and Erdogdu, 2015), who found that the type of school attended had no
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influence on academic performance, (Naidoo et al., 2014) found that students performed
in a significantly different manner, depending on the type of school they attended. Asin
(Azhar et al., 2014), (Erdogdu and Erdogdu, 2015) also found a significant relationship

between parental education and academic performance.

In (Erdem, 2013)’s study student characteristics were used, among other things, to inves-
tigate the association between student characteristics and academic achievement. The
study found the attributes of gender and city of origin not to be significantly related
to academic excellence. Other characteristics which had a significant relationship with
academic achievement included the educational status of the father, the high school at-
tended and attendance in class. In their study (Khan et al., 2013) identified the factors
responsible for students not completing their studies. These included lack of family
support, lack of commitment to study, time management and class participation. High
dropout rates were also indirectly linked to factors such as wrong subject choices and
changing affiliation within the system. In the South African context, (Sibanda et al.,
2015) identified some of the factors responsible for academic performance amongst sec-
ond year students. The following are some of the factors that were found to be associated
with academic failure amongst these students: lack of commitment and dedication, regu-
lar study, class attendance and completion of assignments. In a study conducted earlier,
(Khan et al., 2013) also identified lack of commitment to studies as one of the factors

responsible for students dropping out or failing.

Students’ expectations regarding their studies may not match the true situation they
find themselves in. In other words, there may be a mismatch between expectation and
actual experience. (Pather and Dorasamy, 2018) identified several factors responsible
for students not completing their studies, due to unmet expectations. For a number
of reasons, some of the students were dropping out of their studies. They were feeling
disconnected from the university, due to factors such as lack of social and academic
engagement, and lack of academic support. One of the recommendations of this study
was that universities needed to be more responsive to student experiences and expecta-
tions. This could be achieved by developing strategies to prepare and support students

in achieving successful outcomes.
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2.6.7 The Role and Influence of Mathematics in STEM Curricula

In our faculty first time first year students can choose from among 14 options of the
BSc. degree they would like to pursue. In 12 of these options the students must take
the compulsory Mathematics I major subject. In the remaining two options (Bachelor
of Science in Biological Sciences and Bachelor of Science in Natural Sciences) they must
take the less demanding Ancillary Mathematics and Statistics I course. Mathematics
therefore, in one form or another, is at the centre of all the BSc. degree offerings. In
other higher education institutions, local and international, Mathematics plays a similar,

pivotal role in their STEM curricula.

Educational researchers have studied and continue to study the impact of Mathematics
in students’ academic performance. The study by (Van der Westhuizen and Barlow-
Jones, 2015) investigated the use of high school Mathematics as a criterion for student
admission to programming courses. The dataset consisted of 393 records, belonging to
four cohorts of students who studied between 2012 and 2015. The authors discovered a
weak relationship between the Mathematics subject and programming modules. On the
other hand, a strong relationship was discovered between Mathematical Literacy and
the two programming modules, leading (Van der Westhuizen and Barlow-Jones, 2015)
to conclude that the Mathematics scores obtained in high school cannot be used as the

sole criterion for admitting first year students into programming modules.

(White and Sivitanides, 2003) used 837 first year student records collected over three
years to investigate the association of mathematics with a first year visual programming
course. The relationship between mathematics and computer programming was strong.
In their study, (Ayalew et al., 2018) investigated the connection between gender and high
school subjects, on the one hand, and an introductory programming course, on the other.
The correlation between the high school mathematics subject and the introductory pro-
gramming subject was significant. An earlier study by (White and Sivitanides, 2003)
made a finding similar to (Ayalew et al., 2018)’s. Contrary to these findings, (Van der
Westhuizen and Barlow-Jones, 2015) found a weak relationship between mathematics

and the programming modules.

In their study, (Mthimunye and Daniels, 2017) used high school mathematics and science
scores to determine their relationship to the scores obtained in nursing science modules
taken by first year nursing science students. The second cohort comprised 266 students,
who completed their first year in 2013. As in (Ayalew et al., 2018),(Tewari, 2014) and
(White and Sivitanides, 2003), the importance of mathematics was also highlighted in
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(Mthimunye and Daniels, 2017)’s study, which found the relationship between the Grade

12 NSC mathematics subject and first year nursing science modules to be strong.

The study by (Louw et al., 2013) was to determine the correlation between high school
and first semester mathematics scores. The study found high school mathematics and
physical science to be significant predictors of first year mathematics performance. In
(De Winter and Dodou, 2011) three subjects (mathematics, physics and chemistry)
were strong predictor variables of the first year Grade Point Average and BSc. degree

achievement.

As in (Ayalew et al., 2018), the study by (Islam and Al-Ghassani, 2015) investigated
whether performance in high school and gender were suitable predictors of the first year
calculus subject. The hierarchical regression technique was used to analyze the data.
Compared to male students, female students performed better in high school, as well
as in the Calculus I course. In short, the study found gender, mathematics and overall
high school performance to be significant predictors of the Calculus I subject. Given
their findings on gender and high school performance, (Islam and Al-Ghassani, 2015)
suggest that these factors be considered as admission criteria, to provide students with
equal chances of being accepted and also to have in place a much fairer decision-making

mechanism that could be used when admitting new students.

Several factors can have an impact on performance in mathematics. In numerous studies
some of the factors that influence performance in mathematics have been investigated.
(Kizito et al., 2016) mention the fact that in a number of higher education institutions
very few students pass first-year mathematics. In their exploratory study, (Kizito et al.,
2016) administered a questionnaire to 68 first year mathematics students to identify
and investigate factors that influenced academic achievement in a mathematics course
(MAT105). The authors discovered a significant correlational relationship between the
following factors and performance in MAT105: teaching methods, teaching quality, deep
or surface learning and workload. The strongest correlation was between workload and
MAT105. The correlation between matriculation and MAT105 was weak, positive and
insignificant. Regarding student gender, the difference performance was not significant.
Workload and prior knowledge were the two significant predictor attributes of MAT105,

with workload being the strongest predictor.

Similar to (Kizito et al., 2016), a study conducted earlier by (Murray, 2013) sought to
determine the factors most responsible for academic achievement in a first year first
semester Algebra course (MTH 111), including identifying the most influential predic-
tors. Prior academic achievement, self-efficacy, academic resources, self-regulation and
learning styles had a positive and significant correlation with performance in MTH 111.
Prior academic achievement, learning styles and academic resources were the most in-

fluential predictors.
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A number of studies have found mathematical background and ability to be influen-
tial factors in the academic achievement of STEM students. However, given their weak
mathematical background and lack of mathematical skills, a number of first time first
year students are not adequately prepared for successful study in their STEM disci-
plines. In a study conducted at an Australian university, (Rylands and Coady, 2009)
compared first year students’ performance in mathematics and related subjects to their
university entrance score and performance in different levels of secondary school mathe-
matics (advanced, intermediate and elementary). Overall, students who took secondary
school mathematics at the advanced level performed better in selected first year subjects,
compared to their peers who took intermediate and elementary mathematics subjects.
The study also found that mathematics background was a good predictor of academic

achievement in mathematically-related subjects.

Whilst (Rylands and Coady, 2009)’s study focused on the association between secondary
school mathematics on academic success in first year mathematics and related subjects,
the study by (Joyce et al., 2017) investigated the association of secondary school mathe-
matics with performance in first year health sciences. As in (Rylands and Coady, 2009),
students who took advanced mathematics at high school performed better in first year
compared to those who took intermediate or elementary mathematics. In this case, their
first year GPA was significantly higher compared to the GPA scores obtained by their

peers in the other mathematics streams.

2.7 Chapter Summary

In this chapter several topics were presented and discussed in great detail. The chapter
began by providing background information, to set the context for a better understand-
ing of the study we were conducting. Given the nature of this study and its focus on
data mining, it was only proper for the background discussion to introduce the concept
of data mining and to provide a few examples of its applications in real life. Following
the general discussion on data mining, we narrowed the discussion by focusing on Ed-
ucational Data Mining (EDM), the field within which this study was conducted. We
followed this with a discussion justifying the use of data mining for the research prob-
lem. We then proceeded to introduce and discuss different data mining and statistical
techniques we were going to use in performing different tasks during the Modeling and
Evaluation phases of the methodology we followed in conducting our research. In our
experiments we used different classification, prediction, clustering and association rule
mining techniques. Statistical techniques included correlation analysis, the T-test and
two-way ANOVA. To complete the chapter, we discussed in detail the literature related

to this study and to the research questions we needed to answer. We covered a range of
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topics which included, amongst others, factors such as ethnic background, gender, fund-

ing status, English language proficiency and prior computer programming experience.

In the next chapter, Chapter 3, we discuss in detail the methodology we followed in
conducting this study. This being a data mining based study, we present and discuss
in detail the CRISP-DM methodology we selected to guide the research through its
different phases.
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Chapter 3

Research Methodology

3.1 Introduction

Chapter 2 began by providing a background discussion which focused on student fund-
ing, data mining and educational data mining. Thereafter, we presented and discussed
the data mining and statistical techniques which were selected for our study. These tech-
niques were applied on historical first year BSc. datasets, collected during the period
2015-2019. A detailed literature review was conducted which focused on a discussion
of the different topics under investigation. This chapter discusses the methodology we
followed in conducting this study. The sections in this chapter are organised as follows:
Section 3.2 describes the context within which this research was conducted. In Sec-
tion 3.3, the selected research design is described. Section 3.4 describes the research
population, consisting of different cohorts of first year students enrolled in STEM disci-
plines between 2015 and 2019. In Section 3.5 we mention the source(s) from which we
obtained the Grade 12 and first year datasets we used in this study. The data records are
also described in detail in this section. In Section 3.6, we describe the different data min-
ing and statistical analysis techniques we used to perform our experiments. Given the
general focus of this study on data mining and data mining techniques, we identified and
selected the CRISP-DM methodology as the methodology of choice in conducting this
research. CRISP-DM is increasingly being used as the preferred, standard methodology
of choice in data mining projects such as the one described in this study. In Section 3.7,
a detailed discussion is provided on how, in this study, this methodology was followed
through its different phases. Since confidential academic and other information about
the first year students in our faculty had to be obtained, it was necessary to obtain eth-
ical clearance before permission to access this information could be granted. The steps
we took to obtain the necessary ethics clearance and the data required for our study are

described in Section 3.8. Finally, a summary of this chapter is provided in Section 3.9.
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3.2 Context of the Study

This study was conducted at the University of the Witwatersrand (also known as Wits),
situated in Johannesburg, South Africa. In the South African context, Wits is a large
research-intensive university in which students can enrol to obtain certificate, diploma
and degree qualifications such as bachelor, honours, masters, and doctoral degrees. In
2019, Wits had a population of 40 881 students, including international students. In that
year there were more female students (54.63%) compared to male students (45.14%). Ap-
proximately 60.95% of the total student population comprised undergraduate students.
There are five faculties: Commerce, Law and Management (CLM), Engineering and the
Built Environment (EBE), Health Sciences, Humanities and Science. This research was
conducted within the School of Computer Science and Applied Mathematics (CSAM),

one of nine schools that belong in the Faculty of Science.

To be accepted into academic programmes of their choice, first time first year students

must satisfy the requirements stipulated in Table 3.1.

TABLE 3.1: Faculty of Science Admission Requirements

‘ Programme ‘ Minimum Admission Requirements
BSc. in the field of: APS Subjects Scale
Astronomy & Physics > 43 pts | English Home Language (EHL) 5
Chemistry with Chemical Engineering English First Additional Language (EFAL) | 5
Nuclear Sciences & Engineering Mathematics 6
Physical Science 6
Physical Sciences > 40 pts | EHL 5
EFAL 5
Mathematics 6
Physical Science 5
Computer Science > 40 pts | EHL 5
EFAL 5
Mathematics 6
Biological Sciences > 40 pts | EHL 5
Geographical & Archeological Sciences EFAL 5
Mathematics 5
Geological Sciences > 40 pts | EHL 5
EFAL 5
Mathematics 6
Physical Science 5
Actuarial Sciences > 40 pts | EHL 7
Mathematical Sciences EFAL 7
Mathematics 7
Physical Science 7
Mathematics of Finance > 40 pts | EHL 5
EFAL 5
Mathematics 6
Bachelor of Science (General) > 40 pts | EHL 5
BSc. (3 years) EFAL 5
Mathematics 5
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3.3 Research Design

In the South African higher education context, as well as globally, most students who
enter university for the first time face various challenges, which include high failure
rates, difficulty in transitioning from high school to university and for those who require
funding for their studies, the lack of adequate finances to meet some of their personal and
academic needs. The goal in this research was to obtain information about a particular
group of first time first year students enrolled in critical-skill STEM disciplines at Wits
University’s Faculty of Science. In order for us to understand these students better
and to know more about them, we collected their high school and first year records,
from which we were able to extract meaningful and useful information about them.
Since we would be using statistical and data mining techniques to analyze, as well as
extract information from the data, we considered the quantitative research to be the most
appropriate approach to adopt in conducting this study. In this study several student-
related factors were considered. These included ethnicity, gender, funding status, high

school performance, and performance in first year.

3.4 Research Population

There was no direct participation by students in this study. First year BSc. student
records provided by the university’s Academic Information and Systems Unit (AISU)
were used. There were two datasets. The first dataset comprised 38 231 records, which
contained information about Grade 12 National Senior Certificate (NSC) students who
were enrolled, between 2015 and 2019, as first year BSc. students in the Faculty of Sci-
ence. The records include demographic information such as race and gender (Table 3.2),
as well as home language. To ensure confidentiality and to protect their identity, we
removed any information that could be used to identify these students. In each case a

unique, encrypted identity number was assigned to each record.

TABLE 3.2: National Senior Certificate Race and Gender Statistics (2015-2019)

Race Gender
Frequency Percent (%) Frequency Percent (%)
Black 24657 64.49 Female 21425 56.04
Chinese 207 0.54 Male 16793 43.93
Coloured 1568 4.10 Unspecified 13 0.03
Indian 5181 13.55
White 6568 17.18
Unspecified 50 0.13

The second dataset contained records of first, second and third year students enrolled in

STEM disciplines between 2015 and 2019. Only first year records were used to determine
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the outcome at the end of the year. To determine degree attainment, first year datasets
from 2015 to 2017 were used. Apart from demographic attributes, other variables in
the dataset include financial aid status, field of study, year of study, progress outcome
(overall academic performance), individual subject results and enrolment status. We
excluded records belonging to part-time, dropout and repeating students, after which a
total of 5 801 records remained in the final dataset. Table 3.3 shows the race and gender

components of the first year student population.

TABLE 3.3: First Year Race and Gender Statistics (2015-2019)

Race Gender
Frequency Percent (%) Frequency Percent (%)
Black 4204 72.47 Female 2731 47.08
Chinese 33 0.57 Male 3069 52.90
Coloured 163 2.81 Unspecified 1 0.02
Indian 702 12.10
White 699 12.05

3.5 Data Collection

At Wits University, the Academic Information and Systems Unit (AISU) gathers and
maintains data about different entities and stakeholders. Some of this data is provided
on a confidential basis to requesting entities within the university. After obtaining
permission from the university’s Ethics Committee to access the data required for this
study, a request submitted to the AISU for the provision of data belonging to a cohort
of first time first year STEM students, who were enrolled during the period 2015-2019.
Two different datasets were obtained from the AISU. The first contained the students’
NSC Grade 12 records. The second contained their first year BSc. records.

3.5.1 The NSC Grade 12 Dataset (2015-2019)

A total of 38 231 NSC Grade 12 records from 2015 to 2019 were obtained from the
AISU. These were provided as Excel spreadsheets. The records contained information
which included demographic, academic performance and admission rating details. The

record attributes and their types are described in the following table (Table 3.4).

Table 3.5 describes some of the NSC Grade 12 subjects taken by students who enrolled
in first year STEM disciplines in the Faculty of Science.
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TABLE 3.4: National Senior Certificate Grade 12 Attributes

Attribute Type Description

StudentID String Encrypted Student Number
Gender Discrete Student Gender (Male or Female)
Race Discrete Ethnic Background

Language Discrete Home Language

Test Segment Code String NSC Grade 12 Subject Code
Test Segment Name String NSC Grade 12 Subject Name
Test Segment Percentile | Numeric NSC Grade 12 Subject Score
Admission Rating Numeric Admission Point Score

3.5.2 The First Year BSc. Dataset (2015-2019)

A number of records from the first year BSc. dataset were removed. Records belonging
to part-time, dropout, and repeating students were excluded. In order to process and
analyze the data, and to use it in different experiments, we used 5 801 records. The

record types and attributes are described in Table 3.6.

Table 3.7 shows some of the STEM disciplines which were selected by the first year
students described in this study.

3.6 Data Analysis

Data analysis involves the preparation, exploration and analysis of data. During this
process the data is cleaned, transformed and analysed to extract insightful and po-
tentially useful information. In this study, different analysis techniques were used to
determine relationships among different variables and to explore similarities and differ-
ences amongst first year BSc. students. Data analysis techniques include correlation,
regression, T-test and analysis of variance (ANOVA). In this data-mining based study,
two software tools were used to analyse the first year BSc. datasets. We used the open
source WEKA toolkit (Hall et al., 2009) to perform some of the tasks related to the
research questions requiring data mining experiments had to be performed in order to
answer our research questions. For statistical analysis, the proprietary Statistical Anal-
ysis Software (SAS) package was used. In the following subsections (3.6.1 and 3.6.2),
we discuss briefly how we used WEKA and the SAS package in this study.
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TABLE 3.5: Selected STEM Subjects (NSC Grade 12)

NSC Subject Code | Description

ACTNSC Accounting

LSCNSC Life Sciences

BIO-SG Biology-SG

MATNSC Mathematics

PSCNSC Physical Sciences

PHC-SG Physical Science-SG

BUSNSC Business Studies

ECONSC Economics

GEGNSC Geography

MP3NSC Mathematics Paper 3

ADV Advanced Mathematics
TMANSC Technical Maths

APMNSC Advanced Programme Mathematics
ADMNSC Additional Mathematics
AMPNSC Agricultural Management Practices
AGSNSC Agricultural Sciences
AGTNSC Agricultural Technology
BEC-HG Business Economics-HG
ECO-HG Economics -HG

TSCINSC Technical Science

TPSNSC Technical Sciences

APNNCV Applied Engineering

ENPNCV Engineering Processes
EGDNSC Engineering Graphics & Design
MATNCV Mathematics

PRENCV Professional Engineering
CVTNSC Civil Technology

ELTNSC Electrical Technology
MCTNSC Mechanical Technology
CATNSC Computer Applications Technology
INTNSC Information Technology

3.6.1 Data Mining: Using WEKA

WEKA contains a suite of machine learning algorithms such as classification, prediction,
clustering, association rule mining and feature selection algorithms (Joshi and Shetty,
2015). There are also data visualization and data pre-processing tools. In this study
WEKA was chosen not only because it is freely available, but also due to the fact that
it is fully implemented in Java, a factor that enhances its portability and platform-
independence. WEKA'’s data mining algorithms can be invoked in different ways, which
include using the command line interface (CLI), the graphical user interface (GUI)

and a Java application programming interface (API). We used different data mining
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TABLE 3.6: First Year BSc. Attributes

Attribute Type Description

StudentID String Encrypted Student Number
Year String Enrolment Year

Funding Type Discrete | Financial Aid Status

Plan Code String Field of Study Code

Plan Description String Field of Study

Term Registration String Year of Study

Registration Status String Registered or not Registered
Progress Outcome Type String Overall Result Decision

Progress Outcome Type Description | String Overall Result Decision

Course Code String Individual Course Code

Course Title String Individual Course Description
Final Mark Numeric | Individual Course Result

Final Grade String Individual Course Decision Code
Final Year of Study Discrete | Yes or No

Course Status Discrete | Enrolled or Dropped the Course
Gender Discrete | Student Gender (Male or Female)
Race Description Discrete | Ethnic Background

Language Discrete | Home Language

TABLE 3.7: BSc. Fields of Study (General & Structured Curricula)

Attribute Type Description

SMAJACOMI10 | String Applied Computing

SMAJACSI10 String Actuarial Science

SMAJASTR10 | String Astronomy Astrophysics

SMAJCHEMI10 | String Chemistry

SMAJCOMMI10 | String Computer Science

SMAJGENOO String General

SMAJGEOL10 | String Geology

SMAJMCBI10 String Medical Cell Biology

SMAJSTAT10 String Mathematical Statistics

SMAJACHE10 | String Applied Chemistry

SMAJAPES10 String Animal, Plant and Environmental Sciences
SMAJBIO10 String Biochemistry and Cell Biology
SMAJBIOL10 String Biological Sciences

SMAJCAMS10 | String Computational and Applied Mathematics
SMAJCHEM11 | String Chemistry with Chemical Engineering
SMAJECOS10 | String Economic Science

SMAJECOT10 | String Economic Theory

SMAJGENE10 | String Genetics & Development Biology
SMAJHPHS10 | String Human Physiology

algorithms to answer some of the research questions that were posed in this study. We

used classification, prediction, clustering and association rule mining algorithms.
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3.6.2 Statistical Analysis: Using SAS

SAS is a widely used statistical analysis software package. It was developed in the
early 1970s at North Carolina State University (Spector, 2003). In this study the SAS
Enterprise Guide application was used to prepare and analyse the first year BSc. student
records that were obtained from the AISU. The SAS application contains a variety of
statistical analysis procedures. To perform different statistical analysis tasks we used

the SAS Enterprise Guide package (version 7.1).

3.7 Proposed Methodology: CRISP-DM Process Model

Wits University, like other higher education institutions, is a data-rich environment.
Over the years Wits has amassed, and continues to collect, increasing amounts of data
about its students and other role players. Such an environment provides an opportunity
for information from which useful insights and knowledge can be obtained about different
stakeholders, including students. Various stakeholders in the institution can also use the
information obtained from this data to make well-informed, student-focused decisions.
In order to leverage the potential of this data as a source of meaningful and useful
information, higher education institutions have begun to rely on data mining techniques

as a means of extracting such information from student datasets.

Given the nature of this study and its focus on the application of data mining and sta-
tistical techniques, it was important and convenient to select and follow a methodology
that would be best aligned with the nature of our study. For this reason, we adopted the
Cross-Industry Standard Process for Data Mining (CRISP-DM) as the methodology of
choice in undertaking this study. Currently, CRISP-DM is the standard process model
adopted by most data analysts and practitioners in their data mining projects (Wirth
and Hipp, 2000). The reasons for selecting and using CRISP-DM in this study include
the fact that it is a freely available and application-neutral standard process model, which
data mining practitioners and researchers can use to guide and assist them in executing
their data mining based projects (Larose, 2014). Furthermore, we found CRISP-DM to
be a logical and convenient choice, given its ability to clearly specify and perform the

required tasks in each one of its six phases.

In CRISP-DM a data mining project consists of six phases, adaptive and iterative phases,
namely business understanding, data understanding, data preparation, modeling, evalua-

tion and deployment (Wirth and Hipp, 2000). These phases are illustrated in Figure 3.1.
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Business | — Data
Understanding | Understanding

=

Data
Preparation

Evaluation

FIGURE 3.1: Phases of the CRISP-DM Reference Model (Wirth and Hipp, 2000)

The phases are not necessarily performed in a fixed sequence. There may be a need to
go back to previous phases, as is shown by the arrows linking the different phases. The
direction of the arrows indicates the flow of output from one phase to the next. The
cyclic aspect of the activities in a data mining project is illustrated by the outer circle.
A detailed description of these phases and a discussion of how they were implemented

in this study is provided in the following subsections.

3.7.1 Business Understanding

This is the first phase of the CRISP-DM process model, which (Larose, 2014) also refers
to as the research understanding phase. Several tasks are involved during this phase.
These include a statement of the business or research objective(s), an assessment of the
research environment, a determination of the data mining goal(s) and producing a plan
for achieving the stated objective(s). In order to implement this phase, we took into

account the context in which this study was conducted.

Wits University is one of South Africa’s premier universities, with a strong local and
international reputation. Every year thousands of first year students are accepted, who
enroll in certificate, diploma and degree programmes offered by the university’s five
faculties. These students come from different educational, ethnic and socio-economic
backgrounds. The challenge for Wits is not only to embrace this diversity, but to also
ensure that the majority of these students succeed in their chosen educational streams,

despite their diverse backgrounds. Through the Faculty of Science, Wits contributes
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to the country’s need for highly skilled and qualified graduates and professionals in the
critical-skill STEM disciplines. In order to address this critical need, there are several
challenges to overcome. For a sizeable number of first year students to access university
and by extension the Faculty of Science, some of them require financial assistance. With
adequate funding, in the form of loans and bursaries, the faculty can attract more first
year students into its STEM degree programmes, a situation that could benefit the

economy and the country as a whole.

The high failure and dropout rates amongst first time first year students enrolled in
STEM disciplines (Jacobs, 2010) constitute another challenge. There is therefore a need
for an in-depth study and understanding of some of the factors which influence academic
achievement amongst students in this category. Obtaining information from the data
collected about them can go a long way towards enhancing our understanding of the
challenges they face, as well as the academic environment in which they learn. Such
information would make it easier for relevant stakeholders to focus their attention on

areas of need, where the challenges are most severe.

As its primary goal this study sought to determine whether interesting and actionable
information could be uncovered from the data belonging to different cohorts of first
time first year BSc. students enrolled, between 2015 and 2019, in critical-skill STEM
disciplines at Wits University’s Faculty of Science. Following from this goal, we identified

the following data mining objectives:

1. To examine the effects of demographic attributes, namely ethnicity and gender,
on academic achievement, as measured by the aggregate Admission Point Score

(APS).

2. To determine the impact of the high school English Home Language (ENA) and
English First Additional Language (ENB) subjects on the APS.

3. To identify the influence and contribution of selected NSC Grade 12 STEM sub-
jects towards the APS.

4. To examine the influence of prior computer programming experience on academic

achievement in the first year Computer Science subject.

5. To examine the predictive value of the Faculty of Science’s minimum admission
requirements subjects (Mathematics, Physical Sciences, English) on performance

in first year and degree attainment.

6. To examine the influence of demographic and other student characteristics on the

academic achievement of first year STEM students.

7. To examine the predictive power of Mathematics I on academic achievement in
first year STEM disciplines, and degree attainment.
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The plan for achieving these objectives was to use different data mining and statistical
analysis techniques such as classification, prediction, correlation analysis and analysis
of variance (ANOVA). To perform data mining tasks, we used the open source toolkit,
WEKA. For statistical analysis we used the proprietary statistical analysis software
package, SAS.

3.7.2 Data Understanding

In this phase the aim is to understand the data to be used in a project. It is important
to obtain such an understanding, in order to be certain that the data being used for the
project is relevant, suitable and of acceptable quality (Du, 2010). During this phase the
tasks include data collection and integration, description and exploration and quality

assessment.

The data for the study was obtained from a single source, namely Wits University’s
Academic Information and Systems Unit (AISU). It was therefore not necessary for this
data to be integrated with data from other sources. We requested and were given two
datasets by the AISU. The first dataset, consisting of 38 231 records, contained Grade
12 NSC results belonging to first time first year students enrolled in STEM disciplines
between 2015 and 2019. A description of the record attributes and their types is provided
in Table 3.4 (Subsection 3.5.1). Some of the STEM-related subjects taken by these
students in Grade 12 are described in Table 3.5. The second dataset contained 5 568
records, which belonged to some of the students, who were now enrolled in first year
degree programmes in the Faculty of Science, between 2015 and 2019. A description
of the record attributes and their types is provided in Table 3.6 (Subsection 3.5.2).
Table 3.7 shows the different STEM disciplines from which an incoming first year student

can select her or his study programme.

3.7.3 Data Preparation

During this phase several tasks are performed which include selecting, cleaning, con-
structing, integrating and formatting the data. In order to achieve each one of the data
mining objectives, we selected the relevant attributes and records from the Grade 12
and first year datasets we obtained from the AISU. Table 3.8 shows the attribute names
and the number of records that were going to be used in our experiments during the
Modelling Phase. Where necessary, the table also shows the number of test set and

training set records that were used in different experiments.
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TABLE 3.8: Selected Attributes and Records

Objective| Attributes Records | Training| Testing
1 Gender, Funding Status, Ethnicity, | 5568

Funding Type
2 ENA, ENB, APS 5643
3 APS, NSC STEM Subjects (Table 3.5) | 38347 38231 116
4 BCO, IAP, CSI Outcome, Progress

Outcome Type, Prior Programming

Experience
4a 202
4b 230 202 28
4c 198 123 75
5 Year, Funding Status, Final Year Indi-

cator, APS, STEM Subjects, Progress

Outcome Type, Qualification
5a 5576 4517 1059
5b 1802 1370 432
6 Year, Funding Type, Gender, Ethnic- | 6223

ity, Home Language, APS, Progress

Outcome Type, ENA or ENB
7 Year, Funding Status, Final Year

Indicator, Math1034 (Algebra I),

Math1036 (Calculus I), Progress Out-

come Type, Qualification
7a 1786
b 16586 1184 474
Tc 926 691 235

Having selected the attributes and records that were to be used in different data mining

and statistical operations, the next task was to clean the data, in order to improve its

quality. This task involved different activities, which included handling missing values,

dealing with inconsistent data and where necessary, using appropriate default values. A

possible approach for handling missing values would be to remove the record(s) or field(s)

containing missing values. However, in this study, we did not follow this approach in

dealing with missing data, given the risks involved. For example, a biased subset of the
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data may result from the removal of records containing missing values (Larose, 2014).
Similarly with columns, removing a column or columns because few column values are
missing, may result in loss of information. Given the disadvantages associated with this
approach, we decided to follow a different approach. For missing numerical values, we
decided to use an out-of range value. We used -1 to replace missing numerical values.

Where character values were involved, we replaced them with a question mark character

(“7).

In the final task during this phase we prepared the subsets of the data we were going to
use during the next, Modelling Phase. We stored the data subsets in different formats,
depending on whether SAS or WEKA was going to be used to analyse a particular
data subset. In WEKA, a special format is used to represent a dataset. This is the
attribute relation file format (ARFF). A dataset consisting of several instances (records)
and related attributes is stored in a ARFF file. The following is an example of a ARFF
file for a vehicle classification dataset (adapted from (Bigus and Bigus, 2001)).

% ARFF file for vehicle data

Orelation typesOfVehicles

@attribute motor {yes,no}

Qattribute numWheels numeric
@attribute numDoors numeric
@attribute size {small,medium,large}
@attribute vehicle {cycle,automobile}

Q@attribute vehicleType {bicycle,tricycle,motorcycle,sedan,SUV}

@data
no,2,0,small,cycle,bicycle
no,3,0,small,cycle,tricycle
yes,2,0,small,cycle,motorcycle
yes,4,4,medium,automobile, sedan

yes,4,4,large,automobile, SUV

The first line is a comment, as indicated by the ‘%’ sign. Next comes the internal name
of the dataset, which is indicated by the relation keyword. In this case the relation name
is typesOfVehicles. The attribute keyword is used to define attributes of different types.

There are nominal, numeric and other types of attributes. For a nominal attribute
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definition, the set of values it can take are enclosed in curly braces. In the example the
following are nominal attributes: motor, size, vehicle. The numeric keyword is used
to define numeric attributes such as numWheels and numDoors. The last attribute is
the class attribute, which indicates the class or category to which a record belongs. In
the example this is the nominal attribute, vehicleType. The data keyword indicates
the beginning of the data section, in which dataset instances (records) are written on
separate lines, with the values of the attributes in each instance being separated by

commas. There are five instances in the example.

In SAS, a dataset is stored in a SAS library, as a file containing the .sas extension as part
of its name. The file contents are organized as a table consisting of rows and columns
(variable names). Figure 3.2 shows the contents of a SAS file created using the SAS

Enterprise Guide software package.

i@ PatientiD & DrugDose & Disease @&  BloodP

1] 69] 2 B 13
2 162 4 A 47
3 181 1B 12
4 209 4 A 4
5 308 2 A 4
6 331 4cC 37
7 340 4C 19
8 350 1B 9
9 360 2 B 17
10 363 4 A 41
1 382 2 C 5

FIGURE 3.2: SAS Dataset

As in WEKA, SAS attributes are of different types, such as date, character or numeric.
In a SAS data file numeric attributes are shown alongside a blue icon, and character
attributes appear next to a red icon. To identify date attributes, SAS uses a calendar
icon. In Figure 3.2 the attributes PatientID, DrugDose and BloodP are numeric. The

Disease attribute is of character type.
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3.7.4 Modeling

The tasks during this phase include selecting and using different data mining techniques
to be applied against datasets such as those described in Table 3.8. The techniques
include classification, prediction, clustering and association rule mining. In cases involv-
ing classification or prediction, the dataset may be divided into training, testing and
validation subsets. Thereafter, different data mining techniques are applied against the
training set, a process that results in the creation of one or more models. After the
training phase, the performance of the models is evaluated by applying them against
one or more test datasets. Table 3.9 shows the statistical and data mining techniques

we applied against different datasets.

In Chapter 4 we present, interpret and evaluate the results we obtained from the different

statistical and data mining experiments we performed as part of the Modelling Phase.

3.7.5 Evaluation

This phase involves the following tasks: evaluating results, reviewing the data mining
process and deciding what steps to take next. The main objective in this phase was to
evaluate the performance of the models created during the Modelling Phase, the purpose
being to determine how well these models performed against test datasets. The results

obtained during this phase are presented in Section 4.9.

At this point we need to mention the fact that we did not implement the final phase of
the CRISP-DM life cycle, namely the Deployment Phase. This was intentional. This
phase involves tasks that would have taken more time to execute, thereby extending the

scope of this study beyond what was intended.

3.8 Ethical Considerations

This study did not involve human participants. Therefore, we did not have to request
the Ethics Committee for students to participate in this study. Ethical clearance was
obtained to conduct the study and to access the records of first year BSc. students who
constituted the target group. Thereafter, permission to access the records was sought
and granted by the university’s Academic Information and Systems Unit (AISU). In
order to ensure their anonymity, students’ names, numbers and any information that
could be used to identify them were removed from the records. A unique, encrypted

student number was used to identify each record.
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3.9 Chapter Summary

This study was motivated by the need to leverage the power of data mining and statistical
techniques to extract meaningful and useful information from datasets of first time first
year students enrolled in STEM degree programmes at Wits University. The chapter
began by providing the context for the study. Since the purpose was to process, analyse
and extract information from student datasets, we considered a quantitative research
design to be the most appropriate approach for conducting this study. Historical records
belonging to first time first year students enrolled in STEM disciplines in the Faculty of
Science were used in the different statistical and data mining experiments we conducted.
From the AISU we obtained Grade 12 NSC and first year BSc. student records, which
we processed and analysed using the SAS package and the data mining WEKA toolkit.
Given the focus of this study on statistical and data mining techniques, CRISP-DM was
chosen as the most suitable methodology to follow. A detailed description and discussion
were provided on how, within our context, the different phases of this methodology were
implemented. CRISP-DM has become a leading methodology in data mining based
projects, a fact which influenced our decision to choose and adopt this methodology in
our study. Using student records required ethical clearance from the university’s Ethics
Committee. Permission was granted, which enabled us to use the data in the different

experiments we conducted.

In Chapter 4, we present our results from the statistical and data mining experiments we

conducted in order to provide answers to the research questions we posed in Chapter 1.
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TABLE 3.9: Selected Statistical and Data Mining Techniques

’ Question Technique Purpose
la. Gender, Ethnicity, APS 2-way ANOVA Difference
1b. Ethnicity, Funding Type, APS 2-way ANOVA Difference
2. ENA, ENB, APS Two-sample T-test Difference
3a. NSC STEM Subjects Feature Selection Prediction
3b. NSC STEM Subjects Multiple Linear Regression Relationship
4a. Prior Programming Experience (PPE) | Two-sample T-test or Mann- | Difference

Whitney

4b. CSI First Semester courses Multiple Linear Regression Prediction
(CSI Performance)

4c. CSI First Semester courses J48, JRIP, MLP, Naive Bayes Prediction
(First Year Performance)

5a. WITS Admission Requirements J48, MLP, Naive Bayes, JRip Prediction
(First Year Performance)

5b. WITS Admission Requirements J48, MLP, Naive Bayes, JRip Prediction
(Degree Attainment)

6a. Student Characteristics Simple K-means algorithm Clustering

6b. Student Characteristics Apriori Algorithm Association

Ta. Mathematics | J48, MLP, Naive Bayes, JRip Prediction
(First Year Performance)

7b. Mathematics I J48, MLP, Naive Bayes, JRip Prediction

(Degree Attainment)
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Chapter 4

Results

4.1 Introduction

In Chapter 3, we presented and discussed the research methodology we followed in
conducting this study. This is the CRISP-DM methodology, which we decided was most
suited to the data-mining based study we were conducting. In this chapter, we present
and interpret the results we obtained from the statistical and data mining experiments
we conducted. Each experiment is linked to an geared towards providing an answer to

a specific research question.

Section 4.2 presents our findings on the relationship between demographic character-
istics, funding status, field of study and academic performance. Section 4.3 explores
the relationship between English proficiency and academic performance. Subject selec-
tion in the Grade 12 NSC curriculum and its relationship to high school performance
is investigated in Section 4.4. Section 4.5 presents the findings on prior programming
experience and its influence on performance in two first semester Computer I courses.
In Section 4.6, we present the results obtained using the Grade 12 minimum admis-
sion requirement subjects as predictors of the first year outcome and degree attainment.
Section 4.7 presents the findings on the association involving demographic character-
istics, financial status, field of study and academic performance. Section 4.8 presents
the findings on the predictive power of Mathematics I on first year performance and
degree attainment. In Section 4.9 we present the results we obtained during the Evalu-
ation Phase, after applying the different models we created during the Modelling Phase.

Finally, Section 4.10 provides a summary of the main points covered in this chapter.
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4.2 Ethnicity, Gender, Funding and Performance

South African higher education institutions face numerous difficulties, amongst which is
the need to address the serious challenge of how to successfully meet the expectations of a
diverse community of students. The students come from different ethnic, socio-economic
and educational backgrounds. In the South African higher education context and other
places where student diversity is norm, educational researchers continue to undertake
studies which seek to determine, among other things, how different factors related to
students’ diversity affect their academic performance. In this study we used the ethnic
background, gender and funding status attributes to determine their relationship to the
academic achievement of first time first year students enrolled in STEM disciplines in

the Faculty of Science.

In order to obtain a clearer and better understanding of the significance and role played

by these factors in our educational context, we posed the following research question:

What are the relationships amongst the factors of ethnic background, gender,
funding status and the Wits Admission Point Score (APS) obtained by first
time first year BSc. students enrolled in STEM disciplines?

In Subsection 2.6.1, we presented a detailed review of the literature focusing on these
and other factors. In a study conducted by (Mashiloane, 2016) at Wits University’s
Faculty of Science, different clustering techniques were used to determine the influence
of ethnic and gender attributes on the academic performance of Computer Science I
students. The study used 802 Computer Science I student records. In this study we
used the two-way Analysis of Variance (ANOVA) statistical technique to answer the
research question involving these three factors, namely ethnic background, gender and
funding status. The original dataset consisted of 5801 student records, which were
collected during the period 2015-2019. The records were prepared for analysis using
the statistical analysis software package, SAS Enterprise Guide. After preparation, a
total of 5568 records remained, which we then used to conduct our analysis. Table 4.1
summarizes the demographic and funding status data we used to answer our research

question.

A two-way ANOVA experiment involves a quantitative, dependent variable, and two
categorical, independent variables, also known as factors. In our study gender, ethnicity
and funding status are the independent variables and the APS is the dependent variable.
Two-way ANOVA explores the relationship between the independent and dependent
variables. Each factor consists of two or more levels. For example, the gender factor has
two levels, the ethnicity factor has five levels and the funding type factor has nine levels.
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TABLE 4.1: Demographic and Funding Descriptive Statistics

Variable Description Frequency Code
Gender Male (M) 2922 1
Female (F) 2646 2
Funding Status | Funded (F) 3898 1
Male 2105 (54%)
Female 1793 (46%)
Non-funded (NF) 1670 2
Male 785 (47%)
Female 885 (53%)
Funding Type Bursary (B) 94 1
Corporate Bursary (CB) 1062 2
External Bursary (EB) 200 3
Government Bursary (GB) 959 4
Internal Bursary Undergraduate (IBUG) | 87 6
NSFAS Undergraduate (NUG) 728 7
non-funded (NF) 1670 8
Scholarship (SUG) 767 9
Ethnicity Black (BL) 4047 1
Chinese (CH) 30 2
Coloured (CL) 155 3
Indian (IN) 674 4
White (WH) 662 5

Table 4.2 shows the mean and standard deviation values for the two factors, gender and

race. The statistics on funding are also included.
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TABLE 4.2: Admission Point Score Descriptive Statistics Segmented By Race, Gender
and Funding Type

Attribute Mean Std. Dev.
APS

Gender
Male 44.28 4.94
Female 44.10 4.04

Race
Black 43.73 4.37
Chinese 44.56 4.37
Coloured 43.70 4.20
Indian 45.54 4.47
White 45.81 5.01

Funding Type

B 44.69 4.02
CB 45.55 4.66
EB 45.21 5.06
GB 43.65 3.44
IBUG 45.13 3.80
NUG 43.06 3.83
NF 41.81 3.89
SUG 49.01 2.80

4.2.1 Ethnic Background, Gender and Academic Performance

In this subsection we present our results on the relationship involving students’ ethnic
background and gender, on the one hand and their performance, on the other. In order

to investigate this relationship, we posed the following research question:

What is the relationship between gender and ethnicity to the Admission Point
Score (APS) obtained by first time first year students enrolled in STEM

degree disciplines within the Faculty of Science?

Since our study involved a dependent variable and two independent variables, we de-
cided that the two-way ANOVA technique would be more appropriate for answering our
research question. Using the SAS Enterprise Guide software package, we conducted a
two-way ANOVA analysis experiment. The two independent variables, namely Gender
and Race, consisted of two and five levels, respectively. As shown in Table 4.1, the num-
ber 1 is used to represent the male gender, and the number 2 is used to represent the
female gender. The numbers representing different ethnic groups are also shown in the

table. The dependent variable is the quantitative aggregate score, the APS. Table 4.3
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shows the results we obtained after performing the 2x5 ANOVA analysis experiment,
with Gender and Race as independent variables, and the APS as the dependent variable.

The level of significance was set at a=0.05.

TABLE 4.3: Overall Two-way ANOVA Results (Gender, Race and APS)

source df | SS Mean Square | F Pr>F
Gender 1 0.156698 0.156698 0.01 0.9293
Race 4 3871.889451 967.972363 48.59 | < 0.0001
Gender*Race 4 153.348168 38.337042 1.92 0.1034

Looking at these results, the most important result is considered first, namely the Gen-
der*Race interaction. The interaction effect between gender and ethnicity on the APS
was not significant ([F=1.92, p=0.1034]). In other words, male and female students did
not perform differently in terms of the APS, across all five levels of the ethnicity fac-
tor. Similarly, students from different ethnic groups did not perform differently across
the two levels of the the gender factor. That is, amongst students from ethnic groups,
males and females produced similar performance. Regarding Gender, the result was not
statistically significant ([F=0.01, p=0.9293]). In other words, the differences in the APS
obtained by male and female students were not significant. However, the Race factor
had a significant effect on the APS ([F=48.59, p=< 0.0001]). There was a significant

difference in performance (APS) among students from different ethnic backgrounds.

Since the interaction between Gender and Race was insignificant, we proceeded to in-
vestigate each factor individually. The main effect of Gender on academic achievement
(APS) is not statistically significant (p=0.9293), indicating that male and female stu-
dents’ performance is not significantly different. Regarding the Race factor, our results
show that there is a statistically significant main effect for Race. This means that there
is a significant difference in the APS achieved by students from different ethnic back-
grounds. Since the race factor consisted of five levels, we had to determine which levels
of this factor were significantly different from each other. We performed a multiple com-
parison test amongst the five means of the Race factor. The Tukey multiple comparison

test we conducted produced the following results (Table 4.4):

TABLE 4.4: Adjustment for Multiple Comparisons: Tukey Kramer

Race APS LSMEAN (M) | LSMEAN NUMBER
43.73
44.56
43.70
45.54
45.81

QY | W N -
QY | W[ N~

As shown in table 4.4, a code number (LSMEAN Number) is assigned to each race group.
Table 4.5 shows the results obtained following the multiple, pairwise comparison test
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we performed to determine which of the five means of the Race factor were significantly

different.

TABLE 4.5: Least Squares Means for effect Race level
Pr > |t| for HO: LSMEAN(i)=LSMEAN(j)
Dependent Variable: Admission Point Score

i/j 1 2 3 4 5

1 0.84 1.00 <.001 | <.001
2 0.84 086 | 0.76 0.56

3 1.00 | 0.86 <.001 | <.001
1 <.001 |0.76 < .001 0.81

5 <001 | 0.56 <.001 |0.81

Having obtained a significant main effect for the Race, the following is a summary of
the results displayed in Table 4.5:

Black students’ performance (M=43.73, SD=4.37) was not significantly different
compared to Chinese (M=44.56, SD=4.37) and Coloured (M=43.70, SD=4.20)
students. Black students were significantly outperformed by Indian (M=45.54,
SD=4.47) and White (M=45.81, SD=5.01) students.

The performance of Chinese students (M=44.56, SD=4.37) was not significantly

different compared to that of students from other ethnic groups.

The performance of Coloured students (M=43.70, SD=4.20) was not significantly
different compared to Black and Chinese students. However, their APS results were

significantly lower compared to those obtained by Indian and White students.

Indian students performed at a significantly higher level (M=45.54, SD=4.47)
compared to Black and Coloured students. However, compared to Chinese and

White students, their performance was not significantly different.

White students’ performance (M=45.81, SD=5.01), compared to Black and Coloured
students, was significantly different. However, compared to Chinese and Indian

students, their performance was not significantly different.

Our findings, looking at the overall means, also reveal the fact that among the differ-
ent ethnic groups Whites are most likely to obtain the highest APS results (M=45.81,
SD=5.01), followed by Indians (M=45.54, SD=4.47), Chinese (M=44.56, SD=4.37),
Blacks (M=43.73, SD=4.37) and Coloureds (M=43.70, SD=4.20).

In answering the research question we posed earlier in this subsection, we summarize

below the results we obtained from the two-way ANOVA experiment we conducted.
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e The main effect of gender on the APS is not significant.
e There is a significant main effect of Race on the APS, across Gender.

e The interaction effect between the Gender and Race factors on the APS is not

significant.

4.2.2 Ethnic Background, Funding Status and Academic Performance

Most of the students in our tertiary institutions obtain access to higher education
through the financial assistance they receive from different funding agencies, such as
the National Student Financial Aid Scheme (NSFAS). Funding is provided to deserving
and academically capable students from different ethnic backgrounds. The specific aim
in this part of our study was to determine whether first year STEM students who re-
ceive different types of funding in first year, obtained significantly different APS results
in high school.

In order to obtain information regarding relationships amongst the students’ ethnic
background, funding status and academic achievement, we posed the following research

question:

What is the relationship between ethnic background and funding status to
the Admission Point Score (APS) obtained by first time first year students
enrolled in STEM disciplines?

It is perhaps important to stress the fact that this question seeks to determine how
the differently funded first year students performed, not in their first year, but in high
school, as indicated by their APS results.

Table 4.6 shows the mean values of the APS for each combination of the two factors,

race and funding type.

In order to answer the above research question, we conducted a two-way ANOVA analysis
experiment involving two independent factors, namely Race and FundingStatus. From

this experiment we obtained the following results (Table 4.7).

These results show a significant interaction between ethnicity and funding status ([F=2.23,

p=0.0005]). The significance of the interaction points to the fact that the effect of one

factor is dependent on the level of the other factor. The main effect for Race was sta-

tistically significant ([F=5.62, p=0.0002]). Students from different ethnic backgrounds
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TABLE 4.6: Race and Funding Type Mean Admission Point Score Statistics

Funding Race Funding
Type Type
Means
BL CH CO IN WH
B 44.96 | 0.00 41.50 | 42.00 | 43.54 || 43.00
CB 45.24 | 0.00 45.30 | 48.13 | 47.33 || 46.50
EB 44.87 | 0.00 45.00 | 50.77 | 48.75 || 47.34
GB 43.53 | 45.50 | 44.00 | 45.18 | 43.89 || 44.42
IBUG 45.05 | 0.00 40.00 | 45.25 | 51.00 || 45.32
NUG 4292 | 41.00 | 43.18 | 45.42 | 46.00 || 43.70
NF 41.49 | 42.35 | 41.68 | 42.43 | 42.23 || 42.03
SUG 48.21 | 48.50 | 48.10 | 49.04 | 49.69 | 48.71
Race 44.58 | 44.33 | 43.59 | 46.03 | 46.55 || 45.01
Means

TABLE 4.7: Overall Two-way ANOVA Results (Race, Funding Status and APS)

source df | SS Mean Square | F Pr>F
Race 4 334.626271 83.656568 5.62 0.0002
FundingStatus 8 5254.433139 656.804142 44.13 | <0.0001
Race * FundingStatus 24 | 798.189101 33.257879 2.23 0.0005

obtained significantly different APS results across all levels of funding type. For example,

the results we obtained earlier show that generally, Indian and White students signif-

icantly outperformed Black and Coloured students, by obtaining higher APS results,

across the majority of funding types. A significant main effect was obtained between

students who receive different types of funding for their studies ([F=44.13, p<0.0001]).

Looking back at their performance in high school, their aggregate APS results were sig-

nificantly different across all race groups. That is, students who received different types

of funding in their first year, obtained significantly different APS results.

In answering the research question on the ethnic background, funding status and aca-

demic performance of our first year STEM students, we made the following findings:

e We found a statistically significant main effect for Race on the APS.

e There is a significant main effect of FundingStatus on the APS, across both levels

of Race.

e We found a significant interaction between Race and FundingStatus on the APS.
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4.3 English Language Proficiency

In almost all South African universities English is used as the language of teaching.
Regardless of their home language background, entering students require proficiency
in English. Most students are not first language speakers of English. At high school,
except for home language subjects, English is used to deliver content in all the other
subjects. At high school, the majority of students whose home language is not English,
will select English First Additional Language (ENB) as their English subject. For first
language speakers, their language of choice is English Home Language (ENA). Table 4.8
summarizes the English subject statistics about first year BSc. students who enrolled

at Wits University during the period 2015-2019.

TABLE 4.8: English Home Language and English First Additional Language Statistics

Subject | Race Volume | Mean | Std. Dev.
APS

ENA Black 1139 43.11 4.10
ENB Black 2959 43.97 4.34
ENA Chinese 29 44.72 4.35
ENB Chinese 1 40.00 -
ENA Coloured 150 43.65 4.21
ENB Coloured 10 44.00 4.10
ENA Indian 673 45.54 4.47
ENB Indian 12 45.00 5.00
ENA White 615 45.87 4.93
ENB White 55 44.65 5.79

The students who enter Wits University, therefore, have different English language ca-
pabilities and proficiency. By focusing on this issue, there was a need to investigate the
impact of English on the APS, by determining whether the mean APS obtained by ENA
students was significantly different from that obtained by ENB students. To direct the
investigation of this issue in a more focused manner, we posed the following research

question:
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Is the APS obtained by National Senior Certificate (NSC) or equivalent stu-
dents who select the English Home Language (ENA) subject significantly dif-
ferent from the APS obtained by students who select the English First Addi-
tional Language (ENB) subject?

There were two separate groups of students: those who did ENA and those who did
ENB. A total of 5643 records were used, of which 2606 belonged to ENA students, with
3037 records belonging to ENB students. The statistics for the two groups of students
are shown below (Table 4.9).

TABLE 4.9: Group Statistics (Admission Point Score)

English | N | Mean 95% CL Mean Std. Dev. | 95% CL Std Dev Std. Error Mean
ENA 2606 | 44.4401 | 44.2636 | 44.6167 4.5964 4.4749 7247 0.0900
ENB 3037 | 43.9928 | 43.8371 | 44.1484 4.3739 4.2666 | 4.4868 0.0794

The mean APS score for ENA students is 44.44 (Std. Dev.=4.60) and for ENB students
the mean APS score is 43.99 (Std. Dev.=4.37). The results show that on average,
students taking ENA are more likely to obtain a higher mean APS score compared to
students who take ENB as their English subject. However, we wanted to know if the
mean ENA and ENB scores were significantly different, statistically. Therefore, the
relevant statistical significance test was performed, whose results will be presented in
later sections. The first task was to test these separate datasets for normality. For
this purpose, two normality tests were performed, namely the Kolmogorov-Smirnov and

Anderson-Darling tests. Table 4.10 shows the results from the two tests.

TABLE 4.10: Normality Tests (English Home Language and English First Additional
Language)

Kolmogorov-Smirnov | Anderson-Darling
Subject | Statistic | df Sig. Statistic | df | Sig.

ENA - - <.01 - - | <.005

ENB - - <.01 - - | <.005

Both tests compare the values of a test statistic (p) to the significance level, alpha («).
If p < a, the data does not satisfy the normal distribution condition. If p > «, the
condition of a normal distribution is satisfied. The Kolmogorov-Smirnov test shows
that the ENA and ENB datasets are not normally distributed. The same conclusion can
be reached regarding the Anderson-Darling test result. Having checked our datasets for
normality, we used the SAS software package to perform an independent samples T-test,

which produced the following result (Table 4.11):
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TABLE 4.11: Equality of Variances

Method Num DF | Den DF | FValue | Pr>F
Folded F 2605 3036 1.10 0.0085

The F value produced by the test is 1.10 (p=0.0085). From this result, we conclude
that the two groups’ (ENA and ENB) variances are significantly different from each
other. We conclude from this result that it is invalid to assume homogeneity between
the variances of the two datasets. The independent samples T-test conducted involving

the two groups yielded the following result (Table 4.12).

TABLE 4.12: Independent Samples T-test

Method Variance df t Value | Pr > t | Mean Difference | 95% CL Mean
Pooled Equal 5641 3.74 0.0002 0.4474 0.2130 | 0.6818
Scatterthwaite | Unequal | 5418.8 3.73 0.0002 0.4474 0.2121 | 0.6827

We found the difference between the ENA and ENB variances to be significant (Ta-
ble 4.11). Since we are dealing with variances that are not equal, we read the p-value
from the second row of Table 4.12, which shows the T-test result to be significant
(p=0.0002). From this result, and in answering our research question, we conclude that
the difference between the mean APS achieved by ENA students and that achieved by
ENB students is significant (t54188=3.73,p=0.0002).

4.4 Influence of NSC STEM Subjects on the APS

This study focuses on a specific target group, which comprises first time first year BSc.
students enrolled in different degree programmes in the field of Science, Technology,
Engineering and Mathematics (STEM). At high school the majority of these students
study a variety of STEM-related subjects. The importance and influence of STEM
subjects in preparing NSC Grade 12 students for the demanding and academically chal-
lenging STEM-based curricula of their choice at university cannot be underestimated.
It is therefore necessary to determine which, amongst these courses, contribute the most
towards the aggregate score, namely the APS. Obtaining a high APS places students
in a good position of being accepted into their preferred first year STEM discipline. In
order to identify what was considered to be the most important pre-university STEM

subjects, we posed the following research question:

How significant is the relationship between the Admission Point Score (APS)
obtained by first time first year STEM students and their NSC Grade 12
STEM subject scores?
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Table 4.13 shows how Wits uses a slightly different scale from the one used by the
National Senior Certificate (NSC) to calculate the Admission Point Score (APS) from
the performance scores obtained in Grade 12 by students who wish to study at the

university.

TABLE 4.13: Wits Admission Point Score

NSC Scale of | NSC | Wits | Wits Wits APS | Wits APS for | Wits APS for
Achievement | % APS | APS for Maths | Life Orienta- | Other Subjects
% & English | tion

8 90-100 | 8+2=10 4 8

7 80-99 7 80-89 7+2=9 3 7

6 70-79 6 70-79 6+2=8 2 6

5 60-69 5 60-69 5+2=7 1 5

4 50-59 4 50-59 4 0 4

3 40-49 3 40-49 3 0 3

2 30-39 0 30-39 0 0 0

1 0-29 0 0-29 0 0 0

To calculate the total APS, Wits uses the best seven NSC subjects, which include Life
Orientation. Where students obtain English and Mathematics scores between 60% and

100% inclusive, Wits uses a slightly different scale to assign points to subject scores.

In attempting to answer this question two different approaches were adopted. Firstly,
in order to identify the NSC STEM subjects that influence the APS the most, different
feature selection experiments were performed. The findings are presented in Subsec-
tion 4.4.1. Secondly, in Subsection 4.4.2, the findings on the linear regression experi-
ment conducted to confirm whether the subjects identified using feature selection have

the same influence when used to predict the APS are presented.

4.4.1 Feature Selection

In many instances datasets may contain records with a large number of attributes or
features. Amongst these features, some may be irrelevant or redundant, and may need
to be removed. This is in order to improve algorithm performance , and to reduce the
high computational cost associated with processing datasets containing many features.
Educational institutions accumulate and store a lot of data about different stakeholders,
including students. The data records may contain hundreds of features, some of which
may not be relevant or useful. Different data mining techniques are used to select
relevant dataset attributes, to be used in performing different tasks such as classification

and prediction.

There are three types of feature selection techniques: filter, wrapper and embedded
methods. Filtering algorithms use search and evaluation methods to determine which
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features are relevant. Following the selection of relevant features, an algorithm is applied
against a dataset using only the selected features. Whereas filtering methods are used
independently from data mining algorithms, wrapper methods, however, incorporate
algorithms as part of the feature selection process. That is, search methods are wrapped
with different classifiers, which are used to evaluate features. In embedded feature
selection, it is data mining algorithms that determine features that should be used,
as well as those that should be omitted. In this study only filtering techniques were
used. These include Correlation-based Feature Selection (CFS), Gain Ratio (GR), Chi-

Squared, and Information Gain.

From the list of NSC Grade 12 subjects shown in Table 3.5 the following STEM subjects

shown in Table 4.14 were selected.

TABLE 4.14: Selected STEM Subjects

NSC Subject | Description Volume Mean Std dev
LSCNSC Life Sciences 25202 75.57 9.81
MATNSC Mathematics 31343 72.39 13.52
PSCNSC Physical Sciences 26324 71.98 13.21
GEGNSC Geography 13440 73.74 9.88
MP3NSC Mathematics Paper 3 2772 62.72 18.56
INTNSC Information Technology 1686 74.99 13.60
ENGNSC English First Additional Language | 13563 73.17 7.10
(ENB)

ENGNSC English Home Language (ENA) 22353 72.97 7.54
CATNSC Computer Applications Technology | 2164 70.88 12.06
APMNSC Advanced Programme Mathematics | 1892 65.05 18.21
AGSNSC Agricultural Sciences 1607 70.64 9.46

First, a .arff file consisting of 38231 records was prepared. The STEM subjects in
Table 4.14 were then used to predict the APS, without using feature selection tech-
niques. The following attributes from the .arff file were removed, given the very small
numbers of students enrolled in the related subjects: ADVNSC, TMANSC, TPSINSC
and TSCINSC. The remaining 12 NSC STEM attributes, including the two English
subjects (ENA and ENB) were used. From the WEKA toolkit the following data
mining algorithms were selected and executed: decision tree (REPTree), rule-based
(M5Rules), function-based (MultilayerPerceptron,MLP) and nearest neighbour (IBk).
All the records were used as the training set. Our results from these experiments are
displayed in Table 4.15.

It can be seen from these results that overall, based on all the five measures of perfor-
mance, the nearest neighbour algorithm (IBk) has outperformed the other three algo-
rithms. The algorithm has the largest correlation coefficient (0.8729), indicating a very
strong relationship between the actual and predicted APS. For each error metric, IBk

also has the smallest value. The REPTree algorithm performed second best on all five
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TABLE 4.15: Predicting the Admission Point Score (Without Feature Selection)

Evaluation Metrics REPTree| M5Rules| MLP IBk
Correlation Coefficient 0.7724 0.7429 0.7149 0.8729
Mean Absolute Error (MAE) 2.2709 2.4549 3.3501 0.7488
Root Mean Squared Error (RMSE) 4.6169 4.866 5.6943 3.5464
Relative Absolute Error (RAE) 45.2093% | 48.8739% | 66.6956% | 14.9067%
Root Relative Squared Error (RRSE) | 63.5102% | 66.9451% | 78.3305% | 48.7845%

metrics compared to M5Rules and MLP which, respectively, were third and fourth in

terms of performance.

After using the 12 selected attributes in Table 4.14 to predict the APS, we thereafter
used different feature selection methods to identify the strongest predictor attributes of
the APS. In Table 4.16 the following feature selection techniques are described, avail-
able in the WEKA toolkit, which were used to identify relevant predictor attributes:
CfsSubsetEval, ClassifierSubsetEval, ReliefAttributeEval and WrapperSubsetEval.

TABLE 4.16: Selected Feature Selection Techniques

Evaluator Description

CfsSubsetEval Determines a feature’s ability as a predictor, as well as the extent to
which features are redundant.

ClassifierSubsetEval | Uses training data or a seperate hold out test dataset to evaluates
attribute subsets.

ReliefAttributeEval | Determines the strength of an attribute through a repeated sampling
of an instance, and uses the value of the attribute to locate the nearest
instance belonging to the same and different category.

WrapperSubsetEval | Uses a learning scheme to evaluate sets of attributes.

In Table 1, Section A of the appendix, the results from the application of different
different feature selection methods are displayed. The ClassifierSubsetEval and Wrap-
perSubsetEval algorithms, in conjunction with the RandomSearch method, identified
the most relevant predictor attributes, namely MAT, PSC, GEG, INT and AGS. To
this group of attributes the APM attribute was included, which appeared prominently
in the list of attributes generated by the CfsSubsetEval algorithm. Having performed
experiments in which the APS was predicted using a full set of attributes (without fea-
ture selection), we next wanted to see whether improved results could be obtained using
the six attributes identified through feature selection. Again, the same set of algorithms
used earlier to predict the APS were selected, namely REPTree, M5Rules, MLP and
IBk. In Table 4.17 the results obtained using the selected attributes are presented.

These results, compared to the results shown in Table 4.15, indicate the following:

e The fewer attributes obtained through feature selection do not necessarily result
in better algorithm performance. The results show that using a complete set of
attributes yields better performance.
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TABLE 4.17: Predicting the Admission Point Score (With Feature Selection)

Evaluation Metrics REPTree| M5Rules| MLP IBk
Correlation Coefficient 0.7042 0.6847 0.6449 0.7595
Mean Absolute Error (MAE) 2.7926 2.918 3.3752 2.0381
Root Mean Squared Error (RMSE) 5.1617 5.298 5.7814 4.7285
Relative Absolute Error (RAE) 55.5955% | 58.0937% | 67.1939% | 40.5744%
Root Relative Squared Error (RRSE) | 71.0049% | 72.8795% | 79.5297% | 65.0451%

e In both cases (using and not using feature selection) the nearest neighbourhood

algorithm (IBk) has again outperformed the other three algorithm.

Despite the fact that feature selection did not result in better algorithm performance,
the main focus of the question was to determine which NSC STEM subjects were strong
predictors of the APS. Using different feature selection techniques, the following NSC
STEM subjects were identified as having the strongest influence as predictors of the
APS: MAT, PSC, GEG, INT, APM and AGS. From these results, it is also clear that
for the datasets the IBk algorithm could be the best candidate for predicting the APS
values of unseen NSC STEM student records.

4.4.2 Linear Regression

Linear regression is another technique that can be used to identify attributes which have
a strong influence in predicting the response variable. There is simple linear regression
and multiple linear regression. In simple regression, only one variable is used to predict
the values of the response or dependent variable. In multiple linear regression at least
two predictor variables are used to predict the dependent variable. In this study, we
used the multiple linear regression technique to identify statistically significant, NSC
STEM predictor attributes of the APS. Since the response and predictor variables were
numeric, multiple linear regression was the most suitable technique to consider using.
Equation 4.1 represents a multiple linear regression model, in which the dependant

variable is expressed as a linear combination of weighted predictor variables.

Y =wo+ wix1 + woxe + ... + WpTy

where

e 7 is the response or class variable,
® 11, T, ..., z, are the predictor attribute values and

., wy are the corresponding weights
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The WEKA toolkit contains a linear regression algorithm (LinearRegression), which
we applied against a dataset of 38231 NSC STEM records. The dataset contained the
following NSC STEM subject attributes: LSC, MAT, PSC, GEG, MP3, INT, CAT,
ENA, ENB, APM, AGS. This is the same list of subjects shown in Table 4.14, which
were used in the experiments presented in Subsection 4.4.1. Our experiment produced

the following regression model:

APS =

(0.0042 * LSC) + (0.0815 * MAT) + (0.0186 * PSC) - (0.0048 * GEG) +
(0.0097 * MP3) - (0.0041 * INT) - (0.0110 * CAT) + (0.0531 * ENA) +
(0.0610 * ENB) + (0.0499 * APM) - (0.0045 * AGS) + 31.4476

Looking at the above model equation, the MAT coefficient value is the largest (0.0815),
indicating the fact that the NSC Mathematics subject is the strongest predictor of
the APS compared to the other NSC STEM subjects. Another Mathematics-based
subject, APM (Advanced Programming Mathematics), emerged as the next strongest
predictor of the APS amongst the STEM subjects, with a coefficient value of 0.0499. The
importance of English (ENA and ENB) as a medium of instruction is also highlighted
by the model. Both English subjects contribute strongly towards the APS, with ENB
showing a somewhat stronger contribution (0.0610) compared to ENA (0.0531).

As part of the result, the following output was also obtained (Figure 4.1):

=== Evaluation on training set ===

EEE Suma EEE

Correlation coefficient 0.5547
Mean absolute error 3.9865
Root mean squared error 6.0487
Relative absolute error 79.3658 %
Root relative squared error 83.2058 %
Total NHumber of Instances 3g231

FIGURE 4.1: Multiple Linear Regression Correlation Output

The value of the correlation coefficient is 0.5547, indicating a a moderate correlation
between the true and predicted value of the APS. We also used the SAS software package

to analyze our dataset. The following output, shown in Figure 4.2, was obtained:
This figure contains information on the statistical significance of the regression model

which, in this case, is reported to be statistically significant (F=1544.11.72, Pr=<0.0001).

The Parameter Estimates section contains the results of the regression model produced

91



The REG Procedure
Model: Linear_Regression_Model
Dependent Variable: APS

Number of Observations Read 38231
Number of Observations Used 38231

Analysis of Variance

Sum of Mean

Source DF Squares Square F Value Pr>F
Model | 11 621625 56511 154411 <.0001
Error 38219 1398736 36.59792
Corrected Total 38230 2020360

Root MSE 6.04962 R-Square  0.3077

Dependent Mean | 41.17151 Adj R-Sq | 0.3075

Coeff Var 14 69371

Parameter Estimates

Parameter  Standard
Variable DF Estimate Error t Value Pr > |t]

Intercept| 1 31.44763 0.11461 274.39 <.0001
LSC K 0.00425 0.00101 4.19 <.0001
MAT 1 0.08145 0.00173 47.10 <.0001
PSC 1 0.01864 0.00145 12.82 <.0001
GEG 1 -0.00476 0.00092815 -5.13 <.0001
MP3 1 0.00966 0.00186  5.19 <.0001
INT 1| -0.00407| 0.00206 -1.98 0.0478
CAT 1 -0.01102 0.00186 -5.93 <.0001
ENA 1 0.05314 0.00203 26.12 <.0001
ENB 1 0.06098 0.00216 28.26 <.0001
APM 1 0.04987 0.00220 2268 <.0001
AGS 1 -0.00446 0.00226 -1.97 0.0486

FIGURE 4.2: SAS Multiple Linear Regression Output

by the SAS package. The model consists of the y intercept (31.44763) and several pre-
dictor variables, whose associated coefficients (parameter estimates) appear under the

Parameter Estimate column.

Two NSC STEM attributes, namely INT (Information Technology) and AGS (Agricul-
tural Sciences) are weak, but statistically significant predictors. The following subjects
emerged as strong, statistically significant predictors: Life Sciences (LSC), Mathematics
(MAT), Physical Sciences (PSC), Geography (GEG), Mathematics Paper 3 (MP3), Com-
puter Applications Technology (CAT), English Home Language (ENA), English First
Additional Language (ENB) and Advanced Programming Mathematics (APM). The
results show Mathematics (MAT) to be the most influential subject, with the largest
coefficient value of 0.08145. An example interpretation of this result is as follows: in-
creasing MAT by one unit corresponds to a 0.08145 increase in the dependent variable,
the APS. English, as a medium of instruction, also contributes significantly towards the
APS. In the case of English First Additional Language (ENB) the coefficient value is
0.06182. For English Home Language (ENA) the value is 0.05366. The linear regression

results are summarized Section A, Table 2 of the appendix.

Our findings using feature selection and multiple linear regression techniques have shown
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that either one of these techniques can be used to identify the most influential pre-
dictor attribute or attributes of the APS. In this case, both techniques were able to
identify the following NSC STEM subjects as the strongest predictors: Mathematics
(MAT), Physical Sciences (PSC), Advanced Programme Mathematics (APM), Informa-
tion Technology (INT), Geography (GEG) and Agricultural Sciences (AGS). Whilst four
of these NSC STEM subjects were strong, statistically significant predictors, the INT
(p-value=0.0478) and AGS (p-value=0.0486) subjects, on the other hand, were barely

significant in their contribution towards the APS.

4.5 Prior Programming Experience (PPE)

The South African high school curriculum includes Information Technology (IT) as one
of the STEM subjects students can select as part of the NSC subjects they can study.
In the IT subject Students, among other things, learn how to write computer programs
using programming languages such as Java and Python. At high school, the I'T syllabus
is offered over a period of three years, from Grade 10 to Grade 12. When Grade 12
NSC IT students complete their studies, they will hopefully have acquired the necessary
background and IT skills to see them through the challenging undergraduate Computer

Science curriculum, which involves a very significant amount of computer programming.

Amongst others, this study sought to determine whether prior programming experience,
as measured through performance in the Grade 12 NSC IT subject, could be used to
differentiate between two groups of first time first year Computer Science I students,
namely those who have done NSC IT at high school, and those who have not done the
subject.The aim was to determine whether these students would perform significantly
differently in two first-semester Computer Science I courses, based on whether or not
they had prior computer programming experience. Furthermore, the two courses were
also used to predict performance in Computer Science I, and to predict the final, first
year overall outcome. In order to better address these three objectives and to obtain

the necessary answers, we posed the following research question:

Is there a significant difference in performance in the two first-semester Com-
puter Science I topics, namely Basic Computer Organization I (BCO) and
Introduction to Algorithms and Programming I (IAP), between first time first
year BSc. students with prior computer programming experience and their

peers, who do not have prior computer programming experience?

This question we addressed by performing three experiments. In Subsection 4.5.1 we

look at whether a significant performance difference in BCO and TAP exists between
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students with experience and those who lack experience in computer programming. In
the next task, in Subsection 4.5.2, we discuss how the two first semester Computer
Science I modules (BCO and IAP) were used to predict performance in the four-module
Computer Science I course at the end of the second semester. In this task we used the
linear regression analysis technique to predict numeric Computer Science I scores. In
Subsection 4.5.3 we describe the experiments we performed, using different data mining

algorithms, to predict first year students’ performance at the end of the academic year.

4.5.1 Computer Science I: First Semester Academic Performance

In our School, Computer Science I students must take four courses, described in Ta-
ble 4.18.

TABLE 4.18: Computer Science I Courses

Course Code | Description Points | Semester
COMS1015 Basic Computer Organisation (BCO) 9 First
COMS1018 Introduction to Algorithms and Programming (IAP) 9 First
COMS1017 Introduction to Data Structures and Algorithms (IDSA) | 9 Second
COMS1016 Discrete Computational Structures (DCS) 9 Second

Apart from students whose major subjects include Computer Science, these courses are
also taken by students who enrol in the following structured STEM curricula: Bachelor of
Science in the field of Applied Computing, Bachelor of Science in the field of Computing
and Mathematics and Bachelor of Science in the field of Mathematics of Finance. Given
the importance and influence of Computer Science I in these structured STEM degree
programmes, we focused on prior computer programming as a factor of interest, to
determine its effect on first semester performance in BCO and IAP between two groups of
Computer Science I students. One group consisted of students who did the Information
Technology subject at high school (prior computer programming experience). The other

group were students whose high school subjects did not include Information Technology.

In answering the question we used 526 records, which belonged to first time first year
Computer Science I students. We used the SAS Enterprise software package to prepare
the records for statistical analysis. We identified several records belonging to students
who did not persist in BCO and/or IAP during the first semester. After removing all
these records, the final dataset contained 202 records, which we used in the statistical

analysis experiments.
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BCO First Semester Performance

In our Computer Science I curriculum, BCO is taught in the first semester. This course
is taken by two groups of first year students: those with prior programming experience
(PPE) and those who lack such experience (without PPE). We wanted to investigate
whether the two groups of students would obtain significantly different results in BCO,
based on prior computer programming experience. We considered these two groups to be
independent, in which case we found the independent-groups T-test to be most suitable

for analyzing the BCO dataset.

The dataset comprised 202 first year Computer Science I records, of which 145 belonged
to students without prior computer programming experience. The remaining 57 records
belonged to students who did Information Technology at high school. Using the SAS
Enterprise Guide software package and the 202 BCO records, we conducted a T-test to
determine whether, based on prior programming experience, the students’ performance

in BCO would differ significantly. Figure 4.3 shows the T-test output produced by SAS.

t Test
The TTEST Procedure

Variable: COMS1015

PREV_PROG_STATUS Method N Mean Std Dev Std Err Minimum  Maximum
NP 145 65.8276 15.2290 1.2647 0  97.0000
P 57 791754 11.2696 14927 53.0000 100.0
Diff (1-2) Pooled -13.3479 14.2318 22249
Diff (1-2) Satterthwaite -13.3479 1.9564
PREV_PROG_STATUS |Method Mean| 95% CL Mean | Std Dev 95% CL Std Dev
NP 658276 63.3278 68.3274 152290 13.6549 17.2165
P 791754 76.1852 82.1657 11.2696 9.5144 13.8250
Diff (1-2) Pooled -13.3479 -17.7352 -8.9605 14.2318 12.9633 15.7777
Diff (1-2) Satterthwaite | -13.3479 -17.2164 -9.4793

Method Variances DF |t Value Pr > |t]

Pooled Equal 200 -6.00 <.0001

Satterthwaite Unequal 137.67) -6.82| <.0001

Equality of Variances
Method |Num DF Den DF F Value Pr>F
Folded F 144 56 1.83 0.0112

F1GURE 4.3: Basic Computer Organization T-test Output

In this figure the first two tables provide descriptive statistics such as the mean, confi-
dence limit (CL), standard deviation (Std Dev) and standard error (Std Err). The mean
BCO mark obtained by PPE students is 79.175, which is much higher compared to the
mean BCO mark of 65.828 obtained by their non-PPE peers. The bottom table provides
information about whether the variances between the BCO scores of the two groups are
equal or not. The normal assumption is that the variances are equal (homogeneity of
variance). SAS uses the Folded F procedure to determine if two different datasets have

equal variances. In this case the variances were not equal (Pr>F=0.0112).

Having determined that the variances between the two BCO scores were not equal (p-

value<0.05), we consulted the third table in Figure 4.3 to decide on which T-test result

should be used. Since we found the variances to be unequal we use the second row
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of the table (Satterthwaite’s approximation). We found the result to be statistically
significant (DF=137.67, t-value=-6.82, (Pr> |¢|)<0.0001). The conclusion from this
result is that there is a significant difference between the BCO results of students with

prio programming experience, and those who lack such experience.

TAP First Semester Performance

To address this part of the question we used the 202 first year records belonging to the
same students who took BCO as one of their first semester courses. Of this number, 145
records belonged to non-PPE students, and 57 records belonged to PPE students. As in
the case of BCO, we wanted to determine whether performance in IAP was significantly
different between PPE and non-PPE students. The T-test experiment we conducted to

answer this question produced the output shown in Figure 4.4.

t Test
The TTEST Procedure

Variable: COMS1018

PREV_PROG_STATUS Method N Mean  Std Dev Std Err Minimum Maximum
NP 145 71.1793 16.3532 1.3581 0 100.0
P 57 895789 82461 1.0922 68.0000 100.0
Diff (1-2) Pooled -18.3996 14.5460 2.2740
Diff (1-2) Satterthwaite -18.3996 1.7428
PREV_PROG_STATUS Method Mean 95% CL Mean | Std Dev 95% CL Std Dev
NP 711793 68.4950 73.8636 163532 14.6629 184874
P 89.5789 87.3910 91.7669 8.2461 6.9618 10.1159
Diff (1-2) Pooled -18.3996 -22 8838 -13.9155 14.5460 13.2495 16.1260
Diff (1-2) Satterthwaite -18.3996 -21.8375 -14.9617
Method Variances DF t Value Pr > ||
Pooled Equal 200 -8.09 <.0001

Satterthwaite Unequal 188.13 -10.56 <.0001

Equality of Variances
Method Num DF| Den DF F Value Pr>F
Folded F 144 56 3.93 <.0001

FIGURE 4.4: Introduction to Algorithms and Programming T-test Output

In this case, as in BCO, students with prior programming experience obtained a higher
IAP mean score (89.579) compared to the mean score obtained by students without prior
programming experience (71.179). Looking at the bottom table, the result shows that
the variances for the two groups are not equal ( (Pr>F)< 0.0001). Since the variances
of the two datasets are not equal, in Figure 4.4 we consult the second row of the third
table, which shows that the mean TAP scores obtained by PPE and non-PPE students
are significantly different (DF=137.67, t-value=-10.56, (Pr> |t|) < 0.0001).

In answering the research question, regarding the influence of computer programming
experience in the performance of first time first year Computer Science I students, our

findings show that
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e there is a significant performance difference in BCO between students with prior
computer programming experience and those who lack such experience. Students
with prior computer programming experience obtained significantly higher BCO
scores (N=57, Mean=79.18, SD=11.27), compared to their peers who have not
programmed before (N=145, Mean=65.83, SD=15.23).

e there is a significant performance difference in IAP between students with prior
computer programming experience and those who lack such experience. Students
with prior computer programming experience obtained significantly higher IAP
scores (N=57, Mean=89.58, SD=8.25), compared to their peers who have not
programmed before (N=145, Mean=71.18, SD=16.35).

4.5.2 Predicting Performance in Computer Science 1

Having investigated and determined the influence of prior programming experience on
performance in BCO and TAP, the next objective was to determine whether these two
first semester courses could be used as predictors of performance in Computer Science
I at the end of the second semester. Since we wanted to predict numeric Computer
Science I scores, we found the multiple linear regression technique to be most suitable
for this task. Using the WEKA software toolkit, we prepared a .arff file consisting of
202 records and three attributes (two independent predictor variables and one dependent
variable). After selecting and applying the WEKA toolkit’s inearRegression algorithm

against our dataset, we obtained the following regression equation (model):

CS1 = (0.3949 * COMS1015) + ( 0.5641 * COMS1018) + 0.7672

This model can be used to predict final Computer Science I scores at the end of the
academic year. Looking at the regression coefficients, the COMS1018 (IAP) coefficient
(0.5641) is greater compared to the COMS1015 (BCO) coefficient (0.3949). This means
that between the two courses, IAP contributes more to the CSI numeric score compared
to BCO. In addition to the linear regression model, other output from WEKA includes
model evaluation results, obtained using different metrics. The output is displayed in
Table 4.19.
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TABLE 4.19: Multiple Linear Regression Results

Evaluation Metric Value
Correlation Coefficient 0.93
Mean Absolute Error 4.40
Root Mean Squared Error 5.55
Relative Absolute Error 38.27 %
Root Relative Absolute Error | 35.92 %
Total Number of Instances 202

The correlation between CSI and the two predictor attributes, BCO and IAP, is very
high (R=0.93). the error values are also low. The value of the squared correlation
coefficient R?=0.86, which means that together BCO and IAP are responsible for 86%
of the variability in CSI. This is a good result. The model can be applied against test

datasets to predict final, CSI scores.

Testing the Regression Model

After obtaining the multiple regression model we needed to test it, to determine how well
it could predict the known target values in a given test dataset. We applied the model
on the 2019 Computer Science I test dataset, in order to determine its effectiveness in
predicting Computer Science I scores. In Section 4.9, we present the results we obtained

after evaluating the performance of our regression model.

4.5.3 Predicting the First Year Overall Result

It is often useful to be able to determine or predict the overall academic performance
of a student when she or he completes their year of study. One advantage of such an
approach is to obtain an idea regarding whether individual students will succeed in their
studies and proceed to the next academic year (persistence), discontinue (drop out)
or fail to proceed to the next academic year. Early prediction of success or failure can
enable academics, student counsellors and administrators (school and faculty) to provide
appropriate academic and other student support measures. Students who are predicted
to succeed can be encouraged (and perhaps incentivised) to continue doing well in their
studies. On the other hand, students for whom failure is predicted, proactive steps to
prevent such failure can be taken. For these “at-risk” students preventive measures that
could be taken include counselling, tutorial support and extra lessons, time management

and study skills, and so on.

Given this background and following from the research question we posed earlier, regard-
ing first semester performance in BCO and IAP, we thought that it would be interesting
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to know whether these courses could be used together to predict the overall outcome at
the end of first year. In order to answer our research question, we prepared a dataset
containing first year BSc. student records. The 123 records we used belonged to students
who registered for and completed the two courses during the period 2015-2016. From
the WEKA toolkit we selected and applied the following data mining algorithms against
the dataset: JRIP (Rule-based), J48 (Decision tree), Naive Bayes (NB) (Bayesian)
and MLP (Function). The .arff file we prepared to conduct our experiments contained
two numeric predictor attributes (BCO and IAP) and the categorical, class attribute
(Progress_outcome). A description of the codes we used to classify the overall result

decision (outcome) is provided in Table 4.20.

TABLE 4.20: First Year Outcome Symbolic Codes

Description Outcome
In progress INP
Renewal of registration permission with conditions M1C
Recommendation that registration renewal not be permitted MI1E
Renewal of admission permitted with conditions M2C
Permission to renew admission refused M2E
Representations made to Wits Re-admissions Committee MBJ
Exclusion waived-must return to the same year of study MBR

Failed minimum requirements - Needs permission to re-register in | MBZ
same faculty

Minimum requirements not met MRNM
Permitted to proceed PCD
Must return to complete the requirements for the year of study RET
Term withdrawn WDR

TABLE 4.21: Predicting First Year Overall Result Decision

JRIP | J48 NB MLP
Correctly Classified (%) 81.30 82.92 78.86 77.23
Incorrectly Classified (%) | 18.69 17.07 21.13 22.76
Kappa Statistic 0.44 0.41 0.38 0.09
Mean Absolute Error 0.09 0.09 0.09 0.10
Root Mean Squared Error | 0.22 0.21 0.22 0.22

Following the application of each of the four data mining algorithms against the dataset,
the results from our experiments are displayed in Table 4.21. The most accurate algo-
rithm is J48 (82.92%), followed by JRIP (81.30%). The least accurate algorithm is MLP
(77.23%). The algorithm with the highest Kappa statistic value is JRIP (0.44). Con-
cerning the Root Mean Squared Error, J48 has the lowest error value (0.21). Looking
at all the other measures, apart from accuracy, we judged the J48 algorithm to be the
best performing algorithm compared to the other algorithms. We therefore decided to
use J48 during the Evaluation Phase (Section 4.9) to predict the overall outcome, from

a test dataset of first year student records.
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4.6 Minimum Admission Requirements

At Wits, first time first year students wishing to study for a BSc. degree must satisfy
certain minimum requirements. For each field of study there are specific requirements.
For example, a first year student wishing to enrol for a BSc. degree in the field of
Mathematical Sciences, she or he must satisfy the following minimum requirements for
admission to the programme: Mathematics (>80%), Physical Sciences (>80%), English
(>80%) and Wits Admission Point Score (APS, >40%). The importance of minimum
admission requirements as an entry point to a chosen field of study cannot be overem-
phasized. Acceptance or rejection in a particular field of study depends on whether or

not these requirements are satisfied.

This study also sought to determine whether the minimum admission requirements could
be used to predict how first time first year BSc. students enrolled in different STEM fields
would perform in their studies. First, we used these requirements to predict how first
year students would perform at the end of the academic year. Second, the requirements
were used to predict degree attainment after three years of study. In order to conduct

the investigation in a more focused manner, we posed the following research question:

How suitable are the Faculty of Science’s minimum requirement subjects as

predictors of first year and degree attainment outcomes?

For first time first year students to be accepted in the field of their choice within the
Faculty of Science, they must satisfy the minimum admission requirements specified by
the faculty. In almost all the fields of study, the following Grade 12 NSC subjects,
including the APS, are required: Mathematics, Physical Sciences and English. In this
study we used the APS and the marks obtained in the three NSC subjects to perform
the tasks related to the question we had to answer. First, we used the data to predict
the overall, first year results. Thereafter, we used the data to predict whether or not
a first time first year student enrolled in a specific STEM discipline would qualify, by
obtaining a degree at the end of their studies. In Subsection 4.6.1 we present our findings
on predicting the first year outcome. The findings we present in Subsection 4.6.2 focus

on the work we did to predict degree attainment or qualification.

4.6.1 Predicting First Year Outcome

New students find the first year experience at university challenging, given the need for

them to make huge adjustments to a new environment. Due to differences in academic

and social skills some students, compared to others, thrive and adjust better to the new
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environment. Not only do these students come from different educational backgrounds,
they are also diverse in terms of their ethnic, cultural and economic backgrounds. Stu-
dents who adjust easily tend to perform better and succeed in their studies. On the
other hand, students who struggle to adjust may under-perform or drop out of their
studies. In order for academics and other stakeholders to provide meaningful support
to these students to prevent their failure, one of the solutions is being able to predict
their performance. Students who are predicted to fail can then be advised, counseled

and supported to prevent them from failing.

In this study we wanted to determine whether the Faculty of Science’s minimum admis-
sion requirement subjects (APS, NSC Mathematics, NSC Physical Science and NSC
English together were suitable predictor attributes of overall academic performance
amongst first time first year STEM students. We also considered the fact that in the
NSC curriculum students select either English Home Language (ENA) or English First
Additional Language (ENB) as their English subject. For this reason we prepared two
WEKA-based .arrf files consisting of Grade 12 NSC records, collected during the period
2015-2019. The first .arff file contained 2123 records, belonging to ENA students. The
second .arff file contained 2462 records, in which the students took ENB as their En-
glish subject. Both files contained four numeric predictor attributes (APS, MAT, PSC
and ENA /ENB) and a categorical class attribute (Progress_outcome). A description of
the codes used to indicate the overall result decision (Progress_outcome) is provided in
Table 4.20.

To predict the first year outcome we selected the WEKA toolkit’s J48 algorithm and
applied it against our training datasets. We tested the resulting model during the

Evaluation Phase, as described in Section 4.9.

First Year Outcome (ENA Students)

Figure 4.5 shows the output we obtained after applying the J48 algorithm against the
full training set of 2123 records belonging to first year students who took the ENA
subject at high school.

It can be seen from these results that about 73.4% of the training set records are correctly
classified according to the class to which they belong. This means that the model is 73.4%
successful in predicting the first year outcome of students who took the ENA subject
in high school. The Kappa statistic measures the strength of agreement between the
actual (observed) and expected classification of a dataset. In this experiment the Kappa
statistic value is 0.29, which reflects fair agreement between the actual and expected

result. In Section 4.9 the model produced in this experiment will be evaluated, and a
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=== Evaluation on training set ===
Time taken to test model on training data: 0.01 seconds

=== SUMMAry ===

Correctly Classified Instances 1558 73,3867 %
Incorrectly Classified Instances 565 26.6133 %
Kappa statistic 0.2948

Mean absolute error 0.0801

Root mean sgquared error 0.2001

Relative absolute error 79.4222 %

Root relative squared error B9.2B37 &

Coverage of cases (0.95 lewvel) 97.0325 %

Mean rel. region size (0.95 level) 27.414 %

Total Humber of Instances 2123

FIGURE 4.5: First Year Performance (English Home Language Training Set)

test dataset will be used for this purpose. The model created during the training phase
is stored in a WEKA-based file named ENAQ5 Training.model.

The numbers of successfully categorized and unsuccessfully categorized records are used

to construct a table known as a confusion matriz, shown in Figure 4.6.

=== Confusion Matrix ===

a b ] d e £ g h i 3 <== glassified as
1] 1] 0 0 ] 0 0 1] 2 7] a = INP
o 2 0 0 0 0 0 1] 13 3 b = MIC
] '] 0 0 0 0 0 0 A 0 c = M1E
1] 1 0 1 g o o 0 2 2 d = M2C
0 0 0 0 3 0 0 [} 10 3 e = MIE
0 0 1] 0 1 45 0 0 126 16 f = MER
[¥] 1] 1] 0 0 0 3 1] 33 5 g = MBZ
0 0 1] 0 0 3 0 3 13 P h = MRNM
1] F 0 1 0 4 1 0 1415 9 i = pCD
1] 1 ] 0 0 & i 2 298 86 j = RET

FIGURE 4.6: English Home Language Confusion Matrix

Since there are many classes to which the training set records can be assigned, some of
these records are assigned to classes to which they do not belong. For example, a total
of

e 394 records actually belong to the RET class. However, only 86 (21.8%) of these
are correctly assigned to the RET class. The remaining 308 (78.2%) records are
incorrectly assigned to other classes, mostly to the PCD class. In this case 298
(75.6%) students who should be repeating their first year of study (RET) are
incorrectly classified as students who have passed their first year (PCD). This is a

serious misclassification error.

e 41 records actually belong to the MBZ class, representing students who have failed
minimum requirements and should obtain permission to re-register in the same
faculty. However, only three records (7.3%) are correctly classified as MBZ records.
The remaining 38 (92.7%) records are misclassified as either PCD (80.5%) or RET
(12.2%). The most serious classification error is for the majority of excluded MBZ
students to be classified incorrectly as having passed (PCD).
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It is worth noting that when it comes to the predominant class (PCD), most of the
records belonging to this class are classified correctly. Out of the 1432 records that
belong to this class, 1415 (98.8%) of them are classified correctly as PCD records. The
remaining 17 (1.2%) records are incorrectly classified into different classes. If we look
at the records belonging to the other, minority classes, most of them are classified
incorrectly as PCD records. The classifier is unable to correctly classify minority class
records. This is an example of the imbalanced learning problem, which is characterized
by a skewed class distribution, leading to inaccurate classification of the records across
different classes (He and Garcia, 2009).

First Year Outcome (ENB Students)

After applying the J48 classifier against the dataset of 2462 records of first year BSc.
students who took the ENB subject at high school, we obtained the following output
(Figure 4.7):

EEm Smaw R

Correctly Classified Instances 1610 65.394 %
Incorrectly Classified Instances BS2 34.606 %
Kappa statistic 0.4503

Mean absolute error 0.0866

Root mean squared error 0.208

Relative absolute error 68.6441 %

Root relative squared error B2.909 %

Coverage of cases (0.95 level) 98.9846 %

Mean rel. region size (0.93 level) 30.415 %

Total Humber of Instances 2462

FIGURE 4.7: First Year Performance (English First Additional Language Training Set)

In this case the J48 algorithm is 65.4% accurate in predicting correctly the classes to
which the records belong. The accuracy is lower compared to the value obtained in
Figure 4.5, for ENA students. However, the moderate Kappa statistic value of 0.45 is
much higher. In Section 4.9 the model produced in this experiment will be evaluated to
determine its performance against the dataset consisting of unseen records. The model
is contained in a file named ENBQ5Training.model. Figure 4.8 shows the confusion

matrix produced following the execution of the J48 algorithm.

Looking at the confusion matrix of Figure 4.8, we make a few observations. For example,

a total of

e 490 records belong to the RET class. Only 218 (44.5%) of these are correctly
classified as RET records. Out of the remaining records, 225 (45.9%) records
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=== Confusion Matrix ===

a b c d e f q h i 3 k =-- glassified as
1 0 ] ] /] 0 0 1 ] L] a a = INF
a 13 o o 1] 0 10 1] o 24 4 b = MIC
a 1] 1] ] L] 0 1] 1 ] 1] 1] c = N1E
0 1 o ] ] 0 4 3 ] 11 3 d = M2C
0 ] ] ] 18 0 4 2 ] 1% 2 e = M2E
a 1] o o 1] Q 0 o ] F4 1] f = HBJ
i 2 ] ] 4 0 258 1 0 202 34 g = HER
1 3 ] ] 4 0 20 40 ] 65 16 h = MBE
a F o ] 1 L1 [ o T 23 5 i = MRNM
Q 3 i} ] 1 Q 62 4 0 1055 32 i = FCD
0 1 ] ] 2 0 36 ] 2 225 218 k = RET

FIGURE 4.8: English First Additional Language Confusion Matrix

are incorrectly labeled as PCD, which is even higher than the correctly classified
RET records. More students who should be repeating first year are actually being
permitted to proceed to second year, a serious misclassification error on the part

of the algorithm.

e 149 records actually belong to the MBZ class, representing excluded students.
Out of this number, 40 (26.8%) students are correctly classified as being excluded
students. A serious misclassification error involves 65 (43.6%) records which are
labeled as PCD, incorrectly indicating that excluded students have have passed

and can proceed to second year.

In this case too, PCD is the majority class, containing 1159 records, of which 1055
(91.0%) are actual PCD records. Again, as in our previous experiment, the classification

of minority class records is biased towards the majority PCD class.

Table 4.22 summarizes the J48 algorithm’s classification results from the experiments

we conducted using the ENA and ENB datasets.

TABLE 4.22: J48 Evaluation Summary (English Home Language and English First
Additional Language datasets)

| Metrics | ENA | ENB \
Total Number of Instances 2123 2462
Correctly Classified Instances 1558 (73.39%) | 1610 (65.39%)
Incorrectly Classified Instances | 565 (26.61%) | 852 (34.61%)
Kappa statistic 0.2948 0.4503
Mean Absolute Error 0.0801 0.0866
Root Mean Squared Error 0.2001 0.208
Relative Absolute Error 79.4222% 68.6441%
Root Relative Squared Error 89.2837% 82.909%
Coverage of cases (0.95 level) 97.0325% 98.9846%
Mean rel. region size (0.95 level) | 27.414% 30.414%

It should be noted that the results displayed in Table 4.22 were obtained by applying
the J48 algorithm against two different datasets (ENA and ENB). These two results
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can therefore not be compared directly, even though the same algorithm was used in
both cases. Having said this, there is however some similarity in how the J48 algorithm

classified the records in each dataset. For example

e both datasets are dominated by a single class, namely PCD. As a result of this
class imbalance the J48 algorithm is able in both instances to correctly classify
the majority of the records belonging to the dominant, PCD class. For the ENA
dataset, 98.8% of PCD records are correctly classified as PCD. In the case of the
ENB dataset, 91.0% of PCD records are correctly identified as such. In short, J48
was able to classify most of the records belonging to the majority class. How-
ever, in both instances (ENA and ENB), J48 was not very successful in correctly

categorizing minority class records.

From our findings it can be concluded that the J48 algorithm has been successful during
the training phase in predicting the final outcome of first year BSc. students, using the
Faculty of Science’s minimum requirement subjects as predictor attributes. Given the
limited time available to conduct this study, we considered it to be outside the scope of
this study to try and address the class imbalance problem we identified from the results
of our experiments. There are different approaches of addressing this problem. Identify-
ing the most suitable approach after trying different options would be time consuming.
For this reason, we felt that in order to do justice to this problem, it would be better
addressed in a different, future study, where more time could be spent to address it
extensively in a scholarly, rather than in an ad hoc manner. In Section 4.9 the perfor-
mance of the two the J48 models (ENAQS5 Training.model and ENBQJ5 Training.model)
created during the training phase will be determined by applying them against unseen,

test datasets records.

4.6.2 Predicting Degree Attainment (using Minimum Requirements)

There is a dire shortage in South Africa, as in many other countries, of graduates who
possess qualifications and skills in critical, STEM-related disciplines. Not many first
time first year students enroll in sufficient numbers in STEM disciplines. Amongst those
who are accepted some of them face a number of challenges, which include difficulty in
bridging the academic gap between high school and first year, as well as dropping out
or failing to proceed to the next academic year. Compared to the number of students
who enroll in STEM disciplines at the beginning of first year, not all of these students
qualify and obtain degrees after three or four years of study. Even amongst those
who graduate some of them, for a number of reasons, do not complete their studies in
record time. Given the importance of STEM-related disciplines in different sectors of
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our economy and society, of utmost importance is the ability to develop some knowledge
and understanding of STEM students’ chances of graduating in regulation time. For
this reason, part of the research question we needed to answer was to determine whether
the Wits Faculty of Science’s minimum admission requirement subjects were suitable

predictors of degree attainment.

In answering this part of our research question we prepared a file containing 1370 student
records, which were collected during the period 2015-2016. We used them as the training
set. The file contained the following predictor attributes: APS, ENA,ENB,MAT and
PSC. These we used to predict the categorical class attribute, OUTCOME. As in the
previous experiment, we used the J48 algorithm in predicting whether a first time first
year student would qualify in record time (Q) or be unable to qualify in record time
(NQ). Again in this case, as in Subsection 4.6.1, we used the J48 algorithm to predict

degree achievement. We obtained the following results (Figure 4.9):

Correctly Classified Instances 1251 91.3139 %
Incorrectly Classified Instances 1145 3.6586l1 %
Kappa statistic 0.1321

Mean abaoclute error 0.1553

Eoot mean squared error 0.2787

Relatiwve absclute error 90,3013 %

Eoot relative sguared error 95.4235 %

Total Humber of Instances 1370

FIGURE 4.9: Predicting Degree Attainment (J48)

At 91.3% the classifier is highly accurate in predicting degree attainment. A smaller
percentage (8.7%) of the number of records are classified incorrectly. Figure 4.10 is the

confusion matrix produced by the J48 classifier.

=== Confusion Matrix ===

a b <-- classified as
1241 0 | a=0
115 10 | b = NQ

FIGURE 4.10: Degree Attainment Confusion Matrix (J48)

The 1241 records of students who qualified in record time are all classified correctly as
belonging to class Q. There are 129 records of students who will not qualify and obtain
their degrees in record time (NQ). Out of this number, a very high percentage (92.2%) of
them are classified incorrectly as students who have qualified, a serious misclassification

error. Only 7.7% of the NQ records are classified correctly.
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We saved the model which produced the output in Figure 4.10 in a file named De-
greeJ48Training.model. We tested the model during the Evaluation Phase, in Section 4.9.
Again, the dataset is biased towards the dominant majority class (Q). The J48 classifier
faces a more complex task of having to accurately predict the class to which minority

records should belong.

4.7 Student Characteristics and Academic Performance

There is a keen interest amongst educational researchers to investigate and understand
the role and influence of student characteristics in academic environments. Amongst
others, these characteristics include ethnicity, age, gender, beliefs, study programme,
environment, economic and social background, admission year, and admission score.
Some of the ways in which student characteristics are leveraged to obtain meaningful

and insightful information from student datasets include

predicting academic performance,
e categorizing students based on academic achievement,

e determining how students’ characteristics contribute towards their persistence or

dropping out of their studies,
e developing profiles of academically successful or unsuccessful students,
e identifying factors responsible for student success or failure, and

e identifying slow learners, as well as students at risk for failure.

Statistical and more recently, data mining techniques, are increasingly being used to
process, analyse and generate information from the vast quantities of data collected by
higher educational institutions about their students. The new discipline of Educational
Data Mining, within which this study is located, involves a variety of techniques which
are used to obtain insightful and meaningful information, and to generate new knowledge
from educational datasets. These techniques include classification, prediction, cluster-
ing and association rule mining. We used cluster analysis and association rule mining

techniques to answer the following question:

What is the role of student characteristics on the academic performance of
first time first year BSc. students enrolled in STEM disciplines at Wits

University?
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In Subsection 4.7.1 we describe the approach we followed in answering this question, by
using a cluster analysis technique. We also used a association rule mining technique,

which we discuss in Subsection 4.7.2.

4.7.1 Cluster Analysis

Cluster analysis can be used to describe the general characteristics of data objects.
Clustering is the process through which data objects are partitioned into homogeneous
groups consisting of similar objects. A cluster consists of similar data objects, which
are different from data objects contained in other clusters. Once the objects have been
clustered, their general characteristics as cluster members become easier to study and
analyze. There are widespread applications of cluster analysis. Application areas in-
clude image recognition, outlier detection, business, biology, medicine, psychology and
pattern recognition. In the field of education, Educational Data Mining (EDM) has
emerged as a relatively new discipline, whose primary focus is to extract information
from student datasets through different data mining methods. For example, clustering
techniques can be used to separate students into different, homogeneous groups, using
their characteristics as the basis for clustering. We used cluster analysis to investigate
the relationship between first year BSc. students’ characteristics and their academic

results.

To address the above research question we used a dataset of 6703 records, which were
collected during the period 2015-2019. From this dataset we selected 13 attributes,
which are the characteristics we were going to use in our cluster analysis experiments.
These attributes are described in Table 3, Section B of the appendix. From the WEKA
toolkit, we selected and applied the SimplekMeans clustering algorithm against our first
year BSc. dataset. Several clusters were generated, from which we were able to obtain
meaningful information about the first time first year STEM students in our faculty.
Before we could conduct our clustering experiments, we first had to determine how

many clusters we needed to use.
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Estimating the Number of Clusters

We used the “elbow method” to determine how many clusters we needed to use in our
experiment. The method is one of several techniques used by data mining practitioners
to estimate how many clusters to use when performing cluster analysis tasks. The elbow
method constructs a graph, also referred to as an “elbow graph”, in which the Within
cluster sum of squared errors (WSS) measure is plotted against a range of numbers.
Each number (k) represents the number of clusters to be used. In order to determine

how many clusters we needed to use we performed the following steps:

1. Using the WEKA toolkit and the dataset we prepared for cluster analysis, we
executed the SimpleKMeans clustering algorithm using different values of k, where
k=1...20.

2. For each value of k, a corresponding value of WSS was calculated. In Section C,
Table 4 of the appendix, different WSS values are displayed, along with their

corresponding values of k.

3. We then plotted a graph of WSS values against corresponding values of k. We
obtained the following graph (Figure 4.11):
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FIGURE 4.11: Estimating the best value of &

4. In Figure 4.11 the point where the graph bends and WSS decreases steadily as
k increases, represents the optimal value of k, where k=9. This is the value we
decided would represent the number of clusters we were going to specify for the

WEKA-based Simple K Means algorithm to generate, and for us to analyse.
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Having determined the optimal number of clusters we were going to use, we proceeded
to apply the SimpleKMeans algorithm against our prepared dataset. We decided that in
order to obtain more information from the cluster analysis, we would also use values of k
in the neighborhood of the optimal value (k=9) obtained earlier. We used the following
values: k=8 and k=10.

In the following subsections we provide an interpretation of our clustering results.

Using Eight Clusters (k=8)

Figure 4.12 shows the resulting output after executing the SimpleKMeans algorithm for
k=8.

Cluster centroids:

cluster#®

Attribute Full Data Q 1 2 3 1 5 1

(6700) (493) (241) (1024) (669) (L603) (1045) (90%9)
Year 2016.7355 2017.3631 2016.751 2016.0645 2016.0852 2016.7224 2016.5837 2017.5347
FUNDING_STATUS Funded Funded HonfFunded NonFunded Funded Funded Funded Funded
Gender M F F F F M M F
Race BL BL BL BL BL BL BL EL
Language EN 50 XH EN SE 50 EN Zu
APS 44,3911 44,002  41.53%4  41.5811 45,2511  44.4496  46.4105  43.4059
MAT 71.7413  T70.6207 56.9585  58.4795  71.0075 T5.378 82.2641 T72.1836
FSC 63,3072 68,7728 33,3353 32,2207 10.3%%4 T3.1354 77.2842 Ti.1485
Progress outcome PCD PCD MBR PCD FCD PCD PCD RET
EMGLISH_TYFE ENE ENR ENB ENA ENE ENB ENA ENB
ENGLISH 67.7676  67.3002 60.50Z1 5%.251 68.5097 65.076 TZ.9885  TZ.2684
PLANCODE GENQ GENQ BIDL GENQ GEOL GEND COMM GENQ

FIGURE 4.12: Using Eight Clusters

From the clusters in Figure 4.12 we see that our first year BSc. students are enrolled in
different STEM disciplines, which include the following: General BSc. (GENO), and BSc.
in the fields of Biological Sciences (BIOL), Geological Sciences (GEOL), Computing and
Mathematics (COMM).

By interpreting and profiling these clusters we obtained the following, interesting infor-

mation:

1. GENO Clusters

Out of a total population of 6700 records, 4745 (70.8%) of these records are divided
amongst five GENO clusters, namely clusters 0,2,4,6 and 7.

e Cluster 0 and Cluster 2

These two clusters contain records of funded (Cluster 0) and non-funded
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(Cluster 2) students, who are academically successful (PCD outcome). One
would expect that students whose home language is English and who also take
the English Home Language (ENA) subject in high school, should perform
better in their high school subjects compared to students whose home lan-
guage is not English. Interestingly, even though students in Cluster 0 do not
speak English at home, their overall performance (including ENA) is much
better compared to students in Cluster 2, whose home language is English.
For future first year students in need of funding and whose profile is similar
to students in Cluster 0, funding should be provided, since these students are

most likely to pass the first year of their GENO degree studies.

Cluster 4 and Cluster 6

These clusters represent funded students. Their home language is not En-
glish. At high school they took English First Additional Language (ENB)
as their English subject. These students performed at almost the same level
(APS, MAT, PSC and ENB). However, looking at the final outcome, we see
that students in Cluster 4 are successful (PCD), whereas those in Cluster
6 have to repeat (RET), despite the high level of performance exhibited by
students in this cluster. This is somewhat surprising. Cluster 4 is a male-
dominated cluster (M) and Cluster 6 is female-dominated (F). A future study
could investigate whether there is a significant difference amongst male and
female students, in the overall outcome of first year students who register for
the general BSc. degree (GENO).

Cluster 7

This cluster represents the best performing students amongst all the GENO
students. They receive funding and at home they speak English. At high
school they did the English Home Language (ENA) subject. In all their sub-
jects, they perform above the average, population results. Apart from Cluster
5, the students in Cluster 7 perform much better in all subjects, including the
APS, compared to students in other clusters. Given their funded status and
their excellent results, more funding should be provided to support entering
students of a similar profile, who are most likely to be equally successful in

their studies.
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2. BIOL Cluster

e This is Cluster 1. It contains the smallest number of records. This is a low
performance cluster representing mainly female, non-funded students whose
home language is not English, and who took the English First Additional
Language (ENB) subject in high school. Compared to the ENB scores in
other clusters, students in Cluster 1 have obtained the lowest ENB mean
score (60.5%), an indication perhaps that the language of instruction may
be a barrier in these students’ mastery or understanding of the content de-
livered to them in English, in their first year BIOL classes. This English
language “problem” may be responsible for these students’ poor overall out-
come (MBR). They have to return to repeat first year, after their exclusion
status has been waived. Also, these students perform in all respects below
the overall average scores (APS, MAT,PSC and ENB). Students in Cluster 2
share similar characteristics with students in Cluster 1, in terms of demogra-
phy and academic scores (APS, MAT and PSC). Interestingly, even though
students in Cluster 2 obtain the lowest average ENA score (59.3), they still
pass their first year (PCD). Could Cluster 2 students have been advantaged
by the fact that they took the ENA subject at high school instead of ENB,
or is it the different content offered in BIOL and GENO that differentiates
between the overall outcome of Cluster 1 (BIOL) and Cluster 2 (GENO) stu-
dents? At this point we do not have answers to these questions. However,
it may be a good idea for our faculty to look at the possibility of setting a
threshold, entry score for the ENB subject, just in case English as a medium
of instruction in BIOL classes poses a challenge for students whose home

language is not English and who also took ENB at high school.

3. GEOL Cluster

e This is Cluster 3. The students are funded for their first year studies. They
do not speak English at home, and at high school they took ENB as their
English subject. These are very successful students, whose performance is
only eclipsed by students in Cluster 5 and Cluster 7. Similar to the students
in these two clusters, GEOL students are above-average students, obtaining
higher than the average score of the overall student population (in APS, MAT,
PSC and ENB). Prospective GEOL students of a profile similar to Cluster
3 students, and who receive funding, stand a better chance of doing well in
their first year.
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4. COMM Cluster

e This is Cluster 5. The students are funded, home language speakers of En-
glish. In terms of performance, they are as good as the GENO students in
Cluster 7. These are high performers and like Cluster 7 students, their perfor-
mance is higher than the overall average of the student population. Students
with COMM degree qualifications are in great demand. Given the very high
performance of these students, entering students whose characteristics are

similar to Cluster 5 students should be funded, since it is highly likely that

they will succeed in their first year.

Using Nine Clusters (k=9)

From Figure 4.11 we were able to determine how many clusters we were going to usein our

experiment. The nine clusters generated by the SimpleKMeans algorithm are displayed

in Figure 4.13.

clugter centroids:
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ENGLISH_TYPE ENB
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FIGURE 4.13: Using Nine Clusters (Optimal k=9)

On the whole, the nine clusters generated in Figure 4.13 are very much similar to the
clusters obtained in Figure 4.12. However, Cluster 5 is now more “sharply” defined,
as a ACSI cluster, representing students enrolled in the highly competitive and much
sought-after BSc. degree in Actuarial Science (ACSI). For a student to be permitted to
study for this degree, the following requirements must be met: Mathematics (>80%),
Physical Sciences (>80%), English (>80%), and APS (>40). Given these requirements,
only the very best students are accepted into the ACSI programme. The output in
Cluster 5 matches and confirms these requirements in terms of the APS (47.2), MAT
(84.6%), PSC (79.8%) and ENA (74.9%). The students represented in Cluster 5 receive
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funding for their studies, speak English at home and ENA is their English subject at

school.
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Using Ten Clusters ( k=10)

Figure 4.14 shows the output after executing the k-means algorithm using 10 clusters.

Cluster centroids:
Cluster#

Rttribate rull pata a L x 3 4 5 6 T ] El

(6700 {491) {248) [539) [630) [1381) (B82) {781] (829} (277} [BHLY
Year 20L6.7355 2007.3238 20016.6707 2016.0056 2016.107% 2016.92%6 2016.2483 20L7.55%5 2017.2576 2016.3061 2016.5947
FUHDING_STRTUS runded runded monrunded ponranded rurded Fandad Funded Funded runded runded monrunded
Genser L] F F F ¥ M M F F M B
Race EL EL BL BL BL BL BEL EL In BL Wi
Language EN g0 X0 EN SE 50 El Zu EN SE EN
BFS 44,5921 43,778 41,7361 41.515%B  43,34%2 43,0982 45,7834 43,4328 48,4843 22,2806 42.8476
MAT T1.Td15 TI.6191 Bl 5518 39 _TS&R T1_6106 779919 Te_x1 TL.9RTI B3 1399 B1.RB4IR Ta._Ti54
BSC 89,3072 T1.215% 57.0163 34.7365 71.Z24 76 78.2001 T1.47232 73.171% 79.5723 59.9161 B6.2526
Frogresa outcome BCD BCD MBR ECD PCD PCD PCD RET PCD EET FCD
ENGLISH_TYTE ENB ENA ENB ENA ENB ENB EHA ENB EHA ENB ENA
ENGLISH A7.T6T6  6T.9E54 64,2886 39.7347 49,5317 48,3622 T1.3283 73,1037 TT.881% 56,8721 T4.7453
PLANCOOE GENO GENO HIOL GEHD GEOL GEHO BIOL GENO ACST GEID GEHD

Most of the clusters in Figure 4.12 and Figure 4.13 are the

FIGURE 4.14: Using Ten Clusters (k=10)

same as the clusters in

Figure 4.14. However, three clusters in Figure 4.14 stand out, namely Cluster 1, Cluster
5 and Cluster 7.

1. Cluster 1 and Cluster 5

These are both BIOL clusters. Cluster 1 students are non-funded, their home
language is not English and in high school they took ENB as their English
subject. On the other hand, Cluster 5 students receive funding, their home
language is English, and in high school they took ENA as their English sub-
ject. In all respects, Cluster 1 students perform below the overall population
average (APS, MAT, PSC and ENB), and fail to proceed to second year (MBR
outcome). On the contrary, Cluster 5 represents above average students, who
go on to pass their first year (PCD outcome). Given the different results
between these two groups of students, the challenge facing our faculty is how
to deal with entering students whose characteristics are similar to students
in Cluster 1. It would seem that from their high school results, these may
be students at risk for failure, in which case proactive steps may need to be
taken early on in first year to provide them with all types of academic support
and counselling. On the other hand, entering students with characteristics
similar to Cluster 5 students should be funded in greater numbers. They are

very good students, whose performance is as strong as those in Cluster 7.
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2. Cluster 7

e The students in this cluster are enrolled in the highly competitive ACSI degree
programme. They are funded, speak English at home and in high school
they took ENA as their English subject. Students in this cluster outperform
students in all the other clusters, in all subjects, including the APS. They
are by far, above-average students, who successfully complete their first year
and proceed to second year (PCD outcome). Entering students, whose level
of performance in high school is similar to that of students in this cluster,
should be encouraged to enroll in this critical-skill ACSI degree programme,

in which they are most likely to perform very well.

4.7.2 Association Rule Mining

Association rule mining (ARM) focuses on discovering interesting relationships among
dataset attributes or characteristics. The purpose is to discover rules that depict re-
lationships between attributes. Association rules are used in different domains, which
include text mining, bio-informatics, telecommunications, retail industry and medicine.
Tertiary institutions store vast amount of data about their students. From this data, in-
teresting relationships among data attributes can be discovered by using association rule
mining techniques, yielding information that could contribute towards our understand-

ing and knowledge of some of the factors that influence students’ academic prospects.

In this study we used the ARM technique to discover interesting relationships among the
attributes in our dataset. For our association analysis experiment, we used a dataset of
5574 student records and the following student characteristics: funding status, gender,
race, final outcome and English subject (ENA or ENB). To analyse the data we used
the Apriori algorithm, which is implemented in the WEKA toolkit.
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Figure 4.15 shows the WEKA GenericObjectEditor window which we used to set differ-

ent parameter values.

weka.assoclations. Aprior

About

Class irmiple me nting an Apricsi-type algoeithm.
Capabilities

car | False el

classindex | -1 |

delta | 0.05 |

lowerBEoundMinSupport | 0.1 |

metricType [ Confidence H

minMetric | 0.9 |

numBules | 25 |

cutputitemsers | False b
removeAllMissingCols | False 3
significancelevel | -1.0 |
treatZeroAsMissing | False b

upperBoundMinSupport | L0 |

verhose | False 3

E Open... ) E Save... } [:- OFK ) f: Cancel )ﬂ

FI1GURE 4.15: WEKA Object Editor Window

For the experiment we set the following parameters:

1. lowerBoundMinSupport=0.1

e The minimum support threshold
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2. delta=0.05

e This is the fraction of support that is reduced iteratively from the maximum
support level (upperBoundMinSupport) towards the minimum support

level (lowerBoundMinSupport).
3. metricType

e This parameter can be set to any one of the following metrics: Confidence,
Lift, Leverage and Conuviction. In the experiment we selected the Confidence

metric.
4. minMetric=0.9

e This is the minimum value of the confidence metric which we selected amongst

the metricType parameter options.
5. numRules=25
e This is the specified maximum number of rules to be generated.
6. upperBoundMinSupport=1

e This is the maximum support threshold.

Before setting the minimum support threshold to 0.1, we tried several values, starting
from 0.5 and gradually decreasing the values. We did not obtain a sufficient number of
rules in order for us to perform a meaningful analysis. Only after setting the minimum

support threshold to 0.1 did we obtain more than just a few rules.

After setting the relevant parameters we applied the Apriori algorithm against the
dataset we wanted to analyse. In Section C.2 of the appendix, Figure 2 shows the
58 rules we obtained after executing the Apriori algorithm in WEKA (support=0.01,
confidence=0.9). From this list we selected a few rules which we considered, within our

context, to be important and interesting. The rules we selected are listed in Table 4.23.

These rules are rare. In order to obtain them we used a much lower support threshold
value of 0.01 (1%), and five attributes (funding status, gender, home language, outcome
and study plan). Since these rules satisfy the specified support and confidence threshold
values, they are referred to as strong rules. The lift measure is derived from the support
measure and the confidence measure. Given a rule X==>Y, we refer to X as the
antecedent of the rule and Y as the consequent of the rule. The lift measure determines
the correlation between the left hand side and the right hand side of a rule. When
the lift value is greater than 1 the left hand side and the right hand side are positively
correlated, which means that the left hand side and the right hand side occur more

frequently together. If the value is less than 1, the rule’s left hand side and right hand
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TABLE 4.23: Selected Rules (Five Attributes)

Rules Conf | Lift
8. Funding=Funded, Gender=M, Lang=EN, Plan=STAT 66 ==> Outcome=PCD 66 | 1 1.57
9. Funding=Funded, Plan=BIOL 86 ==> Outcome=PCD 84 0.98 1.54
12. Funding=Funded, Plan=HPHS 69 ==> Outcome=PCD 67 0.97 1.53
13. Plan=STAT 167 ==> Funding=Funded 162 0.97 1.36
14. Plan=STAT 167 ==> Funding=Funded, Outcome=PCD 162 0.97 2.09
19. Gender=F, Lang=EN, Outcome=PCD, Plan=ACSI 80 ==> Funding=Funded 77 | 0.96 1.35
20. Plan=MICR 77 ==> Outcome=PCD 74 0.96 1.51
34. Funding=Funded, Gender=F, Lang=EN, Plan=ACSI 81 ==> Outcome=PCD 77 | 0.95 1.49
38. Funding=Funded,Gender=M,Lang=EN,Plan=ACSI 148 ==> Outcome=PCD 140 | 0.95 1.49
42. Gender=M, Plan=PHYS 71 ==> Outcome=PCD 67 0.94 1.48
43. Gender=M, Lang=EN, Plan=STAT 70 ==> Funding=Funded 66 0.94 1.32
44. Gender=M, Lang=EN, Plan=STAT 70 ==> Funding=Funded, Outcome=PCD 66 | 0.94 2.03
46. Funding=non-funded, Plan=HPHS 84 ==> Outcome=PCD 79 0.94 1.48
49. Plan=GENE 89 ==> Outcome=PCD 83 0.93 1.47
51. Gender=M, Lang=Z7ZU, Outcome=MBR 100 ==> Funding=Funded 93 0.93 1.3

56. Gender=F, Plan=GENE 70 ==> Outcome=PCD 64 0.91 1.44
57. Lang=Z7U, Outcome=PCD, Plan=GENO0 111 ==> Funding=Funded 101 0.91 1.27
58. Gender=M, Lang=Z7U, Outcome=PCD 322 ==> Funding=Funded 290 0.90 1.26

side are negatively correlated, in which case the left hand side occurs more often than

the right hand side. If the lift value is 1 the antecedent and consequent are independent,

meaning that they are not correlated in any way. In other words, the antecedent and

consequent occur together by chance. Together the support, confidence and lift metrics

are

used to measure the strength of an association rule.

Looking at some of the rules in Table 4.23, we note the following:

e Rule 8 is a high confidence rule which indicates that of the funded male students

who study actuarial science and whose home language is English, all of them

(100%) proceed to the next year of study. The lift value for this rule indicates that

such students are 1.57 times more likely to proceed to the next academic year.

e The lift for Rule 42 indicates that male students who study Physics are 1.48 times

more likely (94% confidence) to succeed and proceed to the next academic year.

e We obtain useful information when we compare Rule 13 and Rule 14. For

example the lift of

Plan=STAT==>Funding=Funded (Rule 13)

is 1.36 (Confidence=97%). Including the Outcome attribute results in the rule

Plan=STAT==>Funding=Funded, Outcome=PCD (Rule 14)
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whose lift value is higher, at 2.09 (Confidence=97%). Whilst from Rule 13 we
get the idea that Actuarial Science students are likely to receive funding for their
studies and more importantly, Rule 14 suggests that these students will most
likely pass and proceed to the next academic year, a fact that is supported by the
high lift value that points to a strong correlation between enrolling in the STAT
programme and academic success (PCD). Based on this relationship, incoming
funded students with academic potential can be advised by relevant stakeholders
to enroll in this STEM field, given the high possibility (no guarantees) of success
in this field.

4.8 Mathematics I and Academic Performance

Mathematics features very prominently in almost all of the 13 structured curricula op-
tions on offer to first time first year STEM degree students. For these students it is
compulsory for them to include Algebra 1 (MATH 1034, 15 points) and Calculus I
(MATH 1036, 21 points) amongst the courses specified for their field of study. Given
the prominent role played by Mathematics in the first year curriculum we were keen to
investigate its relationship with pre-university (NSC) Mathematics subjects, including

its predictive power on the overall outcome in first year.

The research question we posed for a detailed investigation of this issue, is as follows:

To what extent does Mathematics I (Algebra and Calculus ) predict the aca-
demic outcome and degree attainment for first year students enrolled in
STEM disciplines?

We begin, in Subsection 4.8.1, by looking at the relationship between pre-university
Mathematics subjects (NSC Mathematics and NSC Mathematics Paper 3) and first
year Mathematics subjects (Algebra I and Calculus I). The aim was to investigate the
relationship (correlation) between these two groups of Mathematics subjects. As part
of this correlation analysis we also included the Admission Point Score (APS). In Sub-
section 4.8.2 we present our findings on the use of Mathematics I as a predictor of
the overall, first year outcome. Equally important is the ability to determine whether
a student will qualify and obtain a degree at the end of their academic programme.
Again, we used Mathematics I as a predictor attribute. Our findings are presented in

Subsection 4.8.3.
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4.8.1 Relationship Between Mathematics I and NSC Mathematics

We conducted a multiple correlation analysis experiment, to investigate pre-university
Mathematics subjects and their relationship to first year Mathematics courses. In this
study we used the following variables: MATH1036 (Calculus I), MATH 1034 (Algebra
I), MAT (NSC Mathematics), MP3 (NSC Mathematics Paper 3) and APS (Admission
Point Score). Figure 4.16 shows the multiple correlation results produced by the SAS

Enterprise software package when 1786 first year student records were analysed.

Pearson Correlation Coefficients, N = 1786
Prob > |r| under HO: Rho=0

MATH1036 MATH1034  MAT MP3 APS
1.00000 0.90571 0.21246 0.00555 0.47658

MATH1036 <0001 =<.0001 0.8148 <.0001
0.90571 1.00000 0.21956 -0.00878 0.43667

MATH1034 <.0001 <0001 0.7107 <.0001

MAT 0.21246 0.21956 1.00000 0.03344 0.30443
<.0001 <.0001 0.1578 <.0001

MP3 0.00555  -0.00878 0.03344 1.00000 0.01348
0.8148 0.7107 0.1578 0.5690

APS 0.47658 0.43667 0.30443 0.01348 1.00000
<.0001 <.0001 <.0001 0.5690

FIGURE 4.16: Multiple Correlation (Mathematics)

Looking at this output we observe the following

e The correlation between the two Mathematics I courses, namely MATH1036 and
MATH1034, is positive, strong (r=0.91) and significant (a <.0001).

e The correlation between MATH1036 and NSC MAT is positive, weak (r=0.21) and
significant (o <.0001).

e Whilst it is positive, the correlation between MATH1036 and NSC MP3 is very
weak (r=0.00555) and insignificant («=0.8148).

e The correlation between MATH1036 and the APS is positive, moderate (r=0.48)
and significant (o <.0001).

e The correlation between MATH1034 and NSC MAT is positive, weak (r=0.22) and
significant (o <.0001).

e Whilst it is negative, the correlation between MATH1034 and NSC MP3 is very
weak (r=-0.00878) and insignificant (a=0.7107).
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e The correlation between MATH1034 and the APS is positive, moderate (r=0.44)
and significant (a <.0001).

e The correlation between NSC MAT and NSC MP3 is positive, weak (r=0.03) and
insignificant («=0.1578).

e The correlation between NSC MAT and the APS is positive, weak to moderate
(r=0.30) and significant (o <.0001).

e The correlation between NSC MP3 and the APS is positive, weak (r=0.01) and
insignificant («=0.5690)

These results highlight a few issues relevant to our context. For instance, for certain
applicants whose NSC MAT scores are just below the required threshold for accep-
tance into their preferred fields of study, the faculty has often used performance in NSC
Mathematics Paper 3 as an extra criterion in deciding whether to accept or reject these
students. However, given the poor and insignificant correlation between NSC Mathe-
matics Paper 3 on the one hand and MATH1034, MATH1036 and NSC MAT, on the
other, the usefulness of this approach in our context stands to be questioned. The weak
and insignificant relationship between the NSC MAT and NSC MP3 subjects may point
to the need for the content in the NSC MP3 subject to be revised and amended, to align
it closely with the content in the MAT subject. Such a change may result in a stronger
and significant relationship between these two NSC Mathematics subjects. The weak
and insignificant correlation between NSC MP3 and Mathematics I may be due to the
fact that the NSC MP3 subject content is not aligned with or relevant to Mathematics
I. It is worth noting that few NSC students choose the NSC MP3 subject compared to
the majority, for whom the NSC MAT subject is compulsory.

4.8.2 Predicting First Year Academic Performance

Mathematics plays a very important role in the different options of the BSc. degree
offered by our faculty. Given its importance in our STEM curricula, Mathematics 1
could be used in our context to predict the overall, first year outcome. Having decided
that we wanted to conduct an in-depth investigation into this issue, we first had to

perform the following tasks:

e We prepared a .arff data file containing the following attributes: Year, Fund-
ingStatus, MATH1036, MATH1034 and Progress_outcome. We used the 1184

records for training purposes.

o We selected the following WEKA-based data mining algorithms, which we applied
against the training set: JRIP, J48, NB and MLP.
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Table 4.24 shows the output produced by the different algorithms we applied against

the training set.

TABLE 4.24: Mathematics I - Predicting First Year Overall Result

JRIP | J48 NB MLP
Correctly Classified (%) 73.65 79.56 | 72.72 76.27
Incorrectly Classified (%) | 26.35 | 20.44 | 27.28 | 23.73
Kappa Statistic 0.52 0.66 0.56 0.60
Mean Absolute Error 0.08 0.05 0.07 0.06
Root Mean Squared Error | 0.20 0.17 0.18 0.17

The J48 algorithm has in all respects outperformed the other three algorithms. It has
the highest accuracy (79.56%), the highest and substantial Kappa Statistic value (0.66)

and the lowest error values. Figure 4.17 shows the J48 confusion matrix.

=== Confusion Matrix ===
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FIGURE 4.17: Confusion Matrix - Predicting First Year Outcome

These results are summarized in Table 4.25

TABLE 4.25: Summary Statistics - Predicting First Year Overall Result

1 2 3 4 5 6 7
Class | Instances | Instances | Correctly | Correctly | Incorrectly| Incorrectly
Per Class | Per Class | Classified | Classified | Classified | Classified
(%) Instances | Instances | Instances | Instances
(%) (%)
PCD 672 56.8 649 96.6 23 34
MBR 134 11.3 67 50.0 67 50.0
RET 234 19.8 166 70.9 68 29.1
MBZ 70 5.9 48 68.6 22 314
M1C 31 2.6 5 16.1 26 83.9
MRNM | 4 0.3 0 0.0 4 100.0
M2C 18 1.5 2 11.1 16 88.9
M2E 18 1.5 5 27.8 13 72.2
M1E 2 0.2 0 0.0 2 100.0
INP 1 0.1 0 0.0 1 100.0
Total | 1184 100.0 942 242
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Looking at Column 2 it can be seen that the classes are imbalanced. Some classes contain
many instances and others contain very few instances. This class imbalance does affect
algorithm performance, as in the case of the J48 algorithm we used earlier to predict
the overall, first year outcome. For example, where a particular class contains many
instances, the majority of these instances will be correctly classified by the algorithm
as members of that class, which is the case with classes PCD, MBR, RET and MBZ
(Column 4 and Column 5). Only a few instances will be classified incorrectly. On the
other hand, if a class contains very few instances, the majority of these instances tend
to be classified incorrectly, the algorithm seemingly being unable to classify them as
belonging to the class. This can be seen for classes M1C to INP, in which very high
percentages of incorrectly classified instances are evident (Column 6 and Column 7).
Most, if not all of the instances are classified incorrectly. A graph such as Figure 4.18 can
help us to visualize, for each class, the percentage of correctly classified and incorrectly

classified instances.
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& & & ¢ ¥ & §F &

Class
B Instances Per class (%) m Commectly dassified instances (%)

B Incorrectly classified instances (%)

F1GURE 4.18: Correctly Classified and Incorrectly Instances

Looking at this graph we notice that when a class contains many instances, the majority
of the instances will be correctly predicted by the algorithm as belonging to that class.
For example, close to 60% of the instances in the dataset of 1184 records are true PCD
records. The graph shows that 96.6% of these records are classified correctly by the J48
algorithm as PCD records. Very few records (3.4%) are classified incorrectly. Similarly,
we can see that for the classes MBR, RET and MBZ, the majority of their records are
classified correctly (MBR=50%, RET=70.9%, MBZ=68.6%). Looking at the graph, we
notice that for those classes containing very few records (M1C to INP), in each case
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a high percentage of records is classified incorrectly. For example, the MRNM class
contains 4 records, none of which is classified as MRNM by J48. In this case 100% of
the MRNM records are classified incorrectly.

In spite of our discussion above regarding some of the disadvantages associated with
the performance of the J48 algorithm, the decision we took was to proceed and use
this algorithm during the Evaluation Phase (Section 4.9). The high accuracy (80%),
strong Kappa Statistic value (0.66) and low error rates obtained during the training
phase were reason enough for us to decide to evaluate the J48 algorithm model (created
during the training phase) against our test dataset. We stored the model in a file named
MathFirstYearPredict.model. The decision tree (Figure 3) produced by J48 during the

training phase can be viewed in the Appendix section, in Subsection D.1.

4.8.3 Predicting Degree Attainment

In Subsection 4.6.2 we used the minimum requirement subjects (APS, ENA, ENB, MAT
and PSC) to predict degree achievement. In this section we present our findings regard-
ing Mathematics I (Algebra and Calculus) as a predictor of degree achievement. The
.arff file we prepared to perform this task contained 691 student records and the fol-
lowing attributes: Year (of first registration), FundingStatus, MATH1036 (Calculus),
MATH1034 (Algebra), Progress_outcome and OUTCOME (qualification status). We
used the following data mining algorithms to predict the outcome: JRIP, J48, NB and
MLP.

Table 4.26 shows the output produced by the four algorithms.

TABLE 4.26: Mathematics I - Predicting Degree Achievement

JRIP | J48 NB MLP
Correctly Classified (%) 88.13 | 88.13 | 83.93 | 88.56
Incorrectly Classified (%) | 11.86 11.86 16.06 11.43
Kappa Statistic 0.27 0.22 0.23 0.36
Mean Absolute Error 0.20 0.16 0.21 0.14
Root Mean Squared Error | 0.32 0.28 0.33 0.28
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Amongst the four algorithms, the MLP algorithm produced the best results, achieving
the highest success rate and Kappa Statistic values, and committing the least errors.

Below (Figure 4.19) is the MLP confusion matrix.

=== (onfuzion Matrix =—=

] b <—— lassifisd as

584 12 | a=12a
67 28 | b = HQ

FIGURE 4.19: Degree Attainment Confusion Matrix (MLP)

This algorithm has achieved a high accuracy rate of 88.6%. A total of 596 records belong
to the Q class. Out of this number 584 (98%) records are classified correctly as Q records.
This means that these 12 students, who have actually qualified for their degree, are being
considered as having failed. A total of 95 records belong to the class NQ. Only 28 (29.5%)
of these were correctly identified as belonging to this class. The remaining 67 (70.5%)
of these records were incorrectly identified as class Q records. In this case, a very high
percentage of non-qualified students are considered to have qualified and obtained their
degrees. This is a very serious error, with serious implications for both students and the
institution. We saved the MLP model in a file named MathDegreePredict.model, to be
used during the Evaluation Phase (Section 4.9).

4.9 Evaluation

In this section we present our findings on our assessment of the different models we
created during the Modeling Phase of the methodology we followed in our research. In
the current, Evaluation Phase of the methodology, we evaluated the effectiveness of the
models by applying them against different test datasets. Our findings are presented in
Subsections 4.9.1, 4.9.2, 4.9.3, 4.9.4, 4.9.5, 4.9.6 and 4.9.7.

We used the following metrics to assess the models we created during the training phase
(Larose, 2014) (Du, 2010): accuracy, overall error rate, false negative rate and false
positive rate. In order to use these measures in evaluating the models against the test
datasets, we decided that it would be more simpler and convenient to work with only
two classes, namely Pass and Fail. In a case where a record’s actual class label is a
Pass and the record is also classified as a Pass, we refer to this as a true positive (TP)
classification (Vipin et al., 2006) (Larose, 2014). When a Pass record is incorrectly

classified as a Fail, we refer to this instance as a false negative (FN) classification (Vipin
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et al., 2006) (Larose, 2014). A record whose class label is a Fail and which is also
classified as a Fail is an example of a true negative (TN) classification (Vipin et al.,
2006) (Larose, 2014). On the other hand, a record whose class label is a Fail and which
is incorrectly classified as a Pass is an example of a false positive (FP) (Vipin et al., 2006)
(Larose, 2014). The class labels we used in our test set records are listed in Table 4.20.
The accuracy metric determines the success rate of an algorithm in terms of the number

of correct classifications relative to the total number of predictions (Vipin et al., 2006).

Using a table known as a confusion matriz (Larose, 2014), we can determine an algo-
rithm’s performance, by looking at the number of correct classifications and the number
of the incorrect classifications. Figure 4.20 shows the matrix for a model in which two

classes are used.

Predicted
Pass Fail
Pass TP Fr
Actual
Fail FP 1t

FIGURE 4.20: Binary Classification Confusion Matrix

The matrix can be used to derive a number of model performance metrics, which include
the following (Larose, 2014) (Vipin et al., 2006): accuracy (Acc), overall error rate
(OER), true positive rate (TPR), false positive rate (FPR), true negative rate (TNR),
false negative rate (FNR). These metrics are defined in Equations 4.2 to 4.7.

Accuracy (Acc)
TP+TN

Acc = 4.2
“TTP+FP+TN+FN (4.2)
e Overall Error Rate (OER)
FN+ FP
ER = 4.
OER TP+ FP+TN+ FN (43)
e True Positive Rate (TPR)
TP
TPR= —— 4.4
R TP+ FN (44)
e False Positive Rate (FPR)
FP
FPR=p 7N (#5)
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e True Negative Rate (TNR)

TN
TNR= ———— 4.
R=rprTN (46)
e False Negative Rate (FNR)
FN
FNR= ————— 4.
R FN+TP ( 7)

4.9.1 Influence of NSC STEM Predictor Attributes

The task we had to perform in Subsection 4.4.2 was to determine the significance of
selected NSC Grade 12 STEM subjects as predictors of the APS. For this purpose, we
applied a WEKA-based multiple linear regression algorithm against a training set of
38231 NSC Grade 12 student records. We stored the resulting regression model in a file
named RQ3_LinReg.model. We then applied this model against a test dataset consisting
of 116 NSC Grade 12 student records, collected in 2020. Figure 4.21 shows some of the
test set records whose APS was estimated using the NSC STEM subjects as predictor

attributes.

In this figure the predicted APS values appear just before the last column. We assessed
our regression model by comparing the predicted APS scores with the actual APS scores
obtained by the students. For the six test set records shown in Figure 4.21 and a few
records selected from the test set, Table 4.27 shows the predicted and actual APS scores,

as well as the difference between them.

TABLE 4.27: Predicted versus Actual Admission Point Score Values

Record | Predicted | Actual | Difference Scores
(Predicted-Actual)

1. 43 45 -2
2. 43 43 0
3. 43 44 -1
4. 44 45 -1
5. 43 43 0
6. 43 41 2

18. 44 50 -6
23. 48 46 2

69. 49 49 0

99. 45 52 -7

109. 45 45 0

114. 44 46 -2
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Zattribute L5C numeric
Zattribute MAT numeric
@attribute P5C numeric
@attribute GEG numeric
Zattribute MP3 numeric
Zattribute INT numeric
Zattribute CAT numeric
Zattribute ENA numeric
Zattribute ENB numeric
Zattribute APM numeric
Zattribute AGS numeric
Zattribute predictedAPS numeric
Eattribute APS numeric

E2data
¥7,r>,81,73,85,-1,-1,-1,-1,-1,-1,43.8@851,7
-1,-1,74,75,80,78,83,-1,-1,-1,-1,42.911169,7

-1,-1
-1,-1
-1,-1,74,68,85,-1,83,75,-1,-1,-1,43.496883,7
-1,-1,75,80,86,-1,78,73,-1,-1,-1,43.713938,7
74,-1,-1,82,72,-1,-1,-1,-1,-1,-1,43.300922,7
75,-1,80,69,73,-1,-1,-1,-1,-1,-1,42.657841,7

FIGURE 4.21: Predicting the Admission Point Score (Test Set))

Looking at the sample output in this table, it can be seen that the predicted and actual
APS values are on the whole similar. We found this to be the case when considering
the complete output from the 116 test dataset records. Our result in this evaluation
experiment shows that the multiple linear regression model created earlier, using se-
lected NSC STEM subjects as predictor attributes, was very successful and effective in
estimating the APS. To confirm our conclusion, we first plotted a graph to investigate
the association between the actual and predicted APS values. The plot we obtained is

shown in Figure 4.22.

From this plot we obtain the following information:

e There is a linear connection between the actual and predicted APS values. The

graph has a positive slope.

e The trend line passes through the majority of the points, with only one outlier

located at the bottom of the plot.
e The actual and predicted APS values are positively correlated (R=v R?=0.51).

e The regression equation can be used, given actual APS values (z), to predict APS

values.
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f(x) = 1.21x - 8.9

Predicted APS

20 R=0.26
10 [
0
36 38 40 42 44 46 48 50 52

Actual APS

FIGURE 4.22: Actual Admission Point Score versus Predicted Admission Point Score
(Test Set)

Having established that the actual and predicted APS values had a linear association,
we next conducted a T-test experiment to analyse the sample of scores obtained by
subtracting actual from predicted APS scores. We used these scores as our data to

perform the T-test, based on the following hypotheses:

Ho : pp = tpredicted — Hactual = 0 (mean of difference scores equals 0)

H; : up # 0 (mean of difference scores is not 0)

To test the hypothesis we used the following T-test equation:

(4.8)

where

e D is the mean score. In the dataset, D = -0.21,
e sp is the standard deviation. In the dataset sp = 4.57, and

e NN is the total number of scores. In the test dataset, N = 116.
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Using these results and Equation 4.8, we performed the following calculation to obtain

the value of the test statistic (t):

t==03-0 = 22 = —0.50
V116

The calculated value is -0.50. Since there are 116 difference scores, we have 115 (N-1)
degrees of freedom. Using a ¢ Distribution table, we obtained the following ¢ value at
the level of significance, a=0.05: tg25(115) = £1.960. The value we obtained using
Equation 4.8, namely ¢(-0.50), is less than 1.960. We do not reject the null hypothesis
(Hp). Our conclusion is that there is no difference between the means of predicted and
actual APS values. Based on these findings, we consider our linear regression model
to have been successful and effective in predicting the APS, using selected NSC STEM

subjects as predictor attributes.

Focusing on the research question we posed in Section 4.4, regarding the relationship

between NSC STEM attributes and the APS, a summary of our findings is as follows:

e The different feature selection experiments we conducted identified the following
NSC STEM subjects as having the strongest influence in relation to the APS:
Mathematics (MAT), Physical Sciences (PSC), Geography (GEG), Information
Technology (INT), Advanced Programme Mathematics (APM) and Agricultural
Sciences (AGS).

e The NSC STEM predictor attributes we used are all significant in their relation-
ship with the APS. Our results also show the strength of the relationship of each
attribute to the APS.

e The difference between the estimated APS, obtained using NSC STEM predictor
attributes, and the actual APS, is not significant.

4.9.2 Predicting Computer Science I (BCO, IAP)

During the Modeling Phase we created a regression model (Subsection 4.5.2) which

we used to predict the overall, Computer Science I score. For this purpose we used

two first-semester Computer Science I courses, namely BCO (COMS1015) and IAP

(COMS1018), as predictor attributes. We named the model linreg/B.model. Given the

problems encountered by the faculty, and indeed the whole university, regarding student

attendance at the height of the pandemic in 2020, we were only able to secure a small
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number of test set records that we could use to evaluate the model. Figure 4.23 shows
a sample of the output we obtained after applying the regression model against a test

dataset consisting of 27 Computer Science I student records.

@relation C51044_predicted

@gttribute COM51815 numeric

Battribute C51 numeric

Bdata

9%,96,92.830%04,7
92,96,91.251184,7
76,76,73.651015,7
o4,48,53.118208,7
E8,08,73_8Y7938,7
90,91,87.641832,7
82,81,78.840948,7
08,43,51.877727,7

FIGURE 4.23: Predicting Computer Science I (Basic Computer Organisation, Intro-
duction to Algorithms and Programming)

Table 4.28 shows a sample of predicted and actual APS values, including the difference

between them.

TABLE 4.28: Predicted versus Actual Computer Science I Scores (Basic Computer
Organisation and Introduction to Algorithms and Programming)

Record | Predicted | Actual | Difference Scores
(Predicted-Actual)

1 93 95 -2

3 74 67 7

8 52 54 -2

16 8 4 4

17 72 79 -7

19 61 51 10

24 91 89

26 93 92 1

Figure 4.24 is the graph we plotted to see whether a linear relationship existed between

the predicted and actual Computer Science I scores.

The predicted and actual scores have a linear relationship with one another, with
the slope of the graph being very close to 1. Almost all the points are gathered
around the trend line. The linear correlation between these scores is quite high, with

R=+/0.93=0.96. This is a near-perfect correlation. However, we do need to stress the
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FIGURE 4.24: Predicting Computer Science I (Basic Computer Organisation, Intro-
duction to Algorithms and Programming)

fact that we obtained this result using a small number of test dataset records that were

available to us.

As in the previous section we used the difference scores as our data, from which the

mean and standard deviation values were calculated. In this case the

e number of difference scores, N, is 27,
e mean score, D, is 3.07, and

e standard deviation, sp, is 5.08

Using these values and Equation 4.8, we calculated the t-statistic as follows:

t:3.0770 3.07 _ 3.13

5.08 0.98

The calculated value is 3.13. Using a=0.05 and 26 degrees of freedom, we obtained the
following result from the ¢ Distribution table: ¢025(26) = +2.06. Since |tcaicutated| >
teritical (3-13 > 2.06), we conclude that the difference between the actual and predicted

Computer Science I scores is significant.

Our findings on predicting Computer Science I show that

e the multiple linear regression model developed during the Modeling Phase can be

used to predict Computer Science I scores in test dataset records,
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e in the test case, the Computer Science I scores predicted by our linear regression
model correlate very strongly with the actual Computer Science I scores obtained

by first year Computer Science students,

4.9.3 Predicting First Year Outcome (BCO,IAP)

In Subsection 4.5.3 we identified the J48 algorithm as the best predictor of the overall
outcome amongst first time first year BSc. students. As predictor attributes, we used
two first semester courses, namely BCO and IAP. In this subsection we assess the J48
model created during the experiments we conducted in Subsection 4.5.3. We used this
model to classify 75 test set records, which were collected during the period 2017-2018.
Figure 4.25 is an example of the .arff test file we used in our experiment. The unknown

class labels of the records are marked using the question mark symbol (“?”).

@relation TESTQ4

Eattribute BCO numeric
Battribute IAP numeric
Battribute Progress_outcome {M2C,MZE,MBR,MRNM,PCD,RET}

@data

7Z,98,7
e7,82,7
7@,91,7
55,66,7
55,63,7
56,73,7
78,92,7
7@,97,7
7@,92,7
58,93,7

FIGURE 4.25: First Year Test Set Records (Basic Computer Organisation, Introduction
to Algorithms and Programming)

Using the WEKA toolkit, we applied our J48 model against the test dataset, and ob-
tained the output shown in Figure 4.26.

Figure 4.26 contains the following, new information:

e In the first line, the _predicted phrase is added to the relation name, TESTQ4,

resulting in a new relation name TESTQ/_predicted.

e There is an extra attribute named predictedProgress_outcome whose values are as
follows: M2C,M2E, MBR,MRNM,PCD,RET.

e In the data section, each test set record is now assigned a class label.
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Erelation TESTQ4_predicted

Battribute
Battribute

BCO numeric
IAP numeric

@attribute predictedProgress_outcome {MZC,M2E,MBR,MRNM,PCD,RET}
@attribute Progress_outcome {M2C,MZE,MBR,MRNM,PCD,RET}

Bdata

72,98 ,PCD,7?
67,82 ,PCD,7?
7@,91,PCD,7?
55,66,PCD,7?
55,63,PCD,7?
56,73,PCD,7?
78,92,PCD,7?
78,97 ,PCD,7?
78,92,PCD,7?
58,93,PCD,7
44 39,MBR,7?
73,7@,PCD,7?
43,38,MBR,7?
46,41 ,MBR,7?
49,37 ,M2C,7
58,65,PCD,7?

FI1GURE 4.26: Classifying Tesd Dataset Records

Our next task was to evaluate the J48 model’s effectiveness in predicting the overall,
first year outcome. This we did by comparing the outcomes predicted by our model

(Figure 4.26), and the actual outcomes, obtained from student records.

Figure 4.27 is the binary classification confusion matrix, which shows how the test

dataset records were classified, in terms of passes and failures.

Predicted

Pass Fail
Actual Pass a7 3
Fail 14 11

FIGURE 4.27: First Year Outcome Binary Classification (Basic Computer Organisation
and Introduction to Algorithms and Programming)

Using the confusion matrix in Figure 4.27, we calculated the following metrics:

e The accuracy (Acc) of the model is 77.3%, which is slightly lower compared to the
82.9% accuracy result obtained during the Modeling Phase. However, we consider
the 77.3% accuracy result to be acceptable. The overall error rate (OER) is 22.7%,
which is slightly higher compared to the 17.1% error rate value obtained during
the Modeling Phase.

e The true positive rate (TPR) is 0.94, and the false positive rate (FPR) is 0.56.
e The true negative rate (TNR) is 0.44, and the false negative rate (TNR) is 0.06.
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A model’s performance can also be evaluated by using a Receiver Operating Character-
istics (ROC) graph, which depicts the relationship between the true positive rate and
the false positive rate. Figure 4.28 is the ROC graph indicating the performance of our
J48 model against the test dataset. The graph shows the relationship between the true

positive rate and the false positive rate.

—

056094) @

03

0.6

True Positive Rate {tpr)
04

0.z

0 02 04 06 0s 10
: False Positive Rate (fpr)

FIGURE 4.28: First Year Outcome Receiver Operating Characteristics Graph (Basic
Computer Organisation and Introduction to Algorithms and Programming)

A point on the graph represents a pair of values, namely a false positive and a true
positive value. Such a point indicates the performance of a classifier. For a good clas-
sifier, its point is situated closer to the top left corner of the graph. A point that is
situated along the diagonal line represents a random guessing classifier. If a point is
situated below the diagonal line, the classifier’s performance is worse compared to that
of a random guessing classifier. Figure 4.28 shows that the J48 classifier we used to
predict the first year outcome has performed much better than a random guessing clas-
sifier. Based on its successful performance, the model could be used in the future to
predict the overall outcome of first year STEM students who have completed the two

first-semester Computer Science I courses, namely BCO and TAP.
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Our findings regarding BCO and TAP as predictors of the overall, first year outcome,
show that

e during the Modeling Phase, the J48 decision tree algorithm outperformed the other
three algorithms (JRIP, NB, and MLP) in predicting the overall first year outcome,
using BCO and TAP as predictor attributes,

e during the Evaluation Phase, the J48 decision tree model performed successfully,
using BCO and TAP as predictor attributes, in predicting the overall outcome of

test dataset records,

e the two first semester Computer Science I subjects, BCO and IAP, can be used in

our context to predict the overall, first year outcome.

4.9.4 Predicting First Year Outcome (Minimum Requirements)

Our task in Subsection 4.6.1 was to predict the overall first year outcome using the
following Wits Faculty of Science minimum admission requirement subjects as predictor
attributes: the APS, NSC Mathematics, NSC Physics and NSC English. Following the
experiments we conducted during the Modeling Phase, two models were obtained after

applying the J48 decision tree algorithm against two different training datasets.

e The first training set consisted of 2123 records belonging to English Home Lan-
guage (ENA) students. In classifying the records in this dataset, the J48 al-
gorithm was 73.4% accurate. We stored the resulting model in a file named
ENAQ5 Training. model.

e The second training set consisted of 2462 records belonging to English First Ad-
ditional Language (ENB) students. In this case the J48 algorithm was 65.4%
accurate. We stored the resulting model in the file ENBQ5 Training.model.

We evaluated each model by applying it against a corresponding test set. The ENA test
set contained 483 records and the ENB test set contained 579 records. The sample .arff
files of the two test sets can be found in the Appendix chapter, Subsection E.1 (Figure 4
and Figure 5).
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First Year Outcome Prediction (ENA Students)

Figure 4.29 shows some of the ENA records whose class labels were predicted by the
ENA model (ENAQ5Training.model).

@relation I§§Ig§§§§rpredicted
@attribute AP5 numeric
@gttribute MAT numeric
@attribute PSC numeric
@gttribute ENA numeric

@attribute Progress_outcome {INP,M1C,M1E,M2C,MZE,MER,MBZ,MRNM,PCD,RET}

@data

48,87,83,70,PCD,?
48,74,79,84,PCD,7
40,64 ,66,66,PC0D,7
50,93,86,84,PC0,7?
41,89,73,70,PCD,?
40,83,63,72,PCD,7

41,7@,54,
51,96,83,
42,85,77,
44,78,-1,
42,71,71,
46,84 ,83,
43,6@,67,
50,79,90,

71,PCD,?
&5,PCD,7
63,PCD,7
7@,PCD,?
&e,PCD,?
75,PCD,7?
72,PCD,7?
&4,PCD,7?

FIGURE 4.29: First Year Outcome Prediction Output (English Home Language)

To obtain a much clearer picture of the J48 model’s performance we decided to simplify
the problem, from a multiple classification to a binary classification problem involving
only two classes, namely Pass and Fail. We created the binary classification matrix

shown in Figure 4.30, in which the records are classified as either Pass or Fail.

Predicted

Pass Fail

Pass 326 13

Actual o 120 15

FIGURE 4.30: First Year Outcome Prediction Binary Confusion Matrix (English Home
Language Test Set)

Using the entries in Figure 4.30, we evaluated the performance of our J48 model by

obtaining the following metric values:

e The accuracy (Acc) of the model is 70.6%, a result that compares favourably to
the 73.4% accuracy result obtained during the Modeling Phase. The overall error
rate (OER) is 29.4%. This value does not differ very much from the 26.6% error
rate result obtained during the Modeling Phase.

e The true positive rate (TPR) is 0.9617 and the false positive rate (FPR) is 0.8598.

e The true negative rate (TNR) is 0.1042 and the false negative rate (FNR) is 0.0383.
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We further evaluated the performance of our J48 model by constructing a ROC graph.
On a ROC graph, the true positive rate (tpr) is plotted on the vertical, y axis, and the
false positive rate (fpr) is plotted on the horizontal, z axis. A point,(z,y), situated on
the graph represents the performance of a single classifier. A classifier whose point is
located along the diagonal line joining the points (0,0) and (1,1) represents a random

classifier. The ROC graph contains four critical points, described in Table 4.29.

TABLE 4.29: Receiver Operating Characteristics Critical Points

’ tpr ‘ fpr ‘ Interpretation

0 0 | Model classifies every instance as negative

1 1 | Model classifies every instance as positive
1 0 | The ideal model
0 1 | Worst classification of instance

The single point on the ROC graph in Figure 4.31 shows the performance of the model

we used to predict the overall, first year outcome.
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FIGURE 4.31: English Home Language Receiver Operating Characteristics Graph

Points that are located within the upper left-hand triangle, such as the point (0.86,0.96)
in the figure, correspond to classifiers whose performance is considered to be better
than random classifiers. On the other hand, classifiers whose points are located within
the lower right-hand triangle, their performance is considered to be worse than random
classifiers. Our conclusion from this result is that using the minimum admission require-
ments subjects, the J48 model we created during the Modelling Phase was successful in

predicting the first year outcome of the majority of the test dataset records belonging
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to students who took ENA as their high school English subject. It must be noted, how-
ever, that the model may need to be improved in order for it to deal with the problem

of incorrectly classifying minority class records.

First Year Outcome Prediction - ENB Students

Figure 4.32 shows some of the ENB records whose class labels were predicted by the J48
model (ENBQ5 Training.model) that was applied against a test dataset of 579 records
belonging to first year students who took ENB as their high school English subject.

@relation I§§Tg§§§§rpredicted
@attribute APS numeric
@ottribute MAT numeric
@attribute PSC numeric
@attribute ENB numeric

@attribute Progress_outcome {INP,M1C,M1E,M2C,M2E,MBJ,MBR,MBZ ,MRNM,PCD,RET}

@data

43,80,96,84,RET,?
46,63,60,85,MBR,?
43,70,52,79,RET,?
40,75,79,75,MBZ,?
43,65,72,80,PC0,7
40,80,82,68,RET,?
47,83,83,78,PCD,7
43,67,70,75,PC0,7
48,83,87,73,PCD,?
43,80,83,62,PC0,7
42,6@,86,75,PCD,7
49,79,99,78,PC0,7

FIGURE 4.32: First Year Outcome Prediction Output (English First Additional Lan-
guage)

The binary classification matrix in Figure 4.33 shows how the 579 test dataset records

were classified by the J48 model.

Predicted

Pass Fail

Pass 212 66

Actual .0 179 122

FIGURE 4.33: First Year Outcome Prediction Binary Confusion Matrix (English First
Additional Language Test Set)

The following measures were calculated using the information contained in Figure 4.33.

e The model is 57.7% accurate. This performance is lower compared to the 65.4%
accuracy result obtained during the Modeling Phase. At 42.2%, the overall error
rate (OER) is somewhat higher, compared to the error rate of 34.6% obtained
during the Modeling Phase.

e The true positive rate (TPR) is 0.7626 and the false positive rate (FPR) is 0.5947.
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o The true negative rate (TNR) is 0.4053 and the false negative rate (FNR) is 0.2374.

In order to determine how well the J48 model performed in predicting the overall, first
year outcome, we used the true positive and false positive rates to plot the ROC graph

shown in Figure 4.34.
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FIGURE 4.34: English First Additional Language Receiver Operating Characteristics
Graph

The point on this ROC graph is located above the diagonal, indicating that the model
performed better than a random classifier. We conclude from this result that the J48
model we used was successful in predicting the first year outcome when applied against
a test dataset of 579 records belonging to students who took the ENB subject in high
school. In other words, the minimum requirements subjects are suitable predictors of

the overall, first year outcome.

Regarding the use of the minimum requirement subjects as predictors of the overall,
first year outcome, our Modeling Phase and Evaluation Phase experiments revealed the

following information:

e The two J48 models created during the Modeling Phase (ENAQS5 Training.model
and ENBQ5 Training.model), performed successfully against test datasets in pre-

dicting the overall, first year result.

e The ROC graphs we plotted demonstrated the success of the two J48 models in

predicting the overall first year outcome.
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4.9.5 Predicting Degree Attainment (Using Minimum Requirements)

Our task in Subsection 4.6.2 was to determine the effectiveness of the Wits minimum
admission requirement subjects stipulated by the Faculty of Science as predictors of
degree attainment by first year students enrolled in STEM disciplines. The training set
we used during the Modeling Phase consisted of 1370 first year student records, which the
J48 algorithm was 91.3% accurate in classifying. To evaluate the model produced by the
algorithm, we applied it against a test dataset comprising 432 records with unknown
class labels (see Subsection E.2; Figure 6). A sample of the output produced by the

model is shown in Figure 4.35.

@relation TrainQSdeghtt predicted

Battribute FUNDING STATUS {F,NF}
@attribute APS numeric

@attribute MAT numeric

@attribute PSC numeric

@attribute ENA numeric

@attribute ENB numeric

Rattribute 'prediction margin' numeric
Mattribute 'predicted OUTCOME' {Q,NQ}
Mattribute CUTCOME {Q,NQ}

Adata

F,48,86,88,71,-1,0.8%92308,Q,7
F,53,92,97,-1,83,0.737705,9, 7
F,52,96,93,69,-1,0.8%2308,Q,7
F,50,52,590,78,-1,0.852308,0Q, 7
F,55,597,91,90,-1,0.852308,0Q, 7

FIGURE 4.35: Degree Prediction Output

One of the objectives of this study was to determine whether, for first year students,
their using minimum admission requirements subjects could be used to predict whether
they would qualify and obtain their degrees (Q) in record time, failing which they would
not qualify and obtain their degrees in record time (NQ). Following the application of
our J48 model against the test dataset, we obtained the following confusion matrix (Fig-
ure 4.36):

Using the entries in this confusion matrix, we calculated values for different measures.
The model’s success rate is 80.1% and its overall error rate is 19.9%. The true positive
and false positive rates are quite high (TPR=0.9971, FPR=1.0000). On the other hand,

a b <--classified as
346 1 a=Q
85 0 b=NQ

FIGURE 4.36: Degree Attainment Confusion Matrix (using Minimum Requirements)
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the true negative and false negative rates are very low (TNR=0.000, FNR=0.0029).
These results show that the J48 model classifies almost all the test set records as be-
longing to class O, meaning that almost all the students, except only one, have qualified
and obtained their degrees. All the 85 students who have actually failed (NQ) are in-
correctly classified as having qualified (Q). We conclude from this result that the J48
model we used to predict degree achievement, using the minimum admission requirement
subjects, is not suitable for this purpose. This result shows that in order to evaluate
the model’s performance in predicting degree attainment, we cannot rely solely on the
accuracy measure, however high it might be. The fact that there are 85 records which
represent students who have not qualified (NQ) but who are predicted as having quali-
fied (Q) raises a serious concern. Another issue is the highly skewed nature of the data
in favour of the majority class (Q). The test dataset contains 432 records, of which 347
(80.3%) belong to the majority class and 85 (19.7%) are minority class records (NQ).
However, due to the huge class imbalance, the model was not effective in identifying
records of the minority, negative class (NQ). It is perhaps appropriate at this point to
sound a cautionary note. Given a dataset with a huge class imbalance the accuracy
metric, however high its value, can be misleading and should not be relied upon as a

criterion for judging a classification model’s performance.

Following our Modeling Phase and Evaluation Phase experiments our findings, regarding
the use of minimum requirement subjects as predictors of degree achievement, revealed

the following information:

e The training and test datasets are highly imbalanced.

e Despite the fact that high accuracy results were obtained during our Modeling and
Evaluation Phase experiments, all of the 85 minority class records were incorrectly

classified.

e Our Evaluation Phase result shows that, despite the 80.1% accuracy rate, the
model we created during the Modeling Phase (DegreeJ/8Training.model), was not
successful in predicting the degree qualification status of first time first year STEM

students.

4.9.6 Predicting First Year Outcome (using Mathematics I)

The critical role played by Mathematics I (Algebra and Calculus) in our first year cur-

riculum cannot be overemphasized. The subject features prominently in the different

STEM curricula amongst which students can select their degree programme of choice.

The task we performed in Subsection 4.8.2 was to determine the effectiveness of Math-

ematics I as a predictor of the overall outcome at the end of first year. Following the
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data mining experiments we conducted during the Modelling Phase to investigate this
aspect of our research question, we found the J48 decision tree algorithm to be the best
and most effective predictor of the overall, first year result. We then decided to use
the model produced by the J48 algorithm MathFirstYearPredict.model to classify the
474 first year records contained in out test dataset (see Subsection E.3, Figure 7 in the
Appendix chapter). Following our application of the model against the test dataset,
Figure 4.37 is a sample of the output obtained after the model was applied against the
test dataset.

@attribute Year numeric
@attribute FUNDING_STATUS {F,NF}
@attribute MATH1@36 numeric
@attribute
@attribute "prediction margin' numeric

@attribute 'predicted Progress_outcome® {PCD,MBR,RET,MBZ,M1C,MRNM,M2C,MZE,M1E,MB],INP}
@attribute Progress_outcome {PCD,MBR,RET,MBZ, M1C,MRNM,M2C,M2E,M1E,MB], INP}

2data

2017 ,NF,35,31,-0.998795,MBR, 7
2817 ,F,27,50,-@.990795,RET,?
2e17,F,58,55,0.996913,PCD,7
2817 ,F,61,80,0.990795,PCD,7
2e17,F,50,50,0.598887 ,PCD,7
20817 ,F,43,37,-@.99@0795,RET,?
2017 ,F,24,31,-@.990795 ,MZE,7
2e17,F,36,35,-@.497688 ,RET,?
2e17 ,F,4@,52,-@.99@795,RET,7?
20817 ,F,29,41,-@.99@0795,RET,?
2017 ,NF,9,0,-0.582882 ,MBZ,7
2e17,F,75,64,0.995376,PCD,7

FIGURE 4.37: First Year Outcome Prediction Output (Mathematics I)

The confusion matrix in Figure 4.38 shows how the test dataset records were classified
by our J48 model (MathFirstYearPredict.model).

a b ¢ d e f g  h i j k <« Classifiedas

0 a=INP
0 b=MI1C
0 c=MI1E
0 d=M2C
1 0 1 2 e=M2E
0 1 f=MBJ
4 6 7 50 16 6 4 36 g=MBR
2 h=MBZ

2 1 1 3 7 0 1 i=MRNM
1 1 32 227 10 j=PCD
6 2 19 | 7 15 30 k=RET

FIGURE 4.38: First Year Outcome Prediction (Using Mathematics I)
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Figure 4.39 is the binary confusion matrix we created by reducing the multiple classes

in Figure 4.38 to two classes, namely Pass and Fail.

Predicted

Pass Fail

Pass 227 17

Actual 2 019 211

FIGURE 4.39: First Year Outcome Prediction Binary Confusion Matrix (Using Math-
ematics I)

Using the entries in Figure 4.39, we obtained values for several metrics. The J48 model
is 92.4 % accurate, a higher value compared to the 79.6% accuracy value obtained during
the Modelling Phase. The overall error rate is 7.6%, much lower compared to the 20.4%
value obtained during the Modelling Phase. The true positive and false positive rate
values are, respectively, 0.9303 and 0.0826. The true negative and false negative rate

values are, respectively 0.9174 and 0.0697.

We used the true positive and false positive rate values to plot the ROC graph in
Figure 4.40.
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FI1GURE 4.40: Mathematics I ROC Graph

The single point on this graph is located very close to the top left-hand corner, indicating
that the model is very successful in predicting the first year, overall outcome. We can
therefore say that in our context, Mathematics I can be used to predict the overall

outcome of first time first year BSc. students enrolled in STEM disciplines.
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4.9.7 Predicting Degree Attainment (Using Mathematics I)

The experiment we conducted in Subsection 4.8.3 was to determine the effectiveness of
Mathematics I as a predictor of degree attainment. We stored the MultilayerPerceptron
(MLP) model produced during the experiment in a file named MathDegreePredict.model.

Here, we present our findings on the performance of the model in predicting degree

attainment.

records. Figure 4.41 shows a sample of the prediction results we obtained after applying

We applied the model against a test dataset of 205 first year student

our model against the test dataset.

Zattribute
Eattribute
Eattribute
Zattribute
Zattribute
Eattribute
Eattribute
Zattribute
Zattribute

Year numeric
FUNDING_STATUS {F,NF}
FINAL_YEAR numeric
MATH1836 numeric

Progress_outcome {PCD,RET,MBR,M1C,M2C,MBZ}
'prediction margin' numeric

"predicted OUTCOME® {Q,NQ}

OUTCOME {Q,NQ}

Edata

2e17 ,F,2@19,83,85,PCD,0.
2e17 ,F,2019,47,67,PCD,0.
2e17 ,F,2@19,38,508,RET, 0.
2017 ,F,2819,64,66,PCD,0.
2e17 ,F,2@19,6@,55,PCD,0.
2e17 ,F,2@19,56,58 ,RET,D.
2e17 ,F,2@19,55,61,PCD,0.
2e17 ,F,2@19,50,50,PCD,0.
2017 ,F,2019,44 ,62,PCD,0.
2e17 ,F,2@19,72,75,PCD,0.
2e17 ,F,2@19,50,53,PCD,0.
2e17 ,F,2819,52,63,PCD,0.

99@233,0,7
9v73221,0Q,7
982783,0,7
986534,0,7
986293,0,7
99462,0,7

982963,0,7
98@%63,0,7
969507,0,7
987976,0,7
98@454,0,7
98@347,0,7

FIGURE 4.41: Degree Attainment Prediction Test Set (Using Mathematics I)

Figure 4.42 shows the confusion matrix produced by the model.

Actual

Predicted
Q NQ
Q 152 0
NQ 353 0

FIGURE 4.42: Degree Attainment Prediction Confusion Matrix (Using Mathematics I)
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All 152 records that actually belong to class Q are correctly classified as Q. On the other
hand all 53 records that actually belong to class NQ are classified incorrectly as belonging
to class Q. Using the entries in this matrix, we computed different metric values. The
model is 74.1% accurate in predicting degree achievement, using Mathematics T as a
predictor attribute. This value is much lower compared to 91.3%, the value we obtained
during the Modeling Phase. The overall error rate of 25.9% is much higher compared to
the 8.7% value obtained during the Modelling Phase. The true positive and false positive
rate values are the same (1.0000). Likewise, the true negative and false negative rate
values are the same (0.0000). The model is predicting every instance in the test dataset
to be of class Q. In other words, all the students represented by the records in the dataset
have qualified and obtained their degrees. This is not correct. Our Mathematics-based
model is, in this case, clearly not suitable as a predictor of degree achievement, despite

the fact that it was very successful in predicting the overall, first year outcome.

We made important findings on the question we needed to answer regarding the effec-
tiveness of Mathematics I as a predictor of the overall performance in first year, and

degree achievement. Our findings showed, among other things, that

e Algebra I and Calculus I have a positive, strong and significant relationship with

each other,

e Algebra I and Calculus I each has positive, weak and significant relationship with
the NSC Mathematics (MAT) subject,

e the correlation between Algebra I and the NSC Mathematics Paper 3 (MP3) is
negative, very weak and not significant. On the other hand, the correlation between

Calculus I and MP3 is positive, very weak and not significant,

e the J48 decision tree model (MathF'irstYearPredict.model), in which Mathematics
I was used as a predictor attribute, was highly successful in predicting the first

year, overall result,

e the MLP model (MathDegreePredict.model), in which Mathematics I was used as

a predictor attribute, was not successful in predicting degree attainment.

4.10 Chapter Summary

In Chapter 3 we discussed in detail the six-phase CRISP-DM methodology we followed
in conducting the research. During the Modeling Phase we identified the statistical
and data mining techniques we were going to use in our experiments. A list of these
techniques is provided in Table 3.9, Subsection 3.7.4. The tasks we performed are
divided into three parts. First, beginning with the Modeling Phase, we applied different
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data mining algorithms on the training datasets, resulting in several prediction models.
Next, these models were used to classify test datasets records. Finally, in the CRISP-
DM Evaluation Phase, we used different measures to evaluate the models’ performance

against the test datasets.

During the Modeling Phase we performed statistical analysis and data mining experi-
ments, and obtained results which enabled us to answer research questions about first
time first year students enrolled in STEM disciplines offered by our Faculty of Science.
The factorial ANOVA experiments we conducted to determine the relationships amongst
gender, race, funding status and the APS produced some interesting results. Whilst stu-
dent gender and race together had no significant effect on the APS, the race factor on its
own had a significant effect on the APS. We also found race and funding status together,
and also individually, to have a significant effect on the APS. Regarding the APS ob-
tained by English Home Language (ENA) and English First Additional Language (ENB)
students, the statistical analysis test we conducted to compare these two groups of stu-
dents showed that the mean APS obtained by ENA students was significantly higher
compared to the mean APS obtained by ENB students.

For high school students intending to pursue STEM-related degree programmes, several
issues need to be taken into account. One of these is to identify which amongst the
Grade 12 STEM subjects contribute significantly towards the APS. Using feature selec-
tion and linear regression techniques we identified several Grade 12 STEM subjects as
strong predictors of the APS, amongst which the following were significant predictors:
Advanced Programming Mathematics (APM), Agricultural Sciences (AGS), Computer
Applications Technology (CAT), Geography (GEG), Life Sciences (LSC), Mathemat-
ics (MAT), Mathematics Paper 3 (MP3) and Physical Sciences (PSC). Regarding prior
programming experience (PPE), first year students who took Information Technology
(INT) as one of their Grade 12 subjects, performed significantly better in the two first-
semester Computer Science I courses (BCO and TAP) compared to their peers who did
not take Information Technology as one of their Grade 12 subjects. We also used BCO
and TAP to predict performance in Computer Science I and the overall result in first
year. In both cases, the results showed IAP to be the strongest predictor, compared to
BCO.

The experiments we conducted using the J48 algorithm and the Wits minimum admis-
sion requirements highlighted the potential of the Admission Point Score, NSC Mathe-
matics, NSC Physics and NSC English as predictors of the overall, first year outcome.
Cluster analysis and association rule mining techniques have shown that student charac-
teristics can be used to obtain insightful information about first time first year students
in our faculty. The results also highlighted the key role played by Mathematics I in the
various options of the STEM degree curricula offered by the Faculty of Science. The

strong correlation between NSC Grade 12 Mathematics and Mathematics I may be an
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indication of a smooth link in the content offered between the two subjects. Mathemat-
ics I also emerged as a strong predictor of the overall first year result. In Chapter 5
we discuss the results we obtained after performing different statistical and data mining
experiments. Our findings will be discussed within the context of results obtained in
studies similar to ours. Furthermore, in Chapter 5 we will discuss some of the limitations

we identified in connection with this study.
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Chapter 5

Discussion

In Chapter 4 we performed detailed data mining and statistical analysis experiments,
whose purpose was to determine answers to our research questions. In the Evaluation
Phase of the CRISP-DM methodology we followed in conducting this data mining-based
study, a detailed performance evaluation of the data mining algorithms used during the
Modeling Phase was carried out. The evaluation was done using different test datasets

and selected performance metrics.

In this chapter we present and discuss our findings, which we compare and contrast with
findings obtained in studies similar to ours. This study sought to answer the following

main research question:

How can data mining and statistical techniques be leveraged to obtain useful
and meaningful information from the historical data belonging to cohorts of
first-time first year students enrolled in STEM degree disciplines at a South

African university?

This question we answered by posing several research sub-questions, to which answers

were sought by conducting several experiments.

This chapter is organized as follows. In Section 5.1 our findings on the question of
student gender, ethnicity and funding status are discussed. In Section 5.2 we discuss
the role of English on the performance of first time first year BSc. students enrolled
in STEM disciplines in our faculty. The first year students who are the subjects of
this study will have taken a variety of STEM subjects at high school, including during
their final year (Grade 12). These subjects include Engineering Graphics & Design,
Computer Applications Technology, Information Technology, Mathematics, Life Sciences
and Physical Sciences. In Section 5.3 our findings on the influence of some of these
subjects on achievement of the Admission Point Score (APS) and academic achievement
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in first year are discussed. Some of the first year students take Computer Science I as
one of their first year courses. The course involves extensive computer programming.
In Section 5.4, our findings on the question of prior computer programming experience
and its relationship to performance in Computer Science I and the academic outcome
at the end of first year are discussed. Furthermore, in Section 5.5, the findings on the
Wits minimum admission requirements, which constitute the criteria the faculty uses for
accepting prospective first year students into different STEM disciplines are discussed.
Students’ characteristics can provide useful and meaningful insights about them. These
include gender, race, economic background, academic performance, and funding status.
In Section 5.6 we discuss our findings on this question. In Section 5.7 our findings on
the important role and influence of Mathematics I across the first year STEM disciplines
are discussed. In Section 5.8 the discussion focuses on some of the limitations associated

with this study.

5.1 Gender, Race and Funding Status

Insightful information can be obtained from a study of different student characteristics.
One of several things we might want to know is which characteristics impact or influence
academic performance. In this study we investigated selected student characteristics
to determine their effect on the first year students’ high school performance, which is
determined using the Admission Point Score (APS). Two-way ANOVA experiments were
performed. In the first experiment, the aim was to determine the relationship of gender
and race, on the one hand, and the APS, on the other. In the second experiment, we

wanted to determine the relationship of race and funding status, with the APS.

We found the interaction between the gender and race factors not to be significant.
Similarly, (Vandenberg et al., 2021) did not find the interaction effect between gender
and race to be significant, regarding elementary students’ attitudes toward Computer
Science. In this study, gender did not have a significant effect on the APS. Similarly, the
two-way ANOVA analysis performed by (Vitale et al., 2010) found that gender had no
significant affect on the academic achievement of agricultural economics students. Like-
wise, (Keengwe, 2007) performed a two-way ANOVA analysis and found that gender
did not significantly affect students’ perceptions on computer use as a way of improving
their learning. However, contrary to these findings, a much earlier two-way ANOVA
study conducted by (Carroll and Garavalia, 2002) found gender to have a significant ef-
fect on the admission criteria of pharmacy students. Similarly, (Vandenberg et al., 2021)
found the difference between male and female students to be significant, regarding their
attitudes toward Computer Science. Male students had significantly higher attitudes

towards Computer Science compared to their female counterparts.
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In this study we found the race factor to have a significant impact on the APS. Upon
further examination, several findings were made. Amongst Chinese, Indian and White
students their performance was not significantly different. However, Indian and White
students obtained significantly higher APS scores compared to Black and Coloured stu-
dents, whose performance was not significantly different from that of Chinese students.
According to (Essop, 2020) white students, for a number of reasons, produce the best re-
sults. In (Vandenberg et al., 2021)’s study, race was not a significant factor in elementary

students’ attitudes toward Computer Science.

This study’s finding on students’ ethnicity and academic performance was not unex-
pected. For example, there are several factors which impact negatively on Black and
Coloured students’ academic achievement. In our social and economic context, many of
these students come from poor families, who live under the most depressed social and
economic circumstances. In most of these families, the parents are not highly educated,
and good role models within and outside of family units are very few. The township
and rural schools they attend are severely under-resourced, both in terms of material re-
sources and qualified teachers and administrators. As if all this was not enough, some or
most of these schools do not have experienced teachers whose content knowledge in crit-
ical subjects is on par with highly qualified teachers from well-resourced, predominantly

Indian and White schools.

This study also looked at the relationship between race and funding type, on the one
hand, and the APS, on the other. Both factors were significantly related to the APS.
There are a number of ways in which this result can be used in the schools and faculty
in proactively providing academic and other forms of support to funded and non-funded
students with borderline APS results. For example, the mean APS results of Bursary
(B), NSFAS (NUG) and Non-funded (NF) students are lower compared to the results
obtained by students who receive other forms of funding. For example, Coloured and
Indian Bursary students have the lowest mean APS result compared to Black and White
students. For Black, Chinese and Coloured NSFAS students the mean APS results are
lower than Indian and White students. Non-funded students of all races have obtained
similar, low mean APS results. It may be necessary in the future for schools to flag
“weaker” students from within these groups as potential “at risk” cases, whose aca-
demic progress should be consistently monitored, and various actions taken to remedy

problematic academic situations.

From the significant relationship between funding status and the APS, there are a few
points worth noting. The best performing students are those who receive Merit Awards
(SUG), followed by Corporate Bursary (CB), External Bursary (EB) and Internal Bur-
sary Undergraduate (IBUG) students. First year merit award students, based on their
excellent high school results, receive merit bursaries. In our context, and indeed else-

where, these students have been shown to obtain the best first year results compared to
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their peers (Naidoo and McKay, 2018). However, there was a negative and significant
correlation to the GPA of NSFAS-funded students, leading (Naidoo and McKay, 2018)
to question the effectiveness of NSFAS bursaries. In our study, NSFAS-funded (NUG)
students were only better compared to non-funded (NF) students, who obtained the

lowest average APS score.

Contrary to (Naidoo and McKay, 2018)’s finding regarding the performance of NSFAS-
funded students, (Wildschut et al., 2020) discovered a positive, significant relationship
between NSFAS funding and academic achievement. In a study conducted earlier in
our school, (Modise, 2016) found that NSFAS funding did not significantly affect the
performance of first year Computer Science students. It is clear that this matter is
not yet settled, given the contradictory findings emerging from these different studies.
(Wildschut et al., 2020) has also found that on average, NSFAS-funded students are out-
performed by students who receive funding from other sources. This finding is consistent
with (Sommerville and Singaram, 2018)’s, who found a significant performance difference
between externally funded (EB) and NSFAS-funded (NUG) students. We are in agree-
ment with (Wildschut et al., 2020) and (Sommerville and Singaram, 2018)’s findings.
In this study, significant differences were found in the average APS results obtained by
different students, based on the type of funding they received. As in (Sommerville and
Singaram, 2018), External Bursary (EB) students outperformed NSFAS-funded (NUG)

students.

5.2 English Language Proficiency

Most South African higher education institutions use English as the medium of instruc-
tion. Not all students who attend tertiary institutions come from English home language
backgrounds. The majority of students, including those who study in historically White
universities, come from families in which the home language is not English. Most of
these students come from families in which indigenous African languages are spoken.
In a higher education institution such as ours, which uses English to deliver content,
what is the impact of this policy on English second language students? The academic
prospects of students who have difficulty comprehending content delivered in English
are limited (Stephen et al., 2004).

In a similar vein, (McGhie, 2012) refers to the “disadvantage” faced by Black students
who, as English second language speakers, have to use English, a language in which
they are not competent, in order “to learn and construct meaning”. (Wedderburn,
2005), whose study was conducted amongst first year Computer Science students, states
that the needs of English second language students must be considered when teaching
and setting assignments, with greater emphasis being placed for example, on explain-
ing the meaning of words and how they are used in a specific context. According to
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(Wedderburn, 2005), the problem not only affects English second language Computer
Science students. Students in other fields of study are likewise affected. We cannot but
agree with all these studies that, for English second language speakers, using English as

a language of teaching poses a formidable challenge.

At high school, the first year students in our faculty will have done either the English
Home Language (ENA) or the English First Additional Language (ENB) subjects. One
of the objectives of this study was to discover whether the first time first year students
in our faculty who did either the ENA or ENB subject in high school obtained signifi-
cantly different APS results. We found a significant difference between the mean APS
scores of ENA and ENB students, with ENA students outperforming ENB students. We
speculate that ENA students carry this advantage with them when they enter univer-
sity, which places them in a better position to succeed in first year compared to their
ENB counterparts. Our preliminary findings indicate that across different schools in our

faculty, ENA students outperform their ENB counterparts.

In a study conducted earlier in our school, it was found that high school English at the
higher grade (first language) correlated better with achievement in first year Computer
Science, compared with high school Mathematics (Rauchas et al., 2006). A result similar
to (Rauchas et al., 2006) was obtained in an earlier study by (Pillay and Jugoo, 2005), in
which English first language students significantly outperformed English second language
students in a procedural programming examination. In medicine, (Sommerville and
Singaram, 2018) found that proficiency in English amongst medical undergraduates had

a significant influence on their academic performance.

In a first year optometry degree programme, and in contrast with findings from other
studies, (Mashige et al., 2014) found the correlation between high school English and
first year optometry module scores to be weak. However, it is not clear from the study
whether the English ENA and ENB subjects were used separately or combined to de-
termine the correlations. In a much earlier study, (Wong and Chia, 1996) stated that a
high proficiency level in English would have a positive effect on proficiency in mathemat-
ics, resulting in successful academic performance amongst first year financial accounting
students. Similarly, the study by (Dlomo et al., 2011) found that students who obtained
a high ENA score were successful in their studies, whilst students from English second

language backgrounds performed the worst.

In some studies, the lack of English first language status has been found not to be
detrimental to English second language students. In their study (Lee and Mallik, 2015)
refer to evidence which suggests that using English first language for teaching does not, in

any significant way, disadvantage English second language students in their performance.
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5.3 Pre-University STEM Subjects

One of the aims in this study was to identify which STEM subjects, taken by Grade 12
NSC students, had the most influence as predictors of the aggregate Admission Point
Score (APS). The feature selection and multiple linear regression methods we used pro-
duced similar results, identifying the following Grade 12 NSC subjects as the strongest
and significant predictors of the APS: Advanced Programming Mathematics (APM),
Computer Applications Technology (CAT), Geography (GEG), Life Sciences (LSC),
Mathematics (MAT), Mathematics Paper 3 (MP3) and Physical Sciences (PSC). For
different stakeholders, these results have practical implications. For example, to improve
the chances of obtaining a good APS, students on the science track can be advised and
encouraged to select STEM subjects that are known to have a strong and significant
influence on the APS. Our universities use the APS as one of the criteria for admit-
ting students into their preferred fields of study. For STEM students, a high APS and
good performance in high school STEM subjects guarantees acceptance in a number of

STEM-based degree disciplines.

In contrast with our study, in which we used high school STEM subjects to predict the
APS, (Blackmore et al., 2021) investigated the relationship between secondary school
performance and the undergraduate grade point average (GPA) scores obtained by un-
dergraduate health sciences students. (Blackmore et al., 2021) discovered a link between
three secondary school STEM subjects (Advanced Mathematics, Physics and Chemistry)
and a high first year GPA. Only Advanced Mathematics emerged as the best predictor
of overall academic performance. In (Wang, 2013)’s study, it was shown that Advanced
Mathematics and Science high school subjects placed students in a better position, in
terms of attaining a STEM-based degree. In this study, high school Mathematics (MAT)
was the strongest predictor of the APS, followed by Advanced Programming Mathemat-
ics (APM). Due to the fact that only a few high school students took Advanced Mathe-
matics (ADV), this subject could not be used to determine its contribution towards the
APS.

In the South African context, universities use high school marks together with the APS
to decide whether or not to admit students who apply for specific academic programmes.
In addition to these admission criteria, some universities also include the National Bench-
mark Test (NBT) scores (Hunt et al., 2009). The NBT comprises three components,
namely academic literacy, quantitative literacy and mathematics. Studies similar to
ours have been conducted to determine the effect on college performance of high school
subjects, high school Grade Point Average (HSGPA) and standardized placement tests
such as the Scholastic Aptitude Test (SAT) and American College Testing (ACT). Re-

sults from these studies can provide, in our context, some understanding and insights
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into how high school STEM subjects, the APS and the NBT could be used, not only for

the purpose of student placement, but also to predict first year academic performance.

Similar to South Africa’s NBT, the ACCUPLACER and COMPASS placement tests
used in (Belfield and Crosta, 2012)’s study each contain quantitative and literacy com-
ponents. There was a weak, positive correlation between the results from these tests and
college GPA. On the other hand, the high school GPA (HSGPA) was strongly correlated
to college GPA, leading to (Belfield and Crosta, 2012) suggesting that colleges could con-
sider using the HSGPA as a criterion for placement decision-making. Since it appears
to encapsulate the predictive power of all the high school subjects, the authors suggest
that the HSGPA can, on its own, be used to predict college performance. (Belfield
and Crosta, 2012)’s finding is in agreement with (Geiser and Santelices, 2007), who also
found that high school grades were more powerful as a college admissions criterion com-
pared to standardized tests such as the SAT. According to (Geiser and Santelices, 2007),
high school grades, despite being regarded by some researchers as being unreliable, “re-
main the best available indicator with which to hazard predictions of student success in
college”. These and similar studies seem to confirm the correctness of the admissions
approach taken by our faculty, where appropriate high school STEM subjects and the
APS, which plays a role similar to the HSGPA, are used as a criterion for admitting
students to first year STEM degree studies.

5.4 Prior Computer Programming Experience

In this part of the study we wanted to do the following: investigate the relationship
between prior computer programming experience and performance in two, first semester
Computer Science I courses (BCO and TAP); determine the effectiveness of BCO and TAP
in predicting overall achievement in Computer Science I and determine the effectiveness

of BCO and TAP as predictors of the overall, first year outcome.

Regarding prior computer programming experience and performance in BCO and TAP,
we found significant differences in both courses between students with prior program-
ming and their peers who lacked such experience. This finding is in agreement with
the result of an earlier study conducted in the school by (Modise, 2016), who found
significant differences in BCO and IAP between the two groups of students. Other stud-
ies have reported findings similar to these, regarding the importance of prior computer
programming experience. (Kori et al., 2016) found that the first semester weighted av-
erage grades of students with programming experience were higher compared to grades
obtained by students who lacked programming experience. We concur with (Kori et al.,
2016)’s view that universities should consider prior programming experience when craft-

ing their ICT-related curricula, including providing adequate support to students, to
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prevent them from dropping out of their studies. Another study, by (Wilcox and Li-
onelle, 2018), found that prior computer programming experience had significant advan-
tages, with gender playing an influential role. Female students with prior programming
experience outperformed their male counterparts in all respects. Similar to (Wilcox and
Lionelle, 2018)’s findings, (Byrne and Lyons, 2001)’s earlier study showed that female
students with prior programming experience outperformed all other students in the first
year, Programming and Logical Methods course. However, given the fact that in a class
of 110 students only three female students had prior programming experience, a signifi-
cant conclusion could not be drawn from this result. We are not in full agreement with
(Wilcox and Lionelle, 2018), that the large performance gap in introductory courses may
be difficult to close between students with computer programming skills and those who
lack such skills. We believe that given adequate support, experienced mentoring and
extra programming lessons, inexperienced students may reach the same level as their
experienced peers. Contrary to expectation, in (Ayalew et al., 2018)’s study the high
school computer studies course, which includes programming, did not have a signifi-
cant relationship with the first year programming subject. On the contrary, (Ayalew
et al., 2018) found the high school mathematics and physics subjects to be significantly

correlated with the first year programming subject.

There is evidence from our training phase results that using multiple linear regres-
sion, the two first semester courses (BCO and IAP) can together successfully predict
achievement in Computer Science I (CSI). Due to COVID-19 restrictions, which affected
student attendance, we were unable to obtain a sufficient number of test dataset records
to meaningfully evaluate our linear regression model. In the regression model the high-
est contribution towards the CSI score came from TAP, whose regression coefficient was
greater compared to that of BCO. In this respect the results are in agreement with
findings from previous studies conducted in our school by (Matsime, 2015) and (San-
dlesh, 2015), which also showed that BCO and IAP together were good predictors of
performance in CSI. In contrast to (Matsime, 2015) and (Sandlesh, 2015), who used
multiple linear regression to predict CSI, (Mashiloane, 2016) used the J48 decision tree
algorithm and the mean score of two first semester courses to predict CSI performance,
in which the algorithm achieved a high accuracy value of 92.54%. These findings have
several implications for our students and other institutional stakeholders. Students who
do not do well in BCO and IAP face the risk of failing CSI at the end of the second
semester. Those who do not perform better in the second semester CSI subjects, may
decide to drop out of the entire course. For academics and administrators, students
identified to be at risk of failure require various forms of support such as counseling,
confidence building, extra tutorials and classes. Based on their performance in BCO
and IAP, (Sandlesh, 2015)’s Academic Recommender System (ARS) was able to classify
student records into high, medium and low risk categories, in terms of predicting their

performance in CSI. The tool provides medium or high risk students with appropriate
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recommendations, to enable them to succeed in the second semester. Low risk students,
who will have passed BCO and IAP, are encouraged to continue with their good work
in the second semester. In another study within our School, (Telford, 2016) used a

web-based recommender system for a similar purpose.

The results obtained during the Modeling Phase and Evaluation Phase have shown
that the J48 decision tree algorithm, in conjunction with BCO and TAP as predictor
attributes can be used, to predict the overall achievement of first year BSc. students
in our faculty. In contrast, (Matsime, 2015) used the Najve Bayes (NB) algorithm to
predict the overall first year outcome. Compared to the 82.92% success rate obtained
by the J48 model we used in our study, (Matsime, 2015)’s Naive Bayes algorithm was
only 58.59% accurate. We are in full agreement with (Matsime, 2015)’s observation
regarding the imbalanced nature of educational datasets, and the tendency of classifiers
being biased more towards the majority class. This is also what we observed when we
evaluated the performance of the J48 algorithm, where majority class instances were
mostly correctly classified, with some of the minority class instances being misclassified.
One of the serious implications resulting from a misclassification error may be to predict
that a student who ends up failing is going to pass. As a consequence, the student is not
identified as being “at risk”, and does not receive the required counseling and academic

support they need, had their status been correctly identified.

5.5 Wits Minimum Admission Requirements

In our faculty, first year students are admitted on the basis of their achievement of
their high school Mathematics, Physical Sciences, English and the APS. These are the
minimum admission requirement subjects specified by the faculty. We conducted two
experiments. Our first task was to determine whether these requirements were suitable
predictors of the first year outcome. Secondly, we wanted to determine if they could also
be used to predict degree attainment. During the Modeling Phase and Evaluation Phase
two datasets were used, one consisting of records belonging to first year students who
took the English Home Language (ENA) subject at high school, and the other consisting
of records belonging to students who took the English First Additional Language (ENB)

subject.

During the Evaluation Phase, in which ENA and ENB test datasets were used, the
J48 algorithm was successful in predicting the first year overall outcome. However, for
the algorithm to work at its best, some improvement is required, to enable it to cor-
rectly classify records across all classes. Second, the imbalanced class distribution of the
records posed another challenge to the classifier. The majority class (PCD in this case)
was highly dominant, whilst the other classes were vastly underrepresented, containing
a small number of records. The high false positive errors also raise a serious concern,
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in that students who have actually failed may incorrectly be considered to have passed,
a situation that again raises serious implications for students, administrators and the
faculty. Admission requirements similar to those used in our study were shown to be
suitable predictors of engineering students’ performance (Louw et al., 2013). Given our
findings regarding the performance of the J48 algorithm, we cannot but agree with (Lem-
naru, 2012) that the J48 algorithm does not perform well against imbalanced datasets.
Amongst all the classifiers used by (Lemnaru, 2012) the Multilayer Perceptron (MLP)
was found to be the most robust in handling the class imbalance problem. However, this
did not prove to be the case in one of our experiments, where the MLP classifier was
outperformed by three other classifiers (J48, JRIP and NB).

Regarding the prediction of degree attainment, our results were not encouraging. Whilst
the evaluation of the MLP classifier yielded a good accuracy result (80.1%), other eval-
uation metrics were not that good. The false positive rate was very high, indicating
the total failure of the classifier to correctly identify students who have not qualified
(NQ), by incorrectly categorizing them as having qualified (Q). What would be the con-
sequence, legal or otherwise, if a student who has not qualified were to be notified that
they have qualified? We are in agreement with (He and Garcia, 2009) that a classifier is
required “that will provide high accuracy for the minority class without severely jeop-
ardizing the accuracy of the majority class”. Perhaps we need to sound a cautionary
note at this point. Our findings indicate very clearly that classification accuracy, in
the absence of other metrics, cannot be used as the sole criterion for evaluating the
performance of a classifier. For a comprehensive assessment of a classifier’s performance
against imbalanced data other metrics are required, in addition to accuracy. Due to
the imbalanced nature of our training and test datasets, the MLP classifier yielded a
highly skewed degree of accuracy in favour of the majority class (Q). In contrast with
(Lemnaru, 2012)’s results, the MLP classifier failed dismally in our case to demonstrate
its robustness against our datasets, both during the Modeling Phase and Evaluation
Phase. In the absence of a plausible explanation of this result, our speculation is that
the type of data and the domain from which the data is obtained, may affect the way

in which it is analyzed by an algorithm.
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5.6 Student Characteristics

A number of studies have used student characteristics to investigate, amongst others,
their influence on students’ academic performance. In a study conducted at a South
African tertiary institution, (Pillay and Jugoo, 2005) wanted to identify characteristics
which negatively affected student performance in a programming course. The charac-
teristics included gender, learning style and previous computer experience. In (Cochran
et al., 2014), the authors wanted to identify characteristics that were associated with stu-
dents withdrawing from online classes. The characteristics included student age, gender
and race. Our study used the following characteristics to determine their relationship
with the performance of first time first year students enrolled in STEM disciplines in
our faculty: funding status, gender, race, home language, APS, NSC Mathematics, NSC
Physical Sciences, NSC English, first year outcome and academic plan. In order to bet-
ter understand the role and influence of these characteristics on academic achievement,

we used clustering and association rule data mining techniques.

Our clustering results indicate that home language and the high school English subject
(ENA or ENB) contribute towards the success or failure of our first year students. In
(Jacobs, 2010)’s study students from an African home language background were iden-
tified as being at a higher risk for failure, when compared to their counterparts from
Afrikaans and English home language backgrounds. In (Pillay and Jugoo, 2005)’s study,
for example, the programming and examination marks obtained by students from En-
glish home language backgrounds were significantly higher compared to those obtained
by students from English second language backgrounds. In (Rauchas et al., 2006)’s
study, first year Computer Science students who studied Higher Grade English at high
school outperformed their counterparts who took Standard Grade English. A different
view is held by (Mashige et al., 2014) who, based on their findings, concluded that

English proficiency was not a critical factor of success in first year optometry modules.

Our clustering results have brought to the fore some interesting issues regarding the role
of English in our high school curriculum. From our results, it would seem that students
whose English First Additional Language (ENB) score is at least 65%, are most likely
to succeed in first year, by obtaining a PCD overall outcome. On the other hand, it
would seem that students who obtain ENB scores below 65% do not pass their first year,
obtaining either RET or MBR overall outcomes. However, we need to stress the fact
that these are only preliminary findings. There is a need for a detailed investigation
in the future, to determine whether there is indeed a pattern that indicates failure
when students obtain ENB scores that fall below 65%. The implication, should this be
the case, would be for the faculty to look into the possibility of introducing an ENB
threshold of 65% or more as part of the minimum admission requirements. This would

help to prevent this potentially “at risk” group of students from failing their first year.
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Given (Mashige et al., 2014)’s finding regarding the weak influence of ENB on student
performance, our stance is all the more strengthened that this subject be looked at in
some depth to determine its contribution or impact towards first year students’ academic

performance.

Again, to further stress the important role of English, both as home and teaching lan-
guage, we identified from our clusters two groups of funded students enrolled in the
biological sciences (BIOL). In the first group the home language was not English and in
the second English was used as the home language. In both groups the students did the
English Home Language (ENA) subject at high school. The high school performance
between these two groups was very different, in terms of the APS, Mathematics, Phys-
ical Sciences and English. Perhaps unsurprisingly, the students who spoke English at
home were overall the best performers. However, both groups were successful at the
end of the first year, due in part to the advantage of having done ENA at high school.
In contrast with these two groups, another group of non-funded BIOL students were
unsuccessful in first year. A closer look at their profile showed that their home language
was not English. Furthermore, they took English First Additional Language (ENB) at
high school. Their high school APS, Mathematics, Physical Sciences and English scores

were also lower, compared to the first group of funded, successful BIOL students.

Our results show that funded students in STEM disciplines are, on the whole, successful
in their studies. This may be the consequence of them having been selected based on
their high school results, academic potential and capabilities, and not necessarily based
on the fact that they come from poor households. (Naidoo and McKay, 2018) caution
against using “neediness” as a criterion for funding. In their study, no relationship was
found between funding and academic achievement. (Naidoo and McKay, 2018) also
argue for the need for further research to be conducted to correctly identify first year
students who deserve to be funded, basing their argument on the fact that high school

results may not necessarily be suitable indicators of tertiary-level academic success.

On the question of gender, (Wildschut et al., 2020)’s study found the performance of
funded and self-funded male students to be significantly and negatively related with
average performance, particularly for NSFAS-funded students. In our study, there were
four male-dominated clusters, all representing students who received different types of
funding, including NSFAS-funding. In three of these clusters, the students were success-

ful in first year, obtaining a PCD overall result.

In addition to cluster analysis, we also used the association rule mining technique to
investigate the relationship between our first year students’ characteristics and their
academic achievement. Several insights were obtained from the association rules that
were generated from our experiments. To assess the relevance of these rules, we used the

confidence and lift metrics. As opposed to the clustering results, which showed a limited
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number of STEM fields, more STEM fields were covered by the association rules. As in

(Hamalainen, 2006), the majority of the rules were related to successful students.

The rules provide some insights into the different fields of study in which the first year
STEM students are enrolled. Taking confidence and lift values into account, Mathemat-

ical Statistics (STAT) students are ranked highest, as indicated by the following rule:

PlanCode=STAT==>0utcome=PCD <conf=1.0, 1ift=1.57>

The confidence of this rule is very high (100%), indicating that of the students who
enroll in STAT, all of them are successful in first year. The lift for this rule is greater
than 1, indicating that a student who enrolls in STAT is 1.57 times likely to pass in
first year. In other words, the antecedent and consequent of this rule are positively
correlated. They occur more often together. This result is hardly surprising. Students
who enroll in STAT are accepted only on condition that they achieve very high scores in
Grade 12 (>80% Mathematics, >80% Physical Sciences, >80% English and >40 points).
Being high achievers, the vast majority of these students end up passing their first
year. Similar, interesting rules were found in the following disciplines: Microbiology and
Development Biology (MICR), Biological Sciences (BIOL), Human Physiology (HPHS),
Physics (PHYS), Genetics and Development Biology (GENE).

The cluster analysis results showed that across different disciplines, funded students
were, on the whole, successful in their studies. This finding is confirmed by the associa-
tion rules that were generated by the apriori algorithm. Funded students were successful
in, among other fields, the Mathematical Sciences (STAT), Biological Sciences (BIOL),
Actuarial Sciences (ACSI) and Human Physiology (HPHS). The confidence and lift val-
ues of the association rules for funded students were both slightly higher compared to
non-funded students. For example, the following rules were generated for Human Phys-
iology (HPHS):

FStatus=Funded,PlanCode=HPHS==>0utcome=PCD <conf=0.97, 1lift=1.53>
FStatus=non-funded,PlanCode=HPHS==>0utcome=PCD <conf=0.94,1ift=1.48>

The cluster analysis and association rule mining results indicate that funded first time
first year STEM students are, like their non-funded counterparts, academically success-
ful in their studies. The cluster analysis and association mining results obtained in
this study can be used within our faculty to recommend to individual students, based
on their academic potential and characteristics, the most suitable BSc. degree options

from which to select their field of study.
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5.7 Role and Influence of Mathematics 1

The majority of first year students in our faculty are required to take Mathematics I
as a compulsory subject. This subject features prominently in the different options
of the BSc. degree offered by our faculty. Given its role and influence in our STEM
curricula, we conducted an in-depth investigation to determine its impact on academic
achievement in first year, including its suitability as a predictor of degree attainment. We
were also interested to discover how strongly the NSC Grade 12 Mathematics subjects
(MAT and MP3) were related to the two Mathematics I subjects, Math1034 (Algebra)
and Math1036 (Calculus).

Our study produced several findings regarding high school mathematics subjects and
their relationship to Mathematics I. The correlation between MAT and each of the
two first year Mathematics subjects (Algebra I and Calculus I) was positive, weak and
significant. Other studies where high school mathematics subjects have also been found
to correlate significantly with first year mathematics subjects include (Mashige et al.,
2014), (Louw et al., 2013) and (Kizito et al., 2016). Contrary to expectation, our
study found the high school MAT and MP3 subjects to be weakly and insignificantly
related to each other. At some point in the faculty, for students whose MAT score
fell just below the 70% admission threshold, the MP3 score would be used as part
of the admission requirements to decide whether to accept or reject them. The poor
relationship between MAT and MP3 brings into question the decision that was taken
to use MP3 as a complementary subject in admitting students with below-threshold
MAT scores. We also found the MP3 and Mathematics I subjects to be weakly and

insignificantly correlated, with MP3 also having a negative correlation with Algebra I.

Whilst the correlation between MAT and the APS is weak and significant, MP3 on the
other hand correlates even more weakly and insignificantly with the APS. These findings
bring into question the relevance and usefulness of MP3 within the high school Math-
ematics curriculum, and its potential as a bridging subject to first year Mathematics.
Compared to MAT the APS correlated moderately and significantly with Algebra I and
Calculus I. One would have expected that the MAT subject would correlate better than
the APS, with Algebra I and Calculus I. We can only speculate on this result for now,
by saying that the APS, being an aggregate score, carries the contribution of scores
from different subjects, resulting in it being able to correlate better with Algebra I and

Calculus I, compared to the single MAT score.
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The J48 algorithm which used Mathematics I during the Evaluation Phase to predict the
overall outcome in first year, was highly accurate (92.4%). In a number of studies the
argument has been made against relying on accuracy as the only performance evaluation
metric, when using datasets containing class imbalances (Chawla, 2009), (He and Garcia,
2009), (Lépez et al., 2013).

Since we did not want to rely solely on accuracy to evaluate the J48 model we were using
during the Evaluation Phase to predict the overall first year outcome, we constructed
a ROC graph in order to obtain a more reliable performance evaluation result. The
result we obtained from the ROC graph showed our J48 model to be highly effective
and successful in predicting the overall first year result with Mathematics I (Algebra
I and Calculus I) being used as a predictor attribute. Not only in our faculty does
first year Mathematics receive greater emphasis and attention. At an Irish university,
where for Science students Mathematics is also a compulsory subject, the Mathematics
Support Centre (MSC) established by that university has had a positive impact on the
Mathematics performance of students who attend the centre, in particular students who
are weak in Mathematics (Bhaird et al., 2009). In our context an entity similar to the
MSC could be established faculty-wide where students, in particular those at risk for

failure, can drop in for one-on-one remedial sessions with their tutors or lecturers.

The Multilayer Perceptron (MLP) algorithm we used to predict degree attainment was
hardly successful in performing this task. None of the 53 minority class (NQ) test set
records were classified correctly as class NQ records. All of the 152 test set records
of the majority class (Q) were classified correctly as belonging to class Q. This result
demonstrated the inability of our MLP model to handle imbalanced data, despite being
considered to be a robust solution to the imbalanced data problem ((Lemnaru, 2012);
(He and Garcia, 2009)). Given our result, there is a need in a future study to address
this challenging, class imbalance problem. Since our study was limited in scope, and
given the fact that this problem requires detailed attention, we decided not to explore
the various solutions available to address it. This would have been time-consuming
and very much beyond the scope of this study. Possible solutions to the problem in-
clude different sampling methods, cost-sensitive techniques, kernel-based techniques and
ensemble-based techniques (Chawla, 2009), (He and Garcia, 2009),(Lépez et al., 2013).

5.8 Study Limitations

In this section we highlight some of the limitations of this study. Firstly, the COVID-19
pandemic had a serious effect on student attendance, particularly in 2020, where physical
presence on campus was severely restricted, with students having to attend their classes
online. We realized the negative impact of this situation when we had to obtain the
2020 dataset of first year student records, which were going to be used as a test dataset
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during the model performance Evaluation Phase. We obtained very few test set records
that we could use to evaluate the regression model we created during the Modelling
Phase to predict the final, Computer Science I score. Secondly, during the course of
our experiments, we realized that due to the imbalanced nature of our datasets and the
multiple class distribution, some of the data mining algorithms we used were limited in
their ability to assign minority class records to the actual class to which they belonged.
This problem requires detailed investigation and different experiments and techniques
to address it. Given the limited scope of this study, this work can be done in a separate,
future study. Lastly, we conducted this study at a single South African university. Our
results may therefore not be applicable to other, higher education institutions, locally
and globally. Having said this, we do believe that this study and its findings contain
useful insights which can be of benefit to and inform the work of educational researchers,

including those engaged in research in the field of Educational Data Mining (EDM).
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Chapter 6

Conclusion and Future Work

Universities collect and amass vast amounts of data about different stakeholders, includ-
ing students. Most of the data, after being collected, is stored in several repositories,
with little prospect of ever being used again, for any purpose. As a result these repos-
itories resemble “data tombs” (Kaufinann, 2006), archives that are only occasionally
accessed, as and when the need arises to obtain some information from them. The
universities and other entities which amass huge volumes of data and only use a tiny
amount thereof, are best described as “data rich but information poor” environments
(Kaufinann, 2006). In South Africa, and indeed elsewhere, there is a dire shortage of
professionals and graduates who possess the much-needed STEM qualifications. In our
own context, the data our university and faculty collect about first year STEM students

can be leveraged to provide insightful and meaningful information about them.

In order to conduct this study in a more focused and systematic manner, we posed
several research questions, in order to obtain information about the first time first year
students enrolled in STEM degree programmes in our faculty. From this study, several

interesting results were obtained.

Gender and race are amongst the factors this study sought to investigate, to determine
their relationship with the APS. Between gender and race, their interaction was not
significant. The interesting information from our data is that differences in the APS
of students from different ethnic groups does not depend on their gender. Gender did
not have a significant effect on the APS. Regarding the race factor, the statistically
significant result shows Indian and White students outperforming Black and Coloured
students. The difference between Indian and White students was not significant. This
finding reflects the current reality of the South African high school educational envi-
ronment, in which Indian and White students are taught mostly in well-resourced and
well-administered high schools, by effective and highly qualified teaching staff. There is

no doubt that in such an environment students are best placed to excel in their studies.
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To remedy the dire situation that many of the township and rural schools find them-
selves in, several actions need to be taken. These schools must be well-resourced, and be
administered efficiently and effectively. Highly qualified and “content-knowledgeable” or
“content-capable” teachers must be employed, discipline amongst teachers and students
must be fostered in the interests of creating an enabling and supportive educational
environment. Furthermore, parents cannot be spectators in the education of their chil-
dren. Through school governing bodies (SGBs), they need to be involved and play a

day-to-day, active role in their children’s education.

Different types of funding are provided to academically capable first year students, the
majority of whom come from disadvantaged socioeconomic backgrounds. This study
has revealed some interesting information about the relationship between the type of
funding received by these students and their prior performance, as indicated by the
APS. For example, our results confirm the academic excellence of scholarship or merit
award (SUG) students of all races. Their mean APS results were the highest, compared
to the APS results obtained by students who received other types of funding. However,
even within this group, Indian and White students and to some extent Chinese students,
obtain higher APS results compared to their Black and Coloured counterparts. This
finding is statistically significant. Our speculation is that the best performing members
of this group may be students who attended independent, private high schools and

colleges, with much better resources and highly qualified, motivated teachers.

Our results show that NSFAS-funded (NUG) students, with the exception of non-funded
(NF) and bursary (B) students, enter university with low APS results compared to stu-
dents who receive other types of funding. The NSFAS spends billions of rand in funding
needy students who qualify for tertiary studies. It is only reasonable, therefore, given
the huge amount of government’s and taxpayers’ money spent on these students, to ex-
pect the majority of them to complete their studies in regulation time. Completing their
studies on time will afford other, equally deserving and capable students the opportu-
nity to obtain funding for their own studies. Our findings also show certain categories of
NSFAS-funded students, including all categories of non-funded students, to be entering
first year with rather low APS scores. To ensure these students’ academic progression,
their progress needs to be constantly monitored, through counselling and academic sup-
port, to prevent them from failing their studies. These are students who may be at risk
for failure. There may therefore be a need for faculty-wide support to be provided to

such students, to prevent them from failing.

Regarding the use of English as a language for teaching, both at high school and univer-
sity, our preliminary findings show that students who took the English Home Language
(ENA) subject at high school are more successful in first year compared to students who
took the English First Additional Language (ENB) subject. An interesting finding we

made is that students who spoke an indigenous language at home, but who took the
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ENA subject in high school, were also most likely to succeed in first year compared to
their counterparts from an indigenous background, and who took the ENB subject in
high school.

In order to improve the chances of academic success for English second language students,
there may be a need for intervention at two levels, namely at high schools and tertiary
institutions. Our findings on the issue of English as a teaching language may be pointing
to a gap that exists between ENA and ENB, and probably to the English language
disadvantage ENB students carry with them when entering university. At high school
level, this situation may perhaps be remedied by introducing a single-stream English
subject. This should be coupled with the necessary remedial support to English second
language students, to elevate their level of English proficiency to a standard suitable for

the comprehension and understanding of the first year subject content.

We found the minimum admission requirement subjects to be successful predictors of
the overall, first year result. The usefulness of this result is that we now have a model
that can be used to predict, right at the beginning of their enrollment in our faculty,
whether or not an individual student will be successful at the end of their first year
of study. Students who are identified and predicted to be at risk for failure, can be
provided with the necessary support and counselling during the course of the year, to
prevent them from failing. We did not find the minimum admission requirement subjects
to be suitable or successful predictors of degree achievement, a situation that calls for

further research to be conducted to study this issue in greater detail.

Cluster analysis and association rule mining techniques provided useful information
about student characteristics and their relationship to academic achievement. It would
seem from our preliminary results that students who took ENB as their English subject
in high school and speak an indigenous language at home, will most likely repeat their
first year if their ENB score is lower than 65%. We need to stress that this is only a
preliminary finding. Further research is required to determine whether this finding does
indeed point towards a particular trend. There may be a need, across the faculty, for
these students to be provided with the necessary language support, to improve their
English language ability. Another interesting finding relates to English second language
students who use English as their home language and who take ENA as their English
subject in high school, and are enrolled in the same first year degree programme as
their ENB counterparts. These students are more likely to proceed to second year, even
when their ENA scores fall below the ENB scores of their counterparts. Again, further

research is required to determine whether this result points to an enduring trend.

From our data the information we get is that on the whole, funded first year STEM

students perform successfully in their studies. This is very encouraging. Given what

seems to be a good indication of successful academic achievement, funding should be

provided to capable and deserving, first time first year STEM students who require
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financial support to begin their higher education studies. Our cluster analysis results
seem to indicate that generally, funded and non-funded female students are successful in
their first year studies. STEM disciplines are characterized by a huge gender imbalance,
with females being underrepresented. Given the encouraging performance of first year
female students in our context, our faculty should do more to recruit and encourage
female students with appropriate high school subjects to enrol in STEM degree disci-
plines. In order to ensure that they succeed in their first year studies, courses can be
recommended for them to select, which could be identified using data mining techniques

such as association rule mining.

Given its pivotal role in our curriculum, Mathematics I is a critical gatekeeper sub-
ject. For different stakeholders in our faculty, several implications arise from the fact
that the subject has been shown to be a very strong predictor of overall performance
in first year. Students who do not perform satisfactorily in Mathematics in the first
semester are potentially at risk for failure. Once these “at-risk” students have been
identified the relevant schools, in particular the School of Mathematics, need to take
proactive measures to prevent them from dropping out or failing. Such measures may
include compulsory tutorial sessions, consultations with lecturers, mathematics study
techniques, and counselling. There is a need for further research to be conducted to
determine other, more effective ways in which Mathematics I can be better leveraged to

predict degree achievement.

There is a positive, weak and significant correlation between the NSC Grade 12 Math-
ematics (MAT) subject and Mathematics I (Algebra I and Calculus I). This result in-
dicates the relevance of the high school MAT subject to our Mathematics I curriculum.
The same cannot be said about the NSC Grade 12 Mathematics Paper 3 (MP3) subject.
It has a positive, weak and insignificant correlation with Calculus I; a negative, weak
and insignificant correlation with Algebra I; and a positive, weak and insignificant cor-
relation with NSC Grade 12 Mathematics (MAT). In its current form the MP3 subject
does not seem to be relevant to the Mathematics I curriculum offered in our faculty.
There is is no good reason why it should or could be considered as part of the criteria
the faculty should use to accept first time first year students into different options of the
BSc., STEM disciplines.

The relatively new discipline of Educational Data Mining has begun to address the
challenge facing many higher education institutions, which is how to extract meaningful
and useful information from the vast amount of data they collect and store in their
repositories, about their students. In this study we used data mining and statistical
techniques to leverage and obtain information from the data collected by our university,
faculty and schools about the first time first year students enrolled in STEM disciplines
in the Faculty of Science. The primary aim of this data mining based study was to

obtain a better understanding of first time first year students enrolled in different STEM
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disciplines in our faculty. To achieve this aim, we used different statistical and data
mining techniques, with the intention of obtaining answers to the different research
questions that we posed to direct this study. It is hoped that the results and insights
emanating from this research will be of use to different stakeholders in our institution,
for them to understand how best to engage with the first year STEM students at their
service. In the South African educational context, research in Educational Data Mining
is still in its infancy. Apart from contributing to the body of research that is beginning
to emerge in this field, we believe that the work conducted in this study and the results

thereof can provide valuable insights to educational researchers elsewhere.

6.1 Future Work

This study raised a few issues of interest which, due to its limited scope, the study
could not address. We have identified some interesting topics for future investigation
and research, whose detailed study may contribute useful information and knowledge in

various areas of the increasingly important field of Educational Data Mining.

Some of the topics that could be studied as part of future work include the following;:

e Some of the datasets in this study were highly imbalanced, a situation that affected
the performance of some of the algorithms we used during the Modeling and Eval-
uation Phases. This problem requires a detailed investigation, in which different
data mining techniques can be used and compared to determine the most effective
technique that could be implemented to deal better with the problem. In a future
study, some of the methods that could be used to address the problem include the
following: sampling techniques (under-sampling and over-sampling), cost-sensitive
techniques, kernel-based and active learning techniques, and ensemble-based tech-

niques.

e On of the ways in which the performance of a classification task can be improved
is by adopting a hybrid approach. Instead of using a single classifier, this approach
combines different classifiers in order to benefit from their individual strengths and
to improve the effectiveness and reliability of the classification models. In a future
study, different hybrid approaches could be implemented and their performance

compared against the same task.

e Regarding the English language background of our first year BSc. students, our
preliminary results seem to suggest that students who did the English First Addi-
tional Language (ENB) in high school and obtain a score lower than 65%, may not

proceed to second year. Research in the future could be conducted to investigate
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this issue to determine whether a ENB score lower than 65% does indeed predict

or indicate failure to proceed to second year.

It is perhaps appropriate at this point, as we conclude this chapter and document, to

again highlight the most important findings emanating from our study, as follows:

e Regarding the relationship amongst gender, ethnicity and academic achievement
(APS), we found

— the main effect for gender on the APS not to be statistically significant,
— a statistically significant main effect for ethnicity on the APS,
— that the interaction between gender and ethnicity on the APS was not signif-

icant.

e In the relationship involving ethnicity, funding status and academic performance

we found a statistically significant

— main effect for ethnicity on the APS,
— main effect for funding status on the APS, and

— interaction between ethnicity and funding status on the APS.

e The APS obtained by first year STEM students who took the ENA subject in high
school is higher and significantly different compared to the A PS obtained by first
year STEM students who took the ENB subject in high school.

e Amongst the NSC Grade 12 STEM subjects, Mathematics (MAT) has the strongest
and statistically significant contribution to the APS,

e Using two first-semester Computer Science I courses (BCO and IAP), we were able

to show that

— first year Computer Science I (CSI) students with prior computer program-
ming experience obtain significantly higher scores in BCO and IAP compared

to their peers who lack such experience,

— BCO and IAP are together successful in predicting the overall, first year

outcome

e The Faculty of Science minimum admission requirements subjects (Mathematics,
Physical Sciences, English, APS) are together successful predictors of the overall,
first year outcome. However, these subjects were not successful predictors of degree

attainment.

e Mathematics I is the best and successful predictor of the overall, first year outcome.
However, the subject failed to predict degree attainment successfully.
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Some of the limitations associated with this study were identified, including several rec-
ommendations which different stakeholders in our university could implement. Finally,
a few ideas were presented as the basis for future investigation and study. It is hoped
that this research and its findings will lead to a better understanding of the first time
first year STEM students in our university, their academic challenges and achievements

in a very demanding academic environment such as ours.
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Appendix

A Feature Selection and Regression Analysis Results

TABLE 1: Feature Selection Results

Algorithm Search Method Selected Attributes
CfsSubsetEval GreedyStepwise MAT, APM

GeneticSearch MAT, APM, CAT

LinearForwardSelection | MAT, APM, CAT

RandomSearch MAT, APM

ScatterSearchVI MAT, APM, CAT
ClassifierSubsetEval | GeneticSearch PSC

RandomSearch MAT, PSC, GEG, INT, AGS
ReliefAttributeEval | Ranker CAT, INT, ENA
WrapperSubsetEval | GeneticSearch PSC

RandomSearch MAT, PSC, GEG, INT, AGS

TABLE 2: Linear Regression Results

Predictor| Regression Significance
Variable | Coefficient (Yes/No)
MAT 0.08088 Yes

PSC 0.01874 Yes

LSC 0.00405 Yes

APM 0.04999 Yes

ENB 0.06182 Yes

MP3 0.00967 Yes

ENA 0.05366 Yes

INT -0.00414 Yes

GEG -0.00493 Yes

AGS -0.00467 Yes

CAT -0.01117 Yes
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B Student Characteristics

TABLE 3: Student Characteristics

Characteristic Description ‘ Value
Ethnicity Ethnic Background African
Chinese
Coloured
Indian
White
Gender Male (M), Female (F)
Funding Funding Status Funded (F)
non-funded (NF)
Admission Year Year of Registration 2015 - 2019
Plan Code Applied Chemistry ACHE
Applied Computing ACOM
Actuarial Science ACSI
Animal, Plant and Environmental Sciences APES
Astronomy Astrophysics ASTR
Biological Sciences BIOL
Computational and Applied Mathematics CAMS
Chemistry CHEM
Chemistry with Chemical Engineering CHEM11
Computer Science COMM
Geography and Archaeology Sciences GAES
General GEN
Geology GEOL
Mathematics MATH
Mathematics of Finance MFI
Mathematical Sciences A MS1A
Materials Science MSCI
Nuclear Sciences and Engineering NUCS
Physical Science PHSC
Physics I (Major) PHYS
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Table 3: Student Characteristics Continued

Characteristic ‘ Description Value
Home Language | Afrikaans AF
Bilingual English/Afrikaans BIL
Chinese (Cantonese) CC
Chinese (Mandarin) CM
Chinese (Other) CH
English EN
French FR
German GE
Greek GR
Hindi HI
Ndebele NDB
North Sotho/Pedi NST/ PED
Portuguese PO
Shona SHO
South Sotho/Sesotho SST/SES
Swahil /Kiswahilii SI/KI
Swazi/Siswati SWA /SIS
Tsonga/Shangaan TSS
Tswana/Setswana TWA/SET
Turkish TU
Urdu (Pakistan) UR
Tshivenda VEN
Xhosa XHA
Zulu ZUL
APS Admission Point Score Numeric
English Type English Home Language ENA
English First Additional Language ENB
ENA English Home Language Numeric
ENB English First Additional Language Numeric
MAT NSC Mathematics Numeric
PSC NSC Physical Science Numeric
Outcome Registration renewed with conditions (Wits Readmissions | M1C
Committee-1)
Registration renewed with conditions (Wits Readmissions | M2C
Committee-2)
Registration renewal refused (Wits Readmissions Committee- | M2E
2)
Exclusion waived-must return to the same year of study MBR
Failed minimum requirements - Needs permission to re-register | MBZ
in same Faculty
Permitted to Proceed PCD
Must return to complete requirements for year of study RET
Minimum requirements not met MRNM
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C Clustering and Association Rule Mining

C.1 Clusters

TABLE 4: k-means Cluster Analysis

Number of Clusters (k) | Within Groups Sum of Squares (wss) |

1 24512.98
2 21775.43
3 19215.15
4 16680.15
S 16983.17
6 16152.78
7 15661.91
8 14330.59
9 15003.77
10 14662.08
11 14064.15
12 13813.49
13 13737.49
14 13334.41
15 13197.74
16 12836.25
17 12619.27
18 12553.50
19 12380.75
20 12319.43
Cluster centroids:
Clusterd

Attribute Full Data +] 1 z 1 4 E] & l 8 ] 14

(6700 (500 (239) (522) (636 {1250} 1558) (ra7) (345} {477) (637} {728}
Tear Z016.7355 Z017.T42 Z016.7029 2016.0Z3 2016.0943 2007.0496 Z016.1434 2017.3813 2007.0538 2016.3061 2016.4867 2016.717
FUNDING_STRTUS Funded Funded HonFunded HonFunded Funded Funded Funded Funded Funded Funded HonFunded Funded
Gender . | F F F F M H F F H F M
Race BL BL BL BL BL BL HL BL 1n BL HH 1
Language EN =0 XH EN SE s0 U Zu EN SE EN EnN
AFE 4d.3921 4d.332 41.7448 4L.55LT 45,5428 45,114 43,7073 43,2984 46,7613 42,2746 42,8907 A%, 2624
HAT T1.T415 T4.58 &0. 7573 43.T107 T1.4571 TE.5944 BE. 3961 Tl.l93% TE.ETEY  62.710T Td.d662 &5.4T66
PEC B9, 5072 T4.407 5T.B326 IE. 4272 TL.0678 TE.9344 65.22T8 T2.Z065 Ti.0538  E0.494%6 660832 Bl.L1505
Frogress olboone PO PCO HER PCDx PCO PCD PO RET PCD RET FC ]
ENGLISH TYFE ENB ENR ENB Eldh ENB ENE El& ENB ENR EHB EHA ENA
ENGLISH | 6BT_TETE 71.53% a3 _ma12 4%_Tizé 69 2186 691912 B0_93T3 T _NGES T4 9974 a7.69a1 T4_57%z2 77147
FLEKCODE GENG GEND BETOL GERG GEDOL GENG BIOL GENG BTOL GERG GEND RACST

FIGURE 1: Using Eleven Clusters (k=11)
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C.2 Association Rules

Best rules found:

. PLANCODE=STAT 167 ==> Progress_outcome=FCD 167 <gonf:{l)> lift:{1.57) lewv:{0.01) [60] conv:(60.76)

. FUNDING STATUS=Funded PLANCODE=STAT 162 ==> Progress_outcome=FCD 162 <gonf:(1l)> 1ift:(1.57) lewv:{0.01) [58] conv:(58.94)

. Gender=M PLANCODE=STAT 119 ==> Progress_outcome=FCD 119 <gonf:(1l)> 1ift:(1.57) lev:(0.01) [43] conv:({43.29)

. FUNDING STATUS=Funded Gender=M PLANCODE=STAT 114 ==> Progress_outcome=FCD 114 <gonf:(1l)> lift:{1.57) lev'{o 01) [41] conv:(41.47)

. Language=EN PLANCODE=STAT 99 ==> Progress_outcome=FCD 399 <conf:(l)> lift:(1.57) lev:{0.01) [36] conv:(36.02)

. FUNDING STATUS=Funded Language=EN PLANCODE=STAT 95 ==> Progress_outcome=FCD 95 <gonf:(1l)> lift:{1.57) lev:{0.01) [34] conv:(|34.56)

. Gender=M Language=EN PLANCODE=STAT 70 ==> Frogress_outcome=FCD 70 <gonf:(1l)> 1ift:(1.57) lewv:{0) [25] conv:{25.47)

. FUNDING STATUS=Funded Gender=M Language=EN PLANCODE=STAT 66 ==> Progress_outcome=FCD 66 <gonf:(l)> lift:(1.57) lev'{O] [24] conv:(24.01)
. FUNDING_STATUS=Funded PLANCODE=BIOl 86 ==> Progress_outcome=PFCD &4 <gonf:(0.98)> lift:(1.54) lev:(0) [29] conv:(l0.4

. Language=ZU PLANCODE=ACSI &3 ==> FUNDING_STATUS=Funded &1 <gonf:(0.98)> 1ift:(1.37) lev:{0) [21] conv:{7.91)

. Gender=F Progress_outcome=FCD PLANCODE=ACSI 163 ==> FUNDING_STATUS=Funded 159% <conf:(0.98)> lift:({1.37) lev:{0.01) [42] conv:(9.32)

. FUNDING STATUS=Funded FLANCODE=HFHS 69 ==> Progress_outcome=FCD &7 <gonf:(0.97)> 1ift:(1.53) lewv:{0) [23] conv:({8.37)

. PLANCODE=STAT 167 ==> FUNDING STATUS=Funded 16z <conf:{0.97)> lift:({1.36) lev:{0.01) [42] conv:(7.96)

. PLANCODE=STAT 167 ==> FUNDING STATUS=Funded Frogress_outcome=FCD 162 <gconf:(0.97)> lift:{2.09) lev:{0.01) [84] conv:({l4.88)

. Progress_outcome=FCD PLANCODE=STAT 167 ==> FUNDING_STATUS=Funded 162 <gonf:(0.97)> lift:{1.36) lev:{0.01) [42] conv:({7.96)

. Gender=M Language=ZU PLANCODE=ACSI 64 ==> FUNDING STATUS=Funded 62 <gconf:(0.97)> 1lift:(1.36) lewv:{0) [1l6] conv:{6.1l)

. Gender=F PLANCODE=ACSI 186 ==> FUNDING STATUS=Funded 180 <conf:(0.97)> 1lift:(1.36) lev:(0.01) [47] conv:({7.6)

. Gender=F Language=EN PLANCODE=ACSI 4 ==> FUNDING STATUS=Funded &1 <conf:(0.96)> 1ift:(1.35) lewv:{0) [21] conv:{6.01)

. Gender=F Language=EN Frogress_outcome=FCD PLANCODE=ACSI 80 ==> FUNDING STATUS=Funded 77 <conf:(0.96)> 1ift:(1.35) lev:(0) [19] conv:({5.72)
. PLANCODE=MICR 77 ==> Progress_outcome=FCD 74 <conf:(0.96)> lift:(1.51) lev:(0) [25] conv:(7)

. Progress_outcome=FCD PLANCODE=RCSI 476 ==> FUNDING_STATUS=Funded 457 <conf:(0.96)> 1lift:{1.34) lev:{0.0Z) [117] conv:{6.81)

. Language=EN PLANCODE=STAT 99 ==> FUNDING_STATUS=Funded 95 <gonf:(0.96)> lift:(1.34) lev:{0) [24] conv:({5.66)

. Language=EN PLANCODE=STAT 99 ==> FUNDING_STATUS=Funded Frogress_outcome=FCD 95 <conf:(0.96)> lift:{2.06) lev:{0.01) [48] conv:({1l0.59)

. Language=EN Frogress_outcome=FCD PLANCODE=STAT 99 ==> FUNDING STATUS=Funded 95 <gonf:(0.96)> lift:(1.34) lev:{0) [24] conv:(5.66)

. PLANCODE=ACSI 553 ==> FUNDING_STATUS=Funded 530 <conf:(0.96)> lift:(1.34) lev:(0.02) [135] conv:(6.59)

. Gender=M PLANCODE=STAT 119 ==> FUNDING STATUS=Funded 114 <conf:(0.96)> lift:{1.34) lev:(0) [29] conv:(5.67)

. Gender=M PLANCODE=STAT 119 = !
. Gender=M PFrogress_outcome=FCD PLANCODE=STAT 119 ==> FUNDING_STATUS=Funded 114 <gconf:(0.96)> lift:({1.34) lev:{0) [29] conv:({5.67)

. PLANCODE=BIOl 159 ==> Progress_outcome=FCD 152 <conf:(0.96)> lift:{1.5) lewv:{0.01) [50] conv:(7.23)

. PLANCODE=HFHS 153 ==> Progress_outcome=FCD 146 <gonf:{0.95)> lift:{1.5) lev:{0.01) [48] conv:(6.96)

. Gender=M PLANCODE=ACSI 367 ==> FUNDING STATUS=Funded 350 <gonf:(0.95)> lift:(1.34) lev:(0.01) [87] conv:({5.83)

. Gender=F Language=EN FLANCODE=ACSI 84 ==> Frogress_outcome=FCD 80 <conf:{0.95)7 lift:({1.5) lev:(0) [26] convi(6.11)

. Gender=M Frogress_outcome=FCD PLANCODE=ACSI 313 ==> FUNDING_STATUS=Funded 298 <gonf:(0.95)> lift:{1.33) lev:{0.01) [74] conv:({5.6)

. FUNDING STATUS=Funded Gender=F Language=EN PFLANCODE=ARCSI &1 ==> Progress_outcome=FCD 77 <gonf:(0.95)> 1lift:(1.49) lev:(0) [25] conv:({5.89)

- Gender=F PLANCODE=HFHS 117 ==> Progress_outcome=FCD 111 <gonf:(0.95)> lift:(1.49) lev:(0.01) [36] conv:({6.08)

. FUNDING_ STATUS=Funded Language=EN PLANCODE=ACSI Zi9 ==> Frogress_outcome=FCD Z17 <conf:(0.95)> lift:(1.49) lev:{0.01) [71] conv:(6.41)

. Language=EN PLANCODE=ACSI 245 ==> Progress_outcome=FCD Z32 <gonf:(0.95)> lift:(1.49) lev:{0.01) [76] conv:({6.37)

. FUNDING STATUS=Funded Gender=M Language=EN PLANCODE=ACSI 148 ==> Frogress_ocutcome=FCD 140 <gonf:(0.95)> lift:(1.49) lev:(0.01) [45] conv:({5.98)
. Gender=F PLANCODE=BIOl 108 ==> Progress_ocutcome=FCD 102 <gonf:(0.94)> lift:(1.48) lev:(0.01) [33] conv:(5.61)

. Gender=M Language=EN PLANCODE=ACSI 161 ==> Progress_outcome=PCD 152 <gonf:(0.94)> 1lift:(1.48) lev:{0.01) [49] conv:({5.86)

. PLANCODE=FHYS &9 ==> Progress_outcome=FCD &4 <conf:(0.94)> lift:(1.48) lev:(0) [27] conv:(5.4)

. Gender=M PLANCODE=FHYS 71 ==> Progress_outcome=FCD &7 <conf:(0.94)> 1lift:(1.48) lev:(0) [21] conv:({5.17)

. Gender=M Language=EN PLANCODE=STAT 70 ==> FUNDING STATUS=Funded &6 <gonf:(0.94)> 1lift:(1.32) lewv:{0) [1l6] conv:(4)

. Gender=M Language=EN PLANCODE=STAT 70 ==> FUNDING STATUS=Funded Frogress_outcome=FCD 66 <gonf:(0.94)> 1ift:(2.03) lev:(0.01) [33] conv:(7.49)
. Gender=M Language=EN Frogress_outcome=FCD PLANCODE=STAT 70 ==> FUNDING STATUS=Funded 66 <gonf:(0.94)> 1lift:(1.32) lev:(0) [16] conv:(4)

. FUNDING_ STATUS=NonFunded PLANCODE=HFHS &4 ==> Frogress_outcome=FCD 79 <gonf:(0.94)> 1lift:(1.48) lewv:{0) [25] conv:({5.09)

. Language=EN Frogress_outcome=FCD PLANCODE=ACSI 23Z ==> FUNDING STATUS=Funded 217 <conf:(0.94)> lift:{1.31) lev:{0.01) [51] conv:(4.15)

. Language=EN PLANCODE=ACSI 245 ==> FUNDING STATUS=Funded 2i% <gonf:(0.93)> 1lift:(1.31) lev:{0.01) [54] conv:({4.12)

. PLANCODE=GENE &9 ==> Progress_outcome=FCD &3 <gconf:{0.93)> lift:(1.47) lev:{0) [26] conv:(4.63)

. FUNDING_ STATUS=NonFunded PLANCODE=BIOl 73 ==> Frogress_outcome=FCD 68 <gconf:(0.93)> 1lift:({1.46) lewv:{0) [21] conv:({4.43)

. Gender=M Language=ZU Frogress_ocutcome=MBR 100 ==> FUNDING STATUS=Funded 93 <conf:(0.93)> lift:{1.3) lewv:{0) [21] conv:({3.58)

. FUNDING STATUS=Funded PLANCODE=FHYS 70 ==> Progress_outcome=FCD &5 <gonf:(0.93)> lift:(1.46) lewv:{0) [20] conv:({4.24)

. Gender=M Language=EN Frogress_ocutcome=FCD PLANCODE=ACSI 152 ==> FUNDING_STATUS=Funded 140 <gonf:(0.92)> 1lift:(1.29) lev:(0.01) [31] conv:({3.34)
. Gender=M Language=EN PLANCODE=ACSI 161 ==> FUNDING_STATUS=Funded 148 <conf:{0.92)> lift:(1.29) lev:(0.01) [33] conv:(3.29)

. Gender=F Language=EN PLANCODE=ACSI 4 ==> FUNDING STATUS=Funded Frogress_outcome=FCD 77 <gonf:(0.92)> 1ift:(1.97) lev:(0.01) [37] conv:({5.62)
. Gender=F PLANCODE=GENE 70 ==> Progress_outcome=FCD 64 <gonf:(0.91)> lift:(1.44) lev:(0) [19] conv:{3.64)

. Language=ZU Frogress_outcome=FCD PLANCODE=GEN0 111 ==> FUNDING STATUS=Funded 101 <gconf:(0.91)> lift:({1.27) lev:{0) [21] conv:(2.89)

. Gender=M Language=ZU Frogress_ocutcome=FCD 322 ==> FUNDING STATUS=Funded Z9%0 <conf:(0.9)> lift:{1.26) lev:{0.01) [60] conv:{Z.79)

> FUNDING STATUS=Funded Progress outcome=PCD 114 <conf:(0.96)> lift:(2.06) lev:{0.01) [58] conv:({l0.61)

FIGURE 2: Association Rules (Support=0.01, Confidence=0.9)
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D First Year and Degree Attainment Prediction

D.1 Mathematics - Predicting First Year Performance
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FIGURE 3: J48 Decision Tree: Predicting First Year Outcome

D.2 Mathematics - Predicting Degree Outcome
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E Model Evaluation

E.1 Predicting First Year Outcome (Minimum Requirements)

grelation TESTQSENA

Battribute APS numeric

Battribute MAT numeric

Battribute P5C numeric

Battribute ENA numeric

@attribute Progress_outcome {INP,M1C,M1E,M2C,MZE,MBR,MBZ,MRNM,PCD,RET}

@data
48,87,83,70,7
48,74,79,84,7
40,64 ,66,66,7
50,93,86,84,7
41,89,73,70,7
49,83,63,72,7
41,70,54,71,7
51,96,83,85,7
42,85,77,63,7
44,70,-1,70,7
42,71,71,80,7
46,84,83,75,7

FIGURE 4: English Home Language Test Set: Predicting First Year Outcome (483
records)

@relation TESTOIENE

2attribute APS numeric

@gttribute MAT numeric

@attribute PSC numeric

@attribute ENB numeric

@attribute Progress_outcome {INP,M1C,M1E,M2C,MZE,MBJ],MBR,MBZ,MRNM,PCD,RET}

2data

43,80,96,84,7
46,63,60,85,7
43,70,52,79,7
49,75,79,75,7
43,85,72,80,7
4p,80,82,68,7
47,83,83,78,7
43,67,70,75,7
48,83,87,73,7
43,80,83,62,7
42,60,86,75,7
49,79,90,78,7
47,93,91,86,7

F1cURE 5: English First Additional Language Test Set: Predicting First Year Outcome
(579 records)
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E.2 Predicting Degree Outcome (Minimum Requirements)
@relation TestQSdeghtt

Battribute EU'NDING_STATUS {F,NF}
@attribute APS numeric
Battribute MAT numeric
Battribute PSC numeric
Battribute ENA numeric
Battribute ENB numeric
Battribute QUTCOME {Q,NQ}

@data

F,48,86,88,71,-1,72
F,53,5%2,97,-1,83,72
F,52,96,93,69,-1,72
F,50,5%2,90,78,-1,72
F,55,97,91,90,-1,72
F,40,78,67,65%,-1,72
NF,46,79%,80,62,-1,7
NF,44,7%,-1,75,-1,°?
F,46,70,74,81,-1,7
F,45,82,88,63,-1,72
FIGURE 6: English Home Language and English First Additional Language Test Set:
Predicting Degree Outcome (432 records)
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E.3 Predicting First Year Outcome (Mathematics I)

@relation TestQ7outcome
@attribute Year numeric
Battribute FUNDING_STATUS {F,NF}
Eattribute MATH1036 numeric
Battribute M
@attribute Progress_outcome {PCD,MBR,RET,MBZ,M1C,MRNM,M2C,M2E ,M1E ,MBJ, INP}

2data

2817 ,NF,35,31,7
2e17,F,27,50,7
2e17,F,5@,55,7
2e17,F,61,80,7
2e17,F,50,508,7
2017 ,F,43,37,7
2e17,F,24,31,7
2e17,F,36,35,7
2e17,F,4@,52,7
2017 ,F,29,41,7
2817 ,NF,0,08,7
2017 ,F,75,64,7
20817 ,F,62,54,7

FIGURE 7: Mathematics I Test Set: Predicting First Year Outcome (474 records)
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